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FOREWORD: DECLARATION ON THE USE OF GENERATIVE Al TOOLS

While preparing this thesis, | used generative artificial-intelligence tools, namely Claude Opus 4.6
by Anthropic (https://claude.ai/)and GPT-5.3by OpenAl (https://chat.openai.com/),
for limited support with writing and code organisation. In practice, they helped me consider
alternative phrasings, translate some passages between French and English, and catch lan-
guage errors. The requests | made were limited to this editorial role (for example, “rephrase
the following paragraph more concisely” or “translate this passage into French”) and never
to producing scientific content or claims. Every suggestion produced by these tools was read,
corrected where needed, and approved by me before it was incorporated, so that the final
wording reflects my own choices. A separate and clearly methodological use of an LLM is the
seed-generation technique that is itself the subject of this thesis; the exact prompt templates
used for that purpose are documented in full in Appendix B. The study design, the experiments,
the results, and their interpretation are entirely my own work and were not generated by these

tools.
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RESUME

Le fuzzing est une technique automatisée de test logiciel qui génére un grand nombre d'entrées
variées dans le but d’exposer des erreurs et des vulnérabilités dans les programmes. Le fuzzing
guidé par la couverture, I'une des variantes les plus efficaces de cette technique, dépend forte-
ment de la qualité du corpus de graines initial a partir duquel le fuzzer commence son explo-
ration. Les méthodes traditionnelles de construction de graines (fichiers minimaux, extraction
de suites de tests et génération basée sur des grammaires) présentent chacune des limitations
significatives en termes de couverture, de diversité ou de validité sémantique. Ce mémoire
étudie si les grands modéles de langage (LLM) peuvent générer des corpus de graines plus effi-
caces en exploitant leur connaissance des langages de programmation, des formats de fichiers
et des patrons d'utilisation logicielle. Notre hypothése centrale est qu'un LLM, parce qu’il com-
bine en une seule étape validité syntaxique et plausibilité sémantique sans effort d'ingénierie
propre a chaque cible, peut produire des corpus de graines compétitifs avec des suites de tests
concues a la main, et le mémoire cherche surtout a déterminer dans quels cas cette hypothése
se vérifie.

Nous concevons trois stratégies de génération de graines assistées par LLM, chacune exploitant
un type différent d’information contextuelle : exemples de suites de tests (stratégie 52), docu-
mentation de pages de manuels (stratégie S3) et spécifications de grammaires formelles (stratégie
S4). Ces stratégies sont évaluées contre une ligne de base de suite de tests (stratégie S1) et une
ligne de base vide (stratégie SO) sur quatre programmes cibles (BusyBox bc, xmllint, lua, sqlite)
et deux moteurs de fuzzing (AFL++, Honggfuzz), en utilisant le modéle GPT-40 mini avec un
corpus standardisé de 26 graines et un budget de temps d’une heure par campagne.

Nos résultats montrent que les graines générées par LLM surpassent systématiquement la
ligne de base vide, mais ne parviennent pas a égaler de maniére fiable les suites de tests exis-
tantes en termes de couverture d'arétes. Les graines LLM offrent des avantages ciblés pour les
programmes ayant des formats d'entrée simples et bien documentés : pour BusyBox bc avec
AFL++, les stratégies S2 et S3 dépassent la suite de tests d’environ 20 % (S2 atteint +20,5 %,
S3 atteint +20,1 %, moyennes de trois exécutions indépendantes). En l'absence de suite de
tests, la meilleure stratégie LLM atteint au moins 75 % de la couverture de la suite de tests
dans 7 configurations sur 8. L'analyse de la diversité des graines révéle que S2 (LLM+Tests)
produit les graines les plus fonctionnellement diversifiées avec zéro doublon, tandis que S4
(LLM+Grammaire) est la plus sujette a la répétition. Un résultat notable montre qu’une di-
versité initiale élevée des graines ne se traduit pas mécaniquement par une couverture finale
proportionnelle, soulignant I'importance de la mutabilité des graines. Pour la découverte de
vulnérabilités, les graines LLM ont déclenché pres de deux fois plus d'erreurs d’exécution que
la suite de tests sur BusyBox bc, le seul programme cible ou les campagnes ont produit plus
que quelques erreurs d’exécution ; aucune erreur d’exécution n’a été observée pour xmllint ou
lua, et le bilan reste trop limité sur sqlite (de O a 4 erreurs d’exécution selon la configuration,
la plupart n’en produisant aucune) pour fonder des conclusions générales. Le processus de
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génération est peu colteux (0,20 $ USD au total) et s'intégre facilement aux flux de travail de
fuzzing existants sans modification des moteurs de fuzzing.

En somme, ce mémoire positionne la génération de graines assistée par LLM comme un com-
plément pratique et économique aux approches traditionnelles de construction de corpus
pour le fuzzing guidé par la couverture, particulierement utile pour amorcer une campagne
lorsqu’aucune suite de tests établie n’est disponible ou pour enrichir un corpus existant a trés
faible codt.

Mots clés : fuzzing, test logiciel, grands modeéles de langage, génération de graines, couverture
de code, fuzzing guidé par la couverture, AFL++, sécurité logicielle



ABSTRACT

Fuzzing is an automated software testing technique that generates large numbers of varied
inputs in order to expose errors and vulnerabilities in programs. Coverage-guided greybox
fuzzing, one of the most effective variants of this technique, depends critically on the quality
of the initial seed corpus from which the fuzzer begins its exploration. Traditional seed con-
struction methods (minimal inputs, test-suite extraction, and grammar-based generation) each
have significant limitations in coverage, diversity, or semantic validity. This thesis investigates
whether large language models (LLMs) can generate more effective seed corpora by leverag-
ing their knowledge of programming languages, file formats, and software usage patterns. Our
central hypothesis is that, because an LLM supplies syntactic validity and semantic plausibil-
ity together in a single step and without per-target engineering, it can produce seed corpora
competitive with hand-curated test suites; the thesis is primarily concerned with establishing
when this hypothesis holds.

We design three LLM-assisted seed generation strategies, each leveraging a different type of
contextual information: test-suite examples (strategy S2), manual page documentation (strat-
egy $3), and formal grammar specifications (strategy S4). These strategies are evaluated against
a test-suite baseline (strategy S1) and an empty baseline (strategy SO) across four target pro-
grams (BusyBox bc, xmllint, lua, sqglite) and two fuzzing engines (AFL++, Honggfuzz), using the
GPT-40 mini model with a standardized corpus of 26 seeds and a one-hour time budget per
campaign.

Our results show that LLM-generated seeds consistently outperform the empty baseline but
do not reliably match existing test suites in terms of edge coverage. LLM seeds offer targeted
advantages for programs with simple, well-documented input formats: for BusyBox bc with
AFL++, strategies S2 and S3 exceed the test-suite baseline by approximately 20 % (S2 reaches
4+20.5 %, S3 reaches +20.1 %, means of three independent runs). In the absence of a test
suite, the best LLM strategy reaches at least 75 % of test-suite coverage in 7 out of 8 config-
urations. Seed diversity analysis reveals that 52 (LLM+Tests) produces the most functionally
diverse seeds with zero duplicates, while S4 (LLM+Grammar) is most prone to repetition. A
notable finding is that high initial seed diversity does not translate into a proportional final-
coverage advantage, highlighting the importance of seed mutability. For vulnerability discov-
ery, LLM seeds triggered nearly twice as many crashes as the test suite on BusyBox bc, the only
target whose campaigns produced more than a handful of crashes; no crashes were observed
for xmllint or lua under any strategy, and the sqlite crash counts range from O to 4 across config-
urations (most configurations produced none) and are too low to support general conclusions
about LLM seeds and crash discovery. The generation process is inexpensive ($0.20 USD total)
and integrates seamlessly into existing fuzzing workflows without requiring modifications to
the fuzzing engines themselves.

In summary, this thesis positions LLM-assisted seed generation as a practical and economical
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complement to traditional corpus-construction approaches for coverage-guided fuzzing, par-
ticularly useful for bootstrapping a campaign when no established test suite is available or for
enriching an existing corpus at very low cost.

Keywords: fuzzing, software testing, large language models, seed generation, code coverage,
coverage-guided fuzzing, AFL++, software security



CHAPTER|
INTRODUCTION AND MOTIVATION

Software systems are increasingly deployed in safety-critical and security-sensitive environ-
ments, making the detection of vulnerabilities a pressing concern. Among the techniques de-
veloped to discover software defects, fuzzing (the automated generation of inputs designed
to trigger unexpected program behavior) has emerged as one of the most effective and widely
adopted approaches. Coverage-guided greybox fuzzers such as AFL++ (Fioraldi et al., 2020)
and Honggfuzz (Swiecki, 2020) use lightweight program instrumentation to measure code cov-
erage (which parts of the compiled program an input actually exercises, tracked at the level
of basic blocks and the control-flow edges between them rather than source lines) and steer
input generation toward regions the current inputs have not yet reached. Unlike a fixed test
suite, whose coverage is bounded by the cases a developer wrote, a fuzzer grows its own inputs
and measures coverage continuously as it runs, striking a practical balance between the low
overhead of blackbox fuzzing and the precision of whitebox techniques. The precise coverage

metrics are defined in Section 2.1.

1.1 The role of seed corpora in greybox fuzzing

A coverage-guided greybox fuzzer begins its exploration from an initial set of inputs called the
seed corpus; each individual input in that set is a seed: a complete, ready-to-run input that
the target program can consume at its input boundary (a file, a line of standard input, a com-
mand argument). The fuzzer selects seeds from this corpus, applies mutations (bit flips, byte
insertions, splicing), and retains any mutated input that triggers new code coverage. Because
mutations are small, local transformations, the fuzzer’s ability to reach deep program states
depends heavily on the quality of the starting seeds: a seed that already exercises complex
program features gives the mutation engine a head start that random exploration from scratch

may never achieve.



A concrete example makes clear why good seeds are hard to obtain. Consider fuzzing an SQL
database engine. A trivial seed such as the single byte ; is syntactically almost-valid but ex-
ercises almost none of the engine: the parser rejects it immediately, and the fuzzer must
then discover, purely by random mutation, the keywords CREATE, TABLE, INSERT, and SELECT,
the matching parentheses, and the type-correct literals needed before a single query reaches
the query optimiser, a sequence of coordinated changes that random byte-level mutation is
astronomically unlikely to stumble upon. A good seed, by contrast, would already contain
a well-formed statement such as CREATE TABLE t(x INT); INSERT INTO t VALUES(1);
SELECT x FROM t WHERE x>0;, placing the fuzzer deep inside the engine from the outset,
where its mutations can productively explore the optimiser and execution paths. The difficulty
is that writing such seeds by hand requires knowing both the input format and which features
exercise interesting code. That expertise is expensive to apply and does not transfer across
targets. This is precisely the gap that automated seed generation, and this thesis in particular,

sets out to close.

Prior work has shown that seed corpus quality significantly affects fuzzing outcomes (Herrera
et al., 2021). Poorly chosen seeds can leave entire subsystems unexplored, while well-crafted
seeds enable the fuzzer to discover vulnerabilities more quickly and thoroughly. Despite this
importance, the construction of effective seed corpora has received comparatively less atten-
tion than advances in mutation strategies, scheduling algorithms, or coverage metrics: the few
studies that isolate the seed corpus, such as the seed-selection analysis of Herrera et al. (Her-
rera et al., 2021), show that it moves fuzzing outcomes as much as those better-studied algo-

rithmic components, which makes it an underexploited lever rather than a solved problem.

1.2 Limitations of traditional seed generation

Traditional approaches to seed corpus construction each have significant limitations. Minimal
seeds (small, syntactically valid inputs such as an empty file or a trivial input) are easy to pro-
duce but start the fuzzer far from interesting program states, requiring many mutation rounds

to reach deep logic. Test-suite seeds (inputs extracted from a program’s existing test suite) en-



code developer knowledge about edge cases but may lack the diversity needed to discover
unexpected vulnerabilities, since test suites are designed to verify intended behavior rather
than to provoke unintended behavior. Grammar-based generators can produce syntactically
valid inputs at scale, but the generated inputs are often semantically meaningless (e.g., SQL
queries referencing nonexistent tables), causing them to be rejected by the target program

before exercising deeper logic.

1.3 Motivation: LLMs as seed generators

Large language models (LLMs) such as GPT-4 have demonstrated strong capabilities in gen-
erating structured text, including source code, configuration files, and query languages. This
raises a natural question: can LLMs generate effective seed corpora for fuzzing? An LLM trained
on vast corpora of code and documentation may be able to produce inputs that are not only
syntactically valid but also semantically meaningful: inputs that reference real language con-
structs, valid schema elements, or idiomatic usage patterns. Such seeds could provide coverage-

guided fuzzers with a richer starting point than traditional approaches.

The appeal of LLMs here is not merely that they are a currently popular tool; it is that they
address the weaknesses that limit the traditional methods, and those weaknesses are not all
of the same kind. The three methods reviewed in Section 1.2 fail for three different reasons: a
minimal seed is perfectly valid and perfectly meaningful, but it is shallow, so the fuzzer must
rediscover everything by mutation; a test suite is both valid and semantically rich, but it is
written to confirm intended behaviour, so it under-represents the unusual inputs that provoke
unintended behaviour; a grammar-based generator supplies structure but not meaning, so
its outputs are rejected before they reach deep logic. Only the third of these is, strictly, a
failure to combine structural validity with semantic plausibility. What makes an LLM attractive
is therefore not that it fixes one shared defect, but that a single cheap generator can avoid all
three at once: from a short prompt it can emit an input that parses, that refers to plausible
identifiers, schemas, and feature combinations, that begins well inside the program rather

than at its entry point, and that is not confined to the cases a developer chose to test. It can do



so for any target whose format appears in its training data, without a hand-written grammar
or model retraining. Earlier learning-based generators (RNNs, GANs) required target-specific
training data and struggled to guarantee validity (Section 2.2.6); LLMs remove that per-target
training cost. That said, this reasoning is a hypothesis, not a guarantee: an LLM’s knowledge
is strongest for common, well-documented formats and weakest for the idiosyncratic edge
cases that a curated test suite encodes. The contribution of this thesis is therefore framed not
as “LLMs are better” but as an empirical characterisation of when LLM-generated seeds help,

when they merely match cheaper alternatives, and when a curated test suite remains superior.

Recent work has begun to explore this direction. Studies such as Fuzz4All (Xia et al., 2024) and
TitanFuzz (Deng et al., 2023a) have demonstrated that LLMs can generate useful fuzzing inputs,
while SeedAlchemy (Wen et al., 2024) shows that an LLM can assemble an effective seed cor-
pus by directing a search for real-world files rather than by writing the seeds itself. However,
the existing literature lacks a systematic, controlled comparison of different LLM prompting
strategies on identical targets, broad cross-target and cross-fuzzer evaluation, and analysis of
practical integration considerations. Closing these gaps is the central contribution of this the-
sis, and we close them empirically, by running the strategies head-to-head under a single fixed

protocol, rather than through a literature survey.

1.4 Research problem and questions

Section 1.3 argued why an LLM is a principled candidate for this problem rather than merely
an available one: it is the only one of the available options that combines structural validity,
semantic plausibility, and non-trivial depth in a single step, cheaply and without per-target
engineering. This thesis tests whether that promise holds in practice. We design three LLM-
assisted seed generation strategies, each leveraging a different type of contextual information
(test-suite examples, manual page documentation, and formal grammar specifications), and
evaluate them against a test-suite baseline and an empty baseline across four target programs

and two fuzzing engines.



We address three research questions:

RQ1: Do LLM-generated seeds improve code coverage and vulnerability discovery compared

to traditional test-suite-based seed inputs?

RQ2: How do different LLM prompting strategies affect the validity and diversity of generated

seeds?

RQ3: What are the practical trade-offs of incorporating LLMs into seed generation, in terms of

computational overhead, resource usage, and integration complexity?

We stress that RQ1 does not presuppose that an LLM should beat a hand-curated test suite; a
curated suite is a demanding reference precisely because a developer built it deliberately, and
part of our contribution is to map when the LLM matches it and when it does not. RQ2 is not
a comparison against that suite at all: it asks which context source (worked examples, prose
documentation, or a formal grammar) yields the most valid and diverse seeds, a question with

no obvious answer a priori, since each source constrains the model in a different way.

1.5 Contributions

This thesis makes the following contributions:

1. Asystematic comparison of three LLM-driven seed generation strategies under standard-

ized experimental conditions across four target programs and two fuzzing engines.

2. Empirical evidence that LLM-generated seeds consistently outperform the empty base-
line but do not reliably match curated test suites, with targeted advantages for programs

with simple, well-documented input formats.

3. An analysis of seed diversity using initial edge coverage as a functional diversity metric,

revealing that high initial diversity does not guarantee high final fuzzing coverage.



4. A cost and integration analysis showing that LLM-based seed generation is inexpensive

($0.20 total) and straightforward to incorporate into existing fuzzing workflows.

1.6 Thesis organization

The remainder of this thesis is organized as follows. Chapter 2 provides background on fuzzing,
coverage metrics, seed generation techniques, large language models, and related work. Chap-
ter 3 presents our proposed approach, including the research gaps, the five seed generation
strategies, and the validation pipeline. Chapter 4 describes the experimental methodology, in-
cluding target program selection, fuzzing engine configuration, and evaluation metrics. Chap-
ter 5 presents the experimental results, answers each research question with supporting data
and discussion, and addresses limitations and threats to validity. Chapter 6 concludes with a

summary of findings and directions for future research.



CHAPTER I
BACKGROUND AND RELATED WORK

This chapter establishes the foundations for our research. Figure 2.1 illustrates how the back-
ground topics converge toward LLM-driven seed generation, which forms the basis of our pro-

posed approach in Chapter 3.

Coverage-Guided Fuzzing

(Section 2.1)
LLM-Assisted Seed
Seed Corpus Construction
> Generation for Fuzzing
(Section 2.2)
(Section 2.4 - Related Work)

LLMs in Software Testing l

(Section 2.3) Chapter 3: Our Proposed

Approach

Figure 2.1: Chapter 2 roadmap: background topics converging toward LLM-driven seed gener-

ation.

2.1 Coverage-guided and greybox fuzzing

Fuzzing is an automated software testing technique that generates inputs to test programs
to detect vulnerabilities, crashes, and unexpected behaviors (Li et al., 2018; Mallissery et Wu,
2023). First introduced in the 1990s as a simple random testing technique, fuzzing has grown
into a highly effective approach for discovering software vulnerabilities. Modern fuzzing tech-
niques have been responsible for discovering thousands of critical security vulnerabilities in
widely deployed software systems, including web browsers, operating systems, network ser-

vices, and embedded systems.



2.1.1 Fuzzing approaches

Fuzzing techniques can be categorized into three main approaches based on their level of pro-
gram awareness and input generation strategies (Zhu et al., 2022; Li et al., 2018). The first
approach, known as blackbox or random fuzzing, generates test inputs without any knowl-
edge of program internals (Miller et al., 1990). These fuzzers produce inputs through purely
random generation or by applying random mutations to existing valid inputs. While simple
to implement and applicable to any program without modification, blackbox fuzzing remains
valuable for specific use cases where program instrumentation is impractical or when testing
closed-source software. However, it may suffer from lower efficiency in discovering deep pro-
gram behaviors, as many randomly generated inputs are rejected early in program execution

without exploring interesting code paths.

The second approach, whitebox fuzzing, employs symbolic execution and constraint solving to
systematically explore program paths (Godefroid et al., 2012). Symbolic execution is a program-
analysis technique that runs the program on symbolic inputs (mathematical variables) rather
than concrete values, accumulating a logical formula, the path constraint, that describes the
conditions under which each branch is taken; a constraint solver then produces concrete in-
puts that drive execution down chosen paths. These techniques analyze program source code
or binaries to extract path constraints, use constraint solvers to generate inputs satisfying spe-
cific path conditions, and systematically enumerate feasible execution paths. While whitebox
fuzzing can achieve high coverage and discover vulnerabilities in deep program logic, it faces
scalability challenges due to path explosion, which refers to the exponential growth in the
number of possible execution paths as program size increases. Constraint solving becomes
computationally prohibitive for large programs, and symbolic execution struggles with com-
plex program features such as cryptographic operations, hash functions, and interactions with

external systems.

The third approach, greybox fuzzing, strikes a balance between blackbox and whitebox ap-

proaches (Bohme et al., 2016). Greybox fuzzers use lightweight program instrumentation to



collect runtime feedback about program execution, typically coverage information indicating
which code has been exercised, without performing expensive symbolic analysis. This feedback
guides the fuzzer toward inputs that trigger new program behaviors, enabling more efficient
exploration compared to pure random testing while maintaining scalability to large programs.
The greybox approach has proven remarkably successful in practice. For example, Google's
0SS-Fuzz project, which applies coverage-guided fuzzing to open source software, has iden-
tified over 13,000 vulnerabilities and 50,000 bugs across more than 1,000 projects since its

launch in 2016 (Google, 2024).

The boundary between these categories is not rigid: hybrid fuzzers combine greybox explo-
ration with selective whitebox reasoning to get the best of both. Driller (Stephens et al.,
2016) is a representative example that augments coverage-guided greybox fuzzing with con-
colic (concrete-plus-symbolic) execution: the greybox engine drives fast exploration until it
stalls against a “hard” branch guarded by a specific input constraint (e.g. a magic-value check),
at which point the symbolic component is invoked to solve for an input that satisfies the con-
straint and unblocks the fuzzer. Such hybrids illustrate that high-quality inputs, whether solved
by a constraint solver or, as in our work, supplied as seeds, help fuzzers cross the input barriers

that pure mutation struggles to satisfy.

212 Coverage-guided fuzzing fundamentals

Coverage-guided fuzzing, the dominant form of greybox fuzzing, uses program coverage as
feedback to guide input generation. The fuzzer instruments the target program to track which
code has been executed during each test run, a single execution of the target program on
one candidate input. Common coverage metrics include statement coverage (which lines of
code were executed), basic block coverage (which sequences of non-branching instructions
were executed), and edge coverage (which transitions between basic blocks occurred). Edge
coverage provides the finest granularity of feedback, as it distinguishes between different paths
through conditional statements and captures control flow patterns that statement and basic

block coverage may miss.
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The typical coverage-guided fuzzing workflow operates in iterative cycles. The fuzzer begins
with aninitial seed corpus, a set of valid inputs that provide baseline coverage. For each fuzzing
iteration, the fuzzer selects a seed from the corpus, applies mutations to generate new test
cases, executes each test case while monitoring coverage, and adds test cases that discover
new coverage to the corpus for future exploration. This evolutionary process gradually accu-

mulates inputs that collectively explore diverse program behaviors.

Mutation strategies determine how fuzzers generate new test cases from existing seeds. These
range from deterministic transformations (such as bit flips and arithmetic operations) to stochas-
tic modifications (such as random byte changes and block insertion or deletion). Many fuzzers
employ hybrid strategies that apply deterministic mutations exhaustively before resorting to

random perturbations.

Coverage feedback enables fuzzers to prioritize promising inputs and avoid wasting resources
on unproductive mutations. When a mutation produces a test case that exercises previously
unexplored code, the fuzzer recognizes this as progress and retains the new test case for fu-
ture mutation. Conversely, mutations that only re-exercise known code paths are typically
discarded, allowing the fuzzer to focus computational resources on frontier exploration rather

than redundant testing.

213 American Fuzzy Lop and the coverage-guided revolution

American Fuzzy Lop (AFL), released in 2013 by Michal Zalewski (Zalewski, 2014), revolutionized
fuzzing and established the foundation for modern coverage-guided fuzzers. AFL introduced
compile-time instrumentation that tracks edge coverage using a compact bitmap, enabling
high fuzzing throughput with minimal runtime overhead. Its evolutionary algorithm maintains
a queue of interesting test cases and employs power scheduling to balance exploration of new
code regions with exploitation of promising inputs. The fuzzer applies a multi-stage muta-
tion strategy, beginning with deterministic mutations before transitioning to stochastic havoc

mode. AFL's impact has been profound: the fuzzer and its derivatives have discovered thou-
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sands of vulnerabilities in critical software (Rash, 2026), and it has become the de facto stan-

dard baseline for fuzzing research evaluation.

214 Modern coverage-guided fuzzers

Building upon AFL's foundation, several modern coverage-guided fuzzers have emerged with
various optimizations. AFL++ (Fioraldi et al., 2020) is an actively maintained community fork
that incorporates LLVM-based instrumentation (coverage tracking inserted at compile time by
the LLVM compiler infrastructure, a widely used modular toolchain for building compilers), as
well as persistent mode execution and custom mutators that enable domain-specific mutation
strategies. Honggfuzz (Swiecki, 2020), developed at Google, employs multi-threaded paral-
lelism and supports multiple feedback mechanisms including SanitizerCoverage and hardware-
based Intel Processor Trace. These fuzzers represent the state of the art in coverage-guided

testing and serve as the evaluation platforms for our seed generation experiments.

2.2 Seed corpus construction techniques

The initial seed corpus significantly influences fuzzing effectiveness. Seeds are starting points

for mutation-based exploration: high-quality seeds enable fuzzers to reach deep program states,
while poor seeds may trap exploration in shallow regions. This section examines challenges

in seed construction (Section 2.2.1) and established techniques including minimal seeds (Sec-
tion 2.2.2), test-suite-based approaches (Section 2.2.3), grammar-based generation (Section 2.2.4),

and corpus distillation (Section 2.2.5).

2.2.1 Challenges and limitations

Coverage-guided fuzzers face several challenges relevant to our research. First, fuzzers rely on
mutations of existing seeds to discover new behaviors, so poor initial seeds trap exploration
in shallow program regions. Traditional approaches each have limitations: minimal seeds re-

quire extensive mutation to reach deep states, test-suite seeds may lack diversity for discov-



12

ering vulnerabilities, and manually crafted seeds require expert effort (Jha et al., 2023; Eom
et al., 2024; Wang et al., 2022). Second, programs processing structured inputs reject syntac-
tically invalid inputs early, before reaching deeper logic where vulnerabilities reside. Random
mutations of structured inputs almost always produce invalid results, and grammar-based ap-
proaches, while helpful, require manual effort and cannot capture semantic constraints. Third,
fuzzing outcomes vary due to inherent randomness, so rigorous evaluation requires multiple
runs with statistical analysis (Klees et al., 2018; Schloegel et al., 2024). The lack of standardized

benchmarks further complicates cross-study comparison (Eceiza et al., 2023).

2.2.2 Minimal seed corpora

Minimal seed corpora use small, simple inputs that satisfy basic syntactic requirements. For
example, a fuzzer targeting a language interpreter might start with x=1. This approach avoids

bias toward specific program features and executes quickly.

However, minimal seeds have significant limitations. Programs with multi-stage processing
may reject mutations before reaching deeper logic. Random mutations of minimal structured
inputs almost always produce syntactically invalid results that are immediately rejected, pre-

venting exploration of interesting program behaviors.

2.2.3 Test-suite-based seed construction

Test-suite-based construction uses existing test cases from regression or unit testing. These
seeds provide strong initial coverage since test suites exercise diverse program features with

syntactically correct and semantically meaningful inputs.

However, test suites may lack diversity, focusing on typical usage patterns rather than edge
cases that trigger vulnerabilities. Functional tests verify correct behavior on valid inputs, not
security mechanisms (Le Traon et al., 2007). Additionally, extracting usable seed files requires

program-specific effort due to varying test suite organizations.
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2.2.4 Grammar-based seed generation

Many structured input formats can be described using formal grammars (BNF, EBNF). Grammar-
based generation produces inputs that conform to specified syntax, avoiding rejection that ran-
dom mutations typically cause (Godefroid et al., 2008). Generated inputs pass parsing stages

and reach deeper program logic.

However, grammars capture only syntactic structure, not semantic constraints. For example, a
grammar ensures SQL queries have valid syntax, but cannot ensure queries reference existing
tables. Similarly, programming language grammars cannot enforce that variables are declared

before use or that types are compatible.

Maintaining accurate grammar specifications also requires ongoing effort as programs evolve.

Incomplete grammars miss code paths; overly permissive grammars generate rejected inputs.

2.2.5 Corpus distillation and minimization

Corpus distillation identifies minimal seed subsets that preserve coverage while reducing cor-
pus size, improving fuzzing efficiency. Algorithms select seeds based on unique coverage con-
tributions and execution time. However, distillation optimizes existing corpora but cannot cre-

ate new seeds to reach previously unreachable code.

2.2.6 Learning-based seed generation

Earlier learning-based approaches (RNNs, GANs, VAEs) could learn input patterns from exam-
ples, but faced challenges: large training data requirements, difficulty ensuring validity, and

limited generalization across programs (Wang et al., 2022).

Large Language Models (LLMs) overcome many of these limitations. Pre-trained on diverse
corpora, LLMs have learned patterns in code and structured data that transfer to seed gen-

eration without target-specific training. Their ability to follow natural language instructions
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enables flexible specification of requirements. LLMs can also bridge the gap between syntac-
tic and semantic validity that limits purely grammar-based generation: when provided with
grammar specifications, LLMs can generate inputs that conform to grammatical rules while
also exhibiting semantic coherence, such as referencing plausible variable names, using com-
patible types, and constructing meaningful queries. This combination of grammar awareness
and semantic understanding makes LLMs particularly promising for seed generation, motivat-
ing our research. By semantic understanding we mean the model’s learned ability to produce
inputs that are not merely well-formed but also meaningful in context (e.g. a variable is de-
clared before it is used, a query references a table that the same input defines, a type matches
its operator), rather than any claim that the model reasons about program behaviour the way

a human does.

2.3 Large Language Models in software testing

Beyond seed generation, LLMs have been applied broadly across software testing. A broad
survey by Wang et al. (Wang et al., 2024) identifies test case generation, test oracle genera-
tion, bug detection, and program repair as key application areas. LLMs can generate diverse
test cases when provided with appropriate context such as code snippets, documentation, or
existing examples, though each application faces challenges related to output correctness and

reliability.

A concrete demonstration of learning-based test generation is CODAMOSA (Lemieux et al.,
2023), developed in collaboration with Microsoft Research, which augments a classical search-
based unit-test generator with an LLM: when the search stalls on a coverage plateau, the LLM is
queried for example calls to the under-tested functions, and these examples reseed the search
to reach code that random search could not. CODAMOSA is instructive for our work because
it uses the LLM in a complementary role: it unblocks an existing testing engine rather than
replacing it. This is exactly the posture we adopt by using LLMs to construct seed corpora for

an otherwise unmodified fuzzer.
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Despite their promise, LLMs face important limitations in testing contexts: models may pro-
duce outputs that appear plausible but are semantically incorrect, outputs may vary across
invocations due to the probabilistic nature of generation, and LLMs may struggle with tasks
requiring precise logical reasoning or domain-specific knowledge. Effective applications typi-
cally combine LLM generation with validation mechanisms and iterative refinement to ensure

quality (Wang et al., 2024).

2.4 LLM usage for fuzzing

Applying Large Language Models to fuzzing is an emerging, rapidly evolving research area.
Recent works explore different strategies for using LLMs to improve fuzzing effectiveness, from

generating initial seed corpora to guiding mutation strategies and analyzing fuzzing outcomes.

LLAMAFUZZ (Zhang et al., 2024) proposes enhancing greybox fuzzing by using LLMs to gener-
ate seeds and guide mutations. The approach prompts LLMs with program information and
coverage feedback to generate inputs that target unexplored code regions. Experimental re-
sults demonstrate improved coverage compared to traditional fuzzing on several benchmark
programs. The work highlights the potential of LLMs to understand program semantics and
generate meaningful inputs, though it also identifies challenges including generation latency,

cost, and ensuring input validity.

Fuzz4All (Xia et al., 2024) presents a universal fuzzing framework that uses LLMs to fuzz di-
verse targets without requiring target-specific customization. The system generates test inputs
by prompting LLMs with minimal context about the target program’s input format. Fuzz4All
demonstrates effectiveness across multiple programming languages and input formats, discov-
ering numerous bugs in widely used software. This universal applicability is a significant ad-
vantage over traditional fuzzing techniques, which typically require substantial target-specific

configuration.

SeedAlchemy (Wen et al., 2024) also targets the seed corpus rather than the fuzzing loop, but
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it builds that corpus by retrieval rather than by generation. The tool runs five modules that
collect publicly available files from the internet (GitHub search, general web search, feature-
driven web search, Common Crawl search, and bug-tracker search), four of which use an LLM
workflow to construct target-specific search terms; the retrieved files are then filtered, dedu-
plicated, and minimised with af1-cmin into a final corpus. The LLM therefore produces search
queries, not seed content, and the seeds themselves are real-world files rather than model out-
put; the approach uses neither test suites nor formal grammars as prompting context. Eval-
uated on the Magma benchmark with AFL++ over 24-hour campaigns, the resulting corpora
trigger roughly 1.7x as many bugs as a naive single-file corpus and come close to Magma'’s

manually curated corpus, finding on average 97% of the bugs that the curated corpus reveals.

SeedAlchemy is the closest work to ours in intent, and the contrast with it is what motivates
our study rather than an extension of it: where SeedAlchemy uses the LLM to find existing files,
we use it to synthesise seed content directly from a documented context source. Retrieval pre-
supposes that a corpus of suitable files already exists in public and is discoverable by search,
which holds for common binary media formats but much less so for the program-specific tex-
tual inputs (bc expressions, Lua scripts, SQL scripts) that our targets consume. Synthesis raises
the complementary question that their design does not: which context source should be sup-
plied to the model, and at what cost in seed validity and diversity. That question is the subject

of this thesis.

Zero-shot fuzzing approaches (Deng et al., 2023a) demonstrate that LLMs can generate test
inputs without requiring target-specific examples or fine-tuning. The models draw on their
general knowledge of programming languages and data formats acquired during pre-training
to produce valid and diverse inputs. This capability is particularly valuable for fuzzing new or

poorly documented software where obtaining high-quality seed examples may be challenging.

Edge-case generation has emerged as a particularly promising application of LLMs in fuzzing (Deng
et al., 2024, 2023b). LLMs can generate unusual or corner-case inputs that exercise rare pro-

gram behaviors and trigger edge cases in program logic. These inputs complement traditional
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mutation-based fuzzing, which may struggle to discover edge cases through random muta-
tions. This ability to generate creative and unusual inputs is a key advantage of LLM-based

approaches over purely algorithmic fuzzing techniques.

LLM-based fuzzing has also been applied to other domains, including protocol fuzzing (Meng
et al., 2024), smart contracts (Shou et al., 2024), JavaScript engines (Eom et al., 2024), and
parsers (Ackerman et Cybenko, 2023). Several surveys (Huang et al., 2024; Jiang et al., 2024)
synthesize this growing literature, identifying common themes such as the importance of prompt
design, trade-offs between generation cost and effectiveness, and challenges in ensuring input
validity. Augmentation approaches (Hu et al., 2024) that integrate LLMs into existing fuzzing
workflows for specific tasks like seed generation, rather than replacing traditional techniques

entirely, may offer the most practical path to adoption.

Despite the promising results demonstrated across multiple works, significant challenges re-
main. The computational cost and latency of LLM inference (running the already-trained model
to produce an output for a given prompt) can limit the rate of test case generation, potentially
offsetting coverage gains. Reproducing LLM-generated test cases exactly is effectively impos-
sible in the general case rather than merely difficult: the model samples its outputs stochas-
tically, so the same prompt can yield different inputs on different invocations, and providers
may change or retire a model version between runs. Questions about the generalizability of
findings across different target programs, fuzzing engines, and evaluation scenarios remain
incompletely answered. Our work addresses some of these gaps by conducting systematic

evaluation across multiple targets and fuzzers with careful attention to experimental method-

ology.



CHAPTER Il
PROPOSED APPROACH: LLM-DRIVEN SEED GENERATION

This chapter presents our approach for using large language models to generate seed corpora
for coverage-guided greybox fuzzing. We begin by identifying the research gaps in existing
work and formulating three research questions (Section 3.1). We then provide an overview of
the proposed approach (Section 3.2), followed by a detailed description of the five seed gen-
eration strategies, from the empty baseline (SO) through three LLM-assisted strategies (S2-54)
that draw on test-suite examples, manual page documentation, and formal grammar specifi-
cations, respectively (Section 3.3). The chapter then discusses prompt design and constraints
(Section 3.4), the validation pipeline (Section 3.5), corpus standardization (Section 3.6), and

integration with fuzzing engines (Section 3.7).

3.1 Research gap and research questions

As discussed in Chapter 2, coverage-guided fuzzers depend critically on seed corpus quality,
yet each traditional seed construction technique has significant limitations. Minimal seeds
struggle to reach deep program states. Test-suite seeds lack diversity for discovering unex-
pected vulnerabilities. Grammar-based generation produces syntactically valid but semanti-
cally meaningless inputs. While LLMs show promise for seed generation, the existing literature

exhibits five key gaps:

1. Limited cross-target and cross-fuzzer evaluation. Prior work evaluates LLM-based seed
generation on a small number of target programs (frequently only one or two) or a single

fuzzing engine, lacking systematic cross-target and cross-fuzzer comparison.

2. Insufficient prompting strategy comparison. Direct comparison of different prompting
strategies on identical targets remains limited, and the factors determining optimal strat-

egy selection are poorly understood.
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3. Inconsistent evaluation methodology. Evaluation methodologies vary substantially across
studies, making cross-study comparison difficult due to differences in time budgets, cor-

pus sizes, and metrics.

4. Neglected practical considerations. Practical considerations such as seed validity rates,

generation costs, and workflow integration receive limited attention.

5. Underexplored seed-fuzzer interaction. The interaction between seed quality and fuzzing

engine characteristics remains underexplored.

Our research addresses all five gaps through systematic evaluation across diverse targets and
fuzzers. Specifically, we tackle gaps 1 and 5 by evaluating across four target programs and
two fuzzing engines (AFL++ and Honggfuzz), gap 2 by comparing three distinct LLM prompting
strategies on identical targets, gap 3 by applying standardized experimental conditions (fixed
corpus size, time budget, and metrics), and gap 4 by analyzing computational overhead, re-

source usage, and integration complexity. We focus on three research questions:

RQ1: Do LLM-generated seeds improve code coverage and vulnerability discovery compared

to traditional test-suite-based seed inputs?

RQ2: How do different LLM prompting strategies (test suite examples, grammar specifications,

manual pages) affect the validity and diversity of generated seeds?

RQ3: What are the practical trade-offs of incorporating LLMs into seed generation, in terms of

computational overhead, resource usage, and integration complexity?

3.2 Overview of the proposed approach

Our approach uses Large Language Models (LLMs) to generate high-quality seed inputs that
improve fuzzing campaigns. Our methodology integrates LLM-driven seed generation with

coverage-guided greybox fuzzing using two prominent fuzzing engines, AFL++ and Honggfuzz,
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evaluated across four diverse target programs: BusyBox bc, xmllint (libxml2), the lua inter-

preter, and sqlite. Each represents a different input format and application domain.

The core insight is that LLMs, trained on vast corpora of code and natural language, can gener-
ate syntactically valid and semantically rich inputs when provided with appropriate context (Xia
etal.,2024; Denget al., 2023a). Rather than embedding LLMs directly into the fuzzing loop, we
focus on their role in constructing the initial seed corpus, which significantly influences early-

stage coverage and long-term fuzzing effectiveness (Wen et al., 2024; Zhang et al., 2024).

The three context sources we study (worked test-suite examples, prose manual pages, and
formal grammars) are not chosen arbitrarily: they span the range of artefacts a practitioner
typically has on hand, from the most concrete (examples that show the model exactly what a
valid input looks like) through informal natural-language documentation to the most abstract
and precise (a grammar that specifies the input’s syntax but says nothing about realistic con-
tent). Because each source constrains the model along a different axis, we expect them to trade
off validity against diversity differently, and we keep them separate (one source per strategy)
so that each source’s individual contribution can be measured rather than confounded. Com-
bining several sources in a single prompt is a natural follow-up that we leave to future work

(Chapter 6).

Figure 3.1 presents the overall architecture of our approach, illustrating how different knowl-
edge sources feed into the LLM-based seed generation process and how the resulting corpora

integrate with coverage-guided fuzzing engines.

In the figure, SO and S1 reach the fuzzers by dashed arrows because they bypass the LLM en-
tirely (SO is an empty file; S1is the raw test suite), whereas S2, S3, and S4 each pass through
the same GPT-40 mini pipeline and differ only in the knowledge source fed to it. S4 is there-
fore not a structurally different kind of strategy from S2 and S3: all three share one generation
pipeline, and the only variable across them is whether the model is prompted with examples,

documentation, or a grammar. Our approach compares five distinct seed generation strategies,
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Figure 3.1: System architecture: five seed generation strategies (SO-54) evaluated across two

fuzzing engines on four target programs. Each LLM-based strategy (52-S4) uses a separate

GPT-40 mini invocation with distinct context. Dashed arrows indicate strategies that bypass

LLM generation.

each reflecting a different method of constructing the initial seed corpus:

0. Empty seed (baseline): Providing an empty file as the sole seed input, representing the

minimal baseline where the fuzzer must discover all program behaviors through muta-

tion alone.

1. Test-suite-based seed inputs: Using existing test cases from regression or unit test suites

as seeds.

2. LLM-generated seeds from test suites: Prompting LLMs with test suite examples to syn-

thesize new, diverse inputs.

3. LLM-generated seeds from manual pages: Using program documentation and manual

pages as prompting context to generate realistic usage examples.
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4. Grammar-informed LLM seed generation: Providing formal grammar definitions to LLMs

to guide the generation of structurally valid inputs.

The evaluation focuses on edge coverage as the primary metric, defined as the number of
unique program edges (transitions between basic blocks) discovered during the fuzzing cam-
paign, measuring the effectiveness of each strategy in exercising distinct program paths. By
comparing these strategies across multiple target programs and fuzzing engines, we aim to
provide systematic insights into the practical benefits and limitations of LLM-assisted seed gen-

eration for software security testing.

3.3 Seed generation strategies

To evaluate the impact of LLM-driven seed generation on fuzzing effectiveness, we design and
implement five distinct strategies. Each strategy represents a different approach to construct-
ing the initial seed corpus, ranging from a minimal empty-file baseline to LLM-assisted genera-
tion with different knowledge sources. This multi-strategy approach aligns with recent surveys
on LLM-based fuzzing techniques (Huang et al., 2024). Figure 3.2 shows the shared genera-
tion pipeline used by the three LLM-based strategies (52-54), highlighting the iterative loop of
prompt construction, LLM inference, and deduplication that ensures each corpus contains 26
unique seeds. This corpus size is determined by the smallest available test suite among our
four targets (BusyBox bc, with 26 test cases), ensuring that the test-suite baseline (S1) is not

artificially constrained and that all strategies are compared on equal footing.

All three LLM-based strategies (52-54) share a common deduplication mechanism to guar-
antee that the final corpus contains only unique seeds. Each strategy maintains a persistent
JSON-formatted memory file that records all previously generated inputs, either as full text or
as SHA-256 hashes for storage efficiency when inputs are large. Before accepting a newly gen-
erated input, the system verifies its uniqueness against this memory. When a duplicate is de-

tected, the system retries generation, either by appending diversity instructions to the prompt



23

no: retry (T1)

!

|
Load Context Construct LLM API Call Parse &
(test suite / manual /  [——> Prompt —> (GPT-40 mini, Sanitize %
grammar) (context + rules) T=0.7+) Output

Add to
Corpus

(memory updated)

Final Seed
yes
Corpus 26 seeds?
(26 unique seeds)

no

Figure 3.2: LLM-based seed generation pipeline (strategies $S2-54): iterative generation with

deduplication and adaptive temperature ensures 26 unique seeds per corpus.

or by incrementally raising the temperature (the sampling parameter that controls how ran-
dom the model’s output is: higher values make generation less deterministic and more varied,
at the cost of occasionally straying from valid syntax). Temperature starts at 0.7 (a common
default that favours validity) and rises by 0.1 per retry. The 0.1 step is deliberately small: it
nudges the model toward more diverse outputs gradually rather than jumping straight to the
high-temperature regime, so that early retries stay close to the validity-favouring baseline and
only later retries trade validity for the extra variation needed to escape a duplicate. This itera-
tive process continues until the target corpus size of 26 unique seeds is reached. The strategies
differ only in memory scope (per-file for test-suite-based generation versus global for manual-
page and grammar-based generation) and generation granularity (batch versus single-case).
All three strategies share a maximum of 6 retries per file to ensure unique outputs, as summa-
rized in Table 3.1. The value 6 was chosen empirically as the point past which additional retries
yielded diminishing returns: across all target-strategy combinations, a unique seed was almost
always obtained within the first few attempts (the highest observed duplicate rate was S4 on

bc, where 26 unique seeds still required only 51 calls in total, i.e. well under 6 retries on av-
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erage), so a cap of 6 was sufficient to reach the 26-seed target in every configuration while
bounding the worst-case number of API calls and cost. The strategies are described in detail in

the following subsections.

3.3.1 Empty seed baseline

The empty seed strategy serves as the minimal baseline for our evaluation. It provides the
fuzzer with a single empty file as its only starting input, containing zero bytes of content. This
represents the worst-case scenario for seed quality, where the fuzzer must discover all program
behaviors purely through its own mutation engine without any guidance from the initial seed

corpus.

This baseline is important for two reasons. First, it establishes a lower bound on fuzzing per-
formance, allowing us to measure the absolute contribution of each seed generation strategy
compared to starting from nothing. Second, both AFL++ and Honggfuzz are designed to op-
erate from minimal inputs, using their mutation strategies to progressively explore the input
space. Comparing LLM-generated seeds against the empty baseline quantifies whether the ef-
fort of seed generation produces meaningful coverage improvements over the fuzzer’s built-in

exploration capabilities.

3.3.2 Test-suite-based seed inputs

The first strategy serves as our primary reference point and uses existing test cases from the
target program’s test suite. These test suites typically consist of regression tests, unit tests, or
examples provided by the program’s developers or maintainers. Test suite cases represent a
natural starting point for fuzzing campaigns, as they are known to be syntactically valid inputs

that exercise specific functionality and cover important program behaviors.

We extract test cases from the official repositories of each target program. For BusyBox bc, we

use test cases covering arithmetic expressions, variable assignments, function definitions, and



25

control flow statements. The xmllint test corpus consists of XML documents from the libxml2
test suite, encompassing well-formed documents, DTD validation scenarios, XPath queries, and
various XML features. Lua interpreter testing draws from the official Lua test suite, which in-
cludes diverse language constructs, standard library usage patterns, and edge case handling.
Finally, sqglite test cases comprise SQL queries and database operations spanning data defini-
tion language (DDL), data manipulation language (DML), transaction management, and built-in

functions.

While test suite seeds represent real-world usage patterns with guaranteed validity, they in-
herently lack diversity for exploring uncommon input combinations that could trigger vulner-

abilities (Deng et al., 2024).

3.3.3 LLM-generated seeds from test suites

The second strategy uses LLMs to generate new seed inputs by treating existing test suite cases
as in-context examples. The underlying intuition is that LLMs, when provided with representa-
tive examples, can synthesize novel inputs that maintain similar structural and semantic char-

acteristics while introducing meaningful variations and diversity.

Our implementation employs OpenAl’s GPT-40 mini model accessed through the official API.
The generation process operates on a per-file basis, where each test suite file serves as a tem-
plate for generating new test cases. This design keeps generated inputs close to the structural
characteristics and complexity patterns of the original test suite while introducing variations

that may explore previously untested program paths.

Prompt construction follows established prompt engineering practices (Schulhoff et al., 2025),
including a system message identifying the assistant as a careful generator producing only re-
quested content, the complete content of an example test file from the test suite, instructions
emphasizing unique test case generation following the example’s structure and format, and

domain-specific guidance to maintain syntactic validity (e.g., BusyBox bc syntax requirements
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for bc files, well-formed XML for xmllint parsing). The prompt explicitly constrains output for-
mat by requesting only test content without comments, explanations, or extraneous text, while

requiring adherence to line count and format markers from the example.

The system processes each test suite file independently, generating a configurable number of
unique test cases per file with a default of one case per file. Output files follow a system-
atic naming convention of [base] _case_[N]. [ext], where base represents the original file-
name, N denotes the case number, and ext specifies the target file extension. This per-file
approach maintains the diversity of the original test suite while expanding potential coverage
through LLM-driven variation. The resulting corpus exhibits structural similarity to test suite
cases while demonstrating greater diversity in expression complexity, feature combinations,
and input patterns, with the memory mechanism guaranteeing uniqueness across all gener-

ated seeds.

3.34 LLM-generated seeds from manual pages

The third strategy generates seed inputs by prompting LLMs with program documentation,
specifically manual pages and usage guides. Manual pages describe program functionality,
command-line syntax, input format specifications, and typical usage patterns, giving LLMs the

context they need to generate realistic inputs that reflect expected user interactions.

Our implementation processes the entire manual page text as a single context, avoiding ar-
bitrary chunking that might fragment related information and compromise the LLM’s under-
standing of interconnected features. Passing the whole manual at once lets the model take in
the full range of program capabilities and generate inputs that exercise diverse functionality

across the documented feature space.

We extract the documentation for each target program, including the bc manual page describ-
ing arithmetic operations, variables, functions, and control structures; the complete xmllint

manual covering XML syntax, DTD validation, XML Schema validation, namespace handling, en-
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tity references, XPath expressions, and encoding options; the Lua reference manual detailing
language syntax, standard libraries, and programming constructs; and sqlite documentation

encompassing SQL syntax, supported statements, functions, and pragmas.

Prompt construction for this strategy emphasizes broad feature coverage and realistic input
generation. For xmllint, prompts specify detailed requirements including complete well-formed
XML documents with proper declarations, stress-testing of documented features (DTD valida-
tion, XML Schema validation, namespace handling, entity references, CDATA sections, process-
ing instructions, XPath expressions, XInclude directives, various character encodings, and com-
plex element structures), distinctiveness across generated files, balanced complexity spanning
simple to intricate examples, realistic data content, and strict output formatting constraints
prohibiting markdown syntax or explanatory text. Generated seeds exercise the program fea-
tures documented in the manual, producing realistic inputs across the range of supported func-

tionality and potentially uncovering bugs in less-tested but user-facing features.

3.3.5 Grammar-informed LLM seed generation

The fourth strategy provides formal grammar definitions to LLMs to guide the generation of
structurally valid inputs. Many structured-input programs possess well-defined grammars ex-
pressed in standardized formats such as Backus-Naur Form (BNF) or Extended Backus-Naur
Form (EBNF). By incorporating these grammar specifications into generation prompts, we con-
strain LLM output to conform to formal syntax rules while leveraging the model’s capacity for

semantic understanding.

Our implementation employs GPT-40 mini with a temperature parameter of 0.7 to balance
strict grammatical adherence with creative variation within the defined syntax space. The sys-
tem loads grammar specifications from text files and incorporates them directly into genera-
tion prompts, with each generation request producing a single test case to enable fine-grained
control over uniqueness validation and focus the model’s computational effort on producing

a single high-quality output. In addition to the shared deduplication mechanism, this strategy
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performs an extra verification step to confirm that the generated output does not trivially echo

the grammar specification itself, ensuring substantive instantiation of grammatical rules.

We obtain formal grammar definitions for each target program from the ANTLR grammars-v4
repository (Parr et al., 2024), a community-maintained collection of formal grammars written
for ANTLR v4 (ANother Tool for Language Recognition), a widely used parser generator that
reads grammar specifications and produces parsers capable of recognizing the described lan-
guages. The repository provides grammars for hundreds of languages and formats in a stan-
dardized notation. We sourced grammars for BusyBox bc arithmetic expressions and state-
ments, XML well-formedness rules including element structure, attribute syntax, and content
models, the Lua language grammar, and the SQL grammar subset supported by sqlite. Since
ANTLR grammars typically separate lexical rules (tokenization) from syntactic rules (parsing)
into distinct files, we merged the lexer and parser grammars for each target into a single unified
text file so that the LLM receives the complete set of lexical and syntactic rules in one prompt.
Each grammar definition is included verbatim in the prompt, and the LLM is instructed to pro-
duce a concrete test input that conforms to the grammar rules. Because the LLM understands
both the grammar structure and the target language, it can choose realistic identifiers, values,
and nesting patterns rather than generating arbitrary strings that merely satisfy the production

rules syntactically.

Prompt construction emphasizes single-case generation with explicit constraints against for-
matting artifacts and repetition, ensuring each generated test case represents a fresh instan-
tiation of the grammar. The system iteratively generates test cases until achieving the target
corpus size of 26 unique seeds, with the global memory preventing redundancy across itera-

tions.

This strategy aims to synthesize the precision of traditional grammar-based fuzzing with the
flexibility afforded by LLMs. While conventional grammar-based fuzzers generate inputs me-
chanically by sampling production rules, LLMs draw on their language understanding to gener-

ate semantically coherent inputs that instantiate grammatical structures in realistic ways. This
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approach has demonstrated effectiveness in protocol fuzzing applications (Meng et al., 2024),
where syntactic validity is paramount but semantic realism enhances the likelihood of discov-
ering meaningful program behaviors. The grammar-informed approach achieves high validity
rates through explicit grammatical constraints while maintaining diversity through the LLM’s

capacity to recognize and instantiate realistic usage patterns within the grammatical structure.

3.3.6 Strategy comparison summary

Table 3.1 summarizes the key characteristics of all five seed generation strategies, providing a
concise overview of how each strategy differs in terms of knowledge source, LLM usage, dedu-
plication mechanism, and generation parameters. The differences in deduplication method,
temperature policy, and generation scope across 52, S3, and 54 stem from the distinct nature
of their knowledge sources and output formats (all three share a uniform limit of 6 retries

per file); the rationale behind each of these implementation choices is explained in detail in

Section 3.4.
Table 3.1: Comparison of the five seed generation strategies.
Property SO: Empty  S1: Test-Suite S2: LLM+Tests S3: LLM+Manual S4: LLM+Grammar
Knowledge source None Test cases Test cases Man pages BNF/EBNF
LLM used No No GPT-40 mini GPT-40 mini GPT-40 mini
Corpus size 1empty file 26 seeds 26 seeds 26 seeds 26 seeds
Dedup method N/A N/A Per-file set SHA-256 hash Global set
Temperature N/A N/A 0.7 + adaptive 0.7 + adaptive 0.7 + adaptive
Max retries N/A N/A 6 per file 6 per file 6 per file
Generation scope  N/A Extracted Per-file Batch Single-case
3.4 Prompt design and constraints

The effectiveness of LLM-generated seeds depends critically on prompt design, which must
elicit outputs that balance validity, diversity, and relevance to the target program. Our prompt

construction follows several key principles informed by best practices in software testing with
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large language models (Wang et al., 2024).

3.4.1 Model selection

All generation strategies employ OpenAl’s GPT-40 mini model accessed through the official API.
We chose it deliberately over both larger frontier models (e.g. GPT-40, Claude) and smaller
open-source models: at the time of our experiments it sat at the point where generation qual-
ity on structured text was already high while per-token cost and latency were low enough to
make thousands of generations negligible in price (Section 5.4). Because our aim is to compare
context sources (test examples, manual pages, grammars) rather than to benchmark models,
holding a single capable, inexpensive model fixed across all strategies is the design that isolates
the variable of interest; whether a stronger or a locally hosted model changes the conclusions
is a separate question that we identify as future work (Section 6.3). The model’s training on
diverse code and structured data lets it generate valid inputs across our input formats without

fine-tuning or domain-specific adaptation.

3.4.2 Context provision

Each prompt includes sufficient context about the target program, its purpose, and expected
input format. The context provision strategy varies by generation approach: test-suite-based
prompts include complete content of individual test files preserving structure and format mark-
ers; manual-page-based prompts incorporate entire manual page text (typically several thou-
sand words) to provide broad feature coverage; and grammar-based prompts embed complete
formal grammar specifications loaded from text files. This context lets the LLM understand
both syntactic requirements and semantic usage patterns, so it can generate inputs that are

both valid and meaningful.
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3.4.3 Diversity encouragement

To prevent generation of repetitive or trivial inputs, we employ multiple complementary mech-
anisms. Prompts include explicit instructions to generate unique inputs and avoid repetition.
Memory systems track previously generated inputs and reject duplicates at generation time.
Temperature parameters adapt dynamically, starting at 0.7 and increasing by 0.1 increments
during retry attempts up to 1.0 or higher, encouraging greater exploration of the output space
when initial attempts produce duplicates. Retry attempts employ modified prompts that ex-
plicitly request variation in structure, operators, and constants. For manual-page-based gen-
eration, prompts specify feature-specific requirements instructing the model to test distinct

features in each input, further promoting corpus diversity.

3.4.4 Validity emphasis

All prompts emphasize syntactic validity through multiple reinforcing mechanisms. Prompts
include explicit statements that outputs must be valid for the target program and, for grammar-
based generation, must match grammar rules exactly. Requirements specify well-formed struc-
ture (e.g., XML declarations, proper nesting) and domain-specific constraints (e.g., BusyBox bc
syntax requirements, xmllint XML well-formedness). Strict output format requirements pro-
hibit explanations, markdown formatting, and code block markers that would interfere with

direct input consumption by target programs.

3.4.5 Generation granularity

Implementation varies generation granularity by approach to optimize for quality and effi-
ciency. Test-suite-based generation produces one test case per API call, enabling fine-grained
uniqueness checking before file output. Manual-page-based generation requests batches of
multiple inputs separated by double newlines, with post-processing to extract and validate
individual cases, amortizing API latency across multiple outputs. Grammar-based generation

produces a single test case per request to maximize generation quality and enable immediate
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uniqueness validation against the global memory set.

3.4.6 Temperature and sampling

We employ a baseline temperature setting of 0.7 for LLM inference, balancing creative diversity
with syntactic coherence. All three LLM-based strategies (52, S3, S4) share the same adaptive
escalation rule: when the deduplication memory rejects a candidate (Section 3.3), the next
retry uses temperature T' = 0.7 + 0.1 x n, where n is the retry attempt number, capped at
T = 1.0. This adaptive strategy ensures early generations remain conservative and prioritise
validity, while later attempts explore more creative variations when needed to achieve the

target corpus size.

3.5 Seed validation and preprocessing

To ensure corpus quality, we implement a validation and preprocessing pipeline that filters and
prepares inputs before supplying them to the fuzzing engines. Our implementation empha-
sizes prevention over post-processing, incorporating validation mechanisms directly into the
generation process to minimize computational overhead and maximize efficiency. The dedu-
plication and adaptive retry mechanisms shared by all LLM-based strategies are described in

Section 3.3; here we focus on additional preprocessing steps applied to the generated outputs.

3.5.1 Output format sanitization

Generation prompts explicitly prohibit markdown formatting, code block markers, explanatory
text, and quotation marks, reducing the need for post-processing to clean generated outputs.
For manual-page-based generation, the system applies minimal post-processing operations:
splitting batch outputs on double newlines to extract individual test cases, filtering empty
strings and lines beginning with code block markers, and stripping leading and trailing whites-
pace from each test case. This preventive approach through prompt engineering minimizes

computational overhead while ensuring outputs are immediately suitable for fuzzing.
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3.5.2 Systematic organization

Generated seeds are organized in structured output directories with consistent naming con-

ventions following the pattern outputs/ [program] / [strategyl/[filename] . [ext], where
strategy-specific naming facilitates traceability: test-suite-generated seeds use [base] _case_[N] . [ext]
encoding the source file and case number; manual-generated seeds follow input [NN] . [ext]

with sequential numbering; and grammar-generated seeds employ generated_[NN] . [ext]

for systematic indexing. This organization facilitates reproducibility and enables systematic

corpus management across generation strategies and target programs.

3.5.3 No validity-based pre-filtering of corpora

We deliberately do not filter seeds by parse validity before feeding them to the fuzzer. Three
reasons motivate this choice. First, AFL++ and Honggfuzz both perform their own corpus cali-
bration during start-up: each seed is executed once against the instrumented target, and the
fuzzer decides on its own which seeds enter the mutation queue based on coverage signal
rather than exit code. Pre-filtering would shadow that calibration with a coarser exit-code-only
signal and could discard inputs that the fuzzer would have used productively. Second, real-
world test suites, including those used as our 51 baseline, deliberately contain error-triggering
inputs (for example, SQL queries against nonexistent tables, or arithmetic expressions designed
to trigger bc's error path); filtering these out would amount to evaluating a degraded version of
the test suite rather than the curated set its developers designed. Third, parser error-recovery
paths are themselves a frequent location of security-relevant bugs, so pre-filtering for clean-
exit seeds would systematically bias the campaigns away from this class of vulnerability. The
per-seed validity rates we report for descriptive purposes in Section 5.3.1 are therefore a prop-

erty of what each strategy produces, not a filter applied to the experiments.
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3.6 Seed corpus construction

After generating and validating seeds using each strategy, we construct fixed-size seed corpora
for evaluation. Corpus construction involves selecting an optimal subset of seeds to maximize
diversity and coverage potential while maintaining consistent corpus size across all experimen-

tal conditions for fair comparison.

3.6.1 Corpus size selection

We employ a fixed corpus size of 26 seeds for all strategies. This number corresponds to the
smallest test suite among our four targets: BusyBox bc provides exactly 26 usable test cases.
Using this minimum as the fixed corpus size ensures that the test-suite baseline (S1) includes
all its available seeds without artificial truncation, while the LLM-based strategies (S2-54) gen-
erate exactly the same number, enabling fair comparison where differences in coverage can
be attributed to seed quality rather than corpus size. The hybrid corpus experiments reported
in Section 5.2 provide implicit empirical support for this choice: the same matrix is also evalu-
ated at 52 seeds (51+52) and at 104 seeds (S14+-52+53-+54), and the results show diminishing
returns on corpus size: doubling to 52 improves over the 26-seed S1 baseline in 6 of 8 target-
fuzzer combinations, while quadrupling to 104 improves in only 3 of 8 and frequently decreases
coverage relative to 52 seeds because the fuzzer’s scheduling budget is split across more seeds
(a queue-dilution effect consistent with the seed-scheduling findings of Herrera et al. (Herrera
et al., 2021)). The 26-seed choice therefore sits in a defensible range: it is the upper bound
of what S1 can offer (using all of bc’s test suite) and the lower end of a plateau where further

enlargement does not reliably help.

3.6.2 Test-suite seed selection

For the test-suite baseline (S1), BusyBox bc provides exactly 26 test cases, which are all included
directly. The remaining targets (xmllint, lua, and sqlite) provide more than 26 test cases in

their official test suites. For these targets, we randomly select 26 test cases to match the fixed
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corpus size. The same 26 selected test cases then serve as the in-context examples for the LLM-
based test-suite strategy (S2), ensuring that 52 builds directly upon the S1 corpus and that any
coverage differences between the two strategies can be attributed to LLM-generated variation

rather than differences in the underlying example set.

There is one exception to the 26-seed rule: the xmllint S1 corpus we use contains 23 files rather
than 26. After removing duplicates and files that were not standalone well-formed XML inputs
(e.g. DTD fragments and shell-driver wrappers shipped alongside the libxml2 test suite), the
largest set of unique, directly usable test inputs we obtained for xmllint was 23. We chose to
evaluate S1over those 23 rather than pad the corpus with synthetic or duplicated inputs, since
padding would distort the very baseline against which the LLM strategies are compared. The
asymmetry is small (3 fewer seeds for one of the eight S1 configurations) and is reported trans-
parently in Table 5.7 and in Appendix C; for fairness, the xmllint S1 mean reported throughout
Chapter 5 is computed across three independent runs of those 23 seeds. For the LLM-based
strategies (S2-54), no further selection is needed because the generation pipeline produces

exactly 26 unique seeds for every target by design.

The resulting seed corpora are stored in standard formats compatible with both AFL++ and
Honggfuzz. Each corpus is documented with metadata describing its generation strategy, final

size, and validation results to support reproducibility and experimental traceability.

3.7 Integration with coverage-guided fuzzing

The final step of our approach integrates LLM-generated seed corpora with coverage-guided
greybox fuzzing engines to evaluate their practical effectiveness. We employ two widely used
fuzzers, AFL++ and Honggfuzz, to assess how different seed generation strategies influence
fuzzing outcomes. The integration of LLMs with traditional fuzzing engines presents both chal-
lenges and opportunities that have been explored in recent work (Jiang et al., 2024; Hu et al.,

2024).
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3.71 Fuzzing engine configuration

Both AFL++ and Honggfuzz are configured with identical parameters to ensure fair comparison
across strategies. Target programs are compiled with coverage instrumentation using fuzzer-
specific compiler wrappers (AFL++ LLVM mode or Honggfuzz compiler wrappers) and sanitizers
(Address Sanitizer and Undefined Behavior Sanitizer) to detect memory safety violations and
undefined behavior. Each fuzzing campaign executes for a fixed time budget of one hour for
both fuzzers. Standard mutation operators, including bit flips, byte replacements, and arith-
metic mutations, are enabled without custom mutators to maintain consistency across exper-

iments and isolate the impact of seed selection on fuzzing outcomes.

3.7.2 Coverage measurement

The primary evaluation metric is edge coverage, quantified as the number of unique program
edges (basic block transitions) discovered during fuzzing. Edge coverage is measured using
each fuzzing engine’s built-in coverage tracking mechanisms, which instrument program code
to record control flow transitions. We record coverage trajectories over time to analyze both
initial coverage provided directly by seeds and coverage growth achieved through subsequent
mutation, enabling assessment of both immediate seed quality and long-term fuzzing effec-

tiveness.

By integrating LLM-generated seeds with established fuzzing workflows in this manner, we en-
able a systematic evaluation of their impact on coverage discovery and their practical utility for
software security testing. The experimental design that supports this evaluation (run counts,

parameter values, evaluation metrics, and reproducibility provisions) is described in Chapter 4.



CHAPTER IV
EXPERIMENTAL METHODOLOGY

This chapter describes the experimental methodology used to evaluate the five seed genera-
tion strategies introduced in Chapter 3. We first present the selection and description of four
target programs spanning diverse input formats (Section 4.1), then detail the two coverage-
guided fuzzing engines employed in our evaluation (Section 4.2). The remainder of the chap-
ter presents the experimental pipeline and workflow (Section 4.3), runtime parameters (Sec-

tion 4.4), evaluation metrics (Section 4.5), and reproducibility considerations (Section 4.6).

41 Target program selection and description

The choice of target programs strongly influences the generalizability and relevance of exper-
imental findings. Recent work has demonstrated the potential of large language models for
various fuzzing tasks (Zhang et al., 2024; Xia et al., 2024; Wen et al., 2024), motivating our
investigation into LLM-based seed generation across diverse target programs. To cover a range
of application domains and input formats, we selected four widely used open-source programs
that process structured inputs and have been extensively studied in the fuzzing literature.
These programs include BusyBox bc, a command-line calculator that interprets arithmetic ex-
pressions; xmllint, an XML parser and validator from the libxml2 library; the lua interpreter for
executing Lua scripts; and sqlite, a widely deployed relational database engine that processes

SQL queries.

The selection criteria encompass both technical constraints that narrowed the candidate set
and qualitative dimensions that guided the final choice. On the technical side, we restricted
candidates to programs that (i) accept structured input that can be described by a formal gram-
mar, since our grammar-informed strategy (S4) requires a BNF or EBNF specification to con-
struct its prompts (see Section 3.3.5); (ii) are command-line applications that read input from

a file or standard input, which is the execution model required by the coverage-guided fuzzers
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used in our evaluation, AFL++ and Honggfuzz (see Section 3.7); and (iii) are implemented in C or
C++, because the compile-time instrumentation provided by af1-clang-1to and hfuzz-cc,
together with the sanitizers (AddressSanitizer, UndefinedBehaviorSanitizer) employed in our
experimental setup, target these languages. These constraints, which follow directly from
the approach described in Chapter 3, eliminated programs with graphical interfaces, network-

based input, or implementations in managed languages.

Within this constrained set, we applied several qualitative criteria. First, each target program
uses a distinct input format, ranging from arithmetic expressions to XML documents, scripting
language syntax, and SQL statements. This diversity lets our evaluation span different input
structures. Second, all selected programs are actively maintained and widely deployed in pro-
duction environments, making them representative of real-world security testing scenarios.
Third, each program has been the subject of previous fuzzing research, providing established
baselines for comparison and validation of our approach. Finally, the available test suites, doc-
umentation, and grammar specifications for these programs let us implement all four seed

generation strategies described in Chapter 3.

The diversity of target programs also allows us to assess how LLM-generated seeds perform
across different levels of input complexity. BusyBox bc accepts relatively simple arithmetic
expressions with well-defined grammar rules, while xmllint must handle complex XML doc-
uments with nested structures, namespaces, and validation constraints. The lua interpreter
processes imperative and functional programming constructs, and sqlite requires semantically
meaningful SQL queries that reference database schemas. All four targets also share the chal-
lenge that syntactically valid but semantically meaningless inputs (for example, expressions ref-
erencing undefined variables in bc, XML documents with invalid entity references, Lua scripts
calling undeclared functions, or SQL queries targeting nonexistent tables) may be rejected be-
fore exercising deeper program logic, making semantic seed quality relevant across the entire
target set. By evaluating our approach across this spectrum of complexity, we aim to iden-

tify patterns in the effectiveness of LLM-driven seed generation and understand when such
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strategies provide the greatest benefits.

411 BusyBox bc

BusyBox bc is a lightweight implementation of the POSIX bc arbitrary-precision calculator lan-
guage, distributed as part of the BusyBox embedded Linux toolkit. The program accepts arith-
metic expressions and statements through standard input or file arguments, supporting oper-
ations including basic arithmetic, variable assignments, function definitions, conditional state-
ments, and loop constructs. The input language follows a well-defined grammar that can be
expressed in Backus-Naur Form, making it particularly suitable for grammar-informed seed

generation strategies.

The bc implementation processes input through a traditional parser architecture consisting of
lexical analysis, syntax parsing, and expression evaluation stages. This structure creates distinct
code paths for different language constructs, making coverage-guided fuzzing an effective ap-
proach for discovering edge cases in parsing and evaluation logic. LLMs have shown particular
promise in generating edge-case inputs that trigger unusual code paths (Deng et al., 2024).
The program maintains relatively simple state consisting of variable bindings and function def-
initions, simplifying the fuzzing process compared to programs with more complex persistent
state. BusyBox bc was selected rather than GNU bc due to its more compact codebase and
widespread deployment in embedded systems, where security vulnerabilities can have signif-

icant practical impact.

41.2 xmllint (libxml2)

The xmllint utility serves as a command-line interface to the libxmI2 XML parsing and validation
library, one of the most widely deployed XML processing implementations. The program ac-
cepts XML documents as input and can perform various operations including well-formedness
checking, DTD validation, XML Schema validation, and XPath query evaluation. The libxmI2

library is used extensively in web browsers, document processing systems, and configuration
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file parsers, making it a high-value target for security testing.

XML parsing presents substantially greater complexity than arithmetic expression evaluation
due to the hierarchical document structure, namespace handling, entity resolution, and ex-
ternal resource loading. The XML specification includes numerous special cases and legacy
features that create intricate control flow patterns within the parser. These characteristics
make xmllint an excellent test case for evaluating whether LLM-generated seeds can capture
the structural complexity necessary to explore deep parser states. Previous work has shown
that LLMs can generate complex structured inputs for parsers (Xia et al., 2024). The program
also supports multiple validation modes and processing options, creating numerous code paths

that must be exercised to achieve broad coverage.

41.3 lua interpreter

The lua interpreter implements the Lua programming language, a lightweight scripting lan-
guage designed for embedded use in applications. Lua supports both imperative and functional
programming paradigms, providing features including first-class functions, closures, corou-
tines, and dynamic typing. The interpreter processes Lua source code through compilation to
bytecode followed by execution on a virtual machine, creating distinct phases where different

types of bugs may manifest.

The language includes a large standard library providing string manipulation, table operations,
mathematical functions, and file 1/0 capabilities. This rich feature set creates numerous op-
portunities for fuzzing to discover implementation bugs in both the core interpreter and li-
brary functions. Lua’s relatively simple syntax compared to languages like Python or JavaScript
makes it more tractable for LLM-based seed generation while still offering sufficient complex-
ity to present meaningful challenges. Research has demonstrated that LLMs can effectively
generate syntactically valid code in various programming languages (Deng et al., 2023a). The
interpreter’s widespread use in game engines, embedded systems, and application scripting

makes it a practically relevant fuzzing target.
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414 sqlite

The sqglite database engine implements a self-contained, serverless SQL database system that
is deployed in billions of devices worldwide. Unlike client-server database systems, sqlite op-
erates as a library linked directly into applications, making it particularly important that the
query parser and execution engine handle malformed inputs robustly. The program accepts
SQL statements including data definition language for schema creation, data manipulation lan-

guage for inserting and querying data, and transaction control commands.

SQL query processing involves multiple complex stages including lexical analysis, parsing, query
optimization, and execution plan generation. The sqlite implementation includes an extensive
query optimizer that applies algebraic transformations to SQL statements, creating intricate
control flow patterns that are challenging to explore through random mutation alone. The
program maintains persistent state through database files, requiring careful consideration of
how fuzzing inputs interact with existing database schemas. For fuzzing purposes, we configure
sqlite to operate on in-memory databases to avoid file I/O overhead and state persistence

issues.

4.2 Fuzzing engines

The evaluation of LLM-generated seed corpora requires integration with established coverage-
guided greybox fuzzing engines. We selected AFL++ and Honggfuzz as the primary fuzzing en-
gines for our experiments, as both represent state-of-the-art implementations with distinct
technical characteristics and design philosophies. The integration of LLMs with traditional
fuzzing engines has become an active area of research (Huang et al., 2024; Jiang et al., 2024).
By evaluating seed generation strategies with multiple fuzzers, we can assess whether the ben-
efits of LLM-driven seed generation generalize across different fuzzing architectures and mu-

tation strategies.
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4.21 AFL++

AFL++ is an actively maintained, enhanced fork of the original American Fuzzy Lop fuzzer de-
veloped by Michal Zalewski. It incorporates numerous performance optimizations and feature
extensions while preserving the core evolutionary fuzzing algorithm that has made AFL highly
successful in discovering software vulnerabilities. Recent work has explored augmenting AFL-
based fuzzers with generative Al to improve seed quality (Hu et al., 2024). The fuzzer employs
compile-time instrumentation to track edge coverage during program execution, maintaining
a compact bitmap that records which transitions between basic blocks have been explored

during the fuzzing campaign.

For our experiments, we configured AFL++ to use LLVM-based instrumentation, which provides
more precise coverage information compared to the original assembly-level instrumentation.
The fuzzer was compiled with support for persistent mode execution where applicable, allow-
ing multiple test cases to be executed within a single process invocation to reduce overhead.
We disabled custom mutators and maintained default mutation strategies to ensure consis-
tent comparison across all seed generation strategies. The fuzzer was configured with an un-
limited memory limit to accommodate programs with varying memory requirements, and the
per-input execution timeout was specified as -t 3000+: the trailing + instructs AFL++ to auto-
calibrate the effective timeout from the initial calibration runs, treating 3000 milliseconds as
the maximum bound rather than a fixed grace period. Each AFL++ campaign in our experi-
ments was launched as a single af1-fuzz process; we did not use the parallel-mode (-M/-S)
multi-instance scheduling, so the AFL++ side of every comparison reflects the throughput of a

single fuzzer instance.

42.2 Honggfuzz

Honggfuzz, developed by Robert Swiecki at Google, is a second coverage-guided fuzzer that
takes a different design approach from AFL++. While AFL++ relies primarily on compile-time in-

strumentation, Honggfuzz supports multiple coverage-feedback mechanisms, including hardware-
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based tracking through Intel Processor Trace and software-based instrumentation through San-
itizerCoverage. This flexibility allows Honggfuzz to adapt to different execution environments

and target characteristics.

For our experimental configuration, we compiled target programs with SanitizerCoverage in-
strumentation to enable precise edge coverage tracking comparable to AFL++. The fuzzer was
configured to use standard mutation operators without custom dictionaries or specialized mu-
tators. We enabled statistics output to CSV format to facilitate consistent coverage measure-
ment and comparison with AFL++ results. The execution was configured to run for identical
wall-clock time budgets as AFL++ experiments (one hour per campaign, enforced through the
-run_time flag), and we used the same sanitizer configurations including AddressSanitizer
and UndefinedBehaviorSanitizer to detect memory safety violations and undefined behavior
during fuzzing campaigns. The per-input timeout was left at the Honggfuzz default of ten sec-
onds (-timeout 10), and no explicit address-space or memory-resident-set limit was applied
(the default of no -rlimit_as cap was used, mirroring AFL++’s -m none configuration). Each
Honggfuzz campaign was launched as a single honggfuzz process; we did not pass an explicit
-threads value, so Honggfuzz’s auto-detection rule applied: it spawns one fuzzing thread per
available logical CPU, which on the test machine corresponds to 12 worker threads per Hongg-
fuzz campaign. We did not pin the process to a fixed subset of CPU cores. Because AFL++ runs
as a single af1-fuzz process consuming approximately one core, while a default Honggfuzz
campaign consumes up to twelve worker threads under the OS scheduler, the two engines do
not consume the same amount of CPU per campaign. This structural asymmetry is inherent to

the two designs, and we discuss it as a threat to validity in Section 5.6.

4.3 Experimental pipeline and workflow

Our experimental pipeline consists of four phases: target instrumentation, seed corpus gen-
eration, fuzzing execution, and coverage analysis. The first two are independent preparatory
steps (instrumentation compiles the target and seed generation builds the corpora, in either

order), and both feed the fuzzing execution phase, which is followed by coverage analysis. The
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entire workflow is implemented in Python for reproducibility and consistent experimental con-
ditions across all evaluated strategies. Figure 4.1illustrates this pipeline and the key tools and

parameters involved at each stage.

1. Target Instrumentation
2. Seed Generation

1 Compile with cover-
Generate corpora (strategies SO-54)

age tracking + sanitizers

GPT-40 mini via OpenAl API

- - - +
afl-clang-1to / hfuzz-cc  ASan + UBSan 26 unique seeds per strategy, dedup + adaptive T

Verified via nm + JSON metadata

Y

3. Fuzzing Execution 4. Coverage Analysis
—>|
Run campaigns with each seed corpus Extract and compare edge coverage
AFL++ and Honggfuzz, 1-hour budget plot_data (AFL++) / Statistics CSV (Honggfuzz)
40 configurations (4 targets X 5 strategies x 2 fuzzers) Coverage growth curves over time

Figure 4.1: Experimental pipeline. Target instrumentation (1) and seed generation (2) are inde-
pendent preparatory steps (instrumentation is not needed to generate seeds) that both feed

the fuzzing execution phase (3), followed by coverage analysis (4).

In the instrumentation phase, each target program is compiled with fuzzer-specific compiler
wrappers (afl-clang-1to for AFL++ or hfuzz-cc for Honggfuzz) and sanitizers (AddressSan-
itizer and UndefinedBehaviorSanitizer). The build system automatically verifies instrumenta-
tion by inspecting symbol tables with the nm utility (checking for __afl_or __sanitizer_cov_
prefixes) and records the result in JSON metadata files. Persistent mode execution is deferred

to each target’s default build settings.

In the seed generation phase, the five strategies described in Chapter 3 produce standardized
corpora of 26 seeds each. The generation process is completed prior to fuzzing execution,
and all resulting corpora are archived so that the fuzzing campaigns operate on fixed, identical

inputs.
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In the fuzzing execution phase, each corpus is paired with both AFL++ and Honggfuzz across
all four targets, yielding 40 distinct configurations that are each run three times (n=3), for 120
one-hour single-strategy campaigns. The orchestration script creates unique output directories
for each fuzzing run to prevent interference between experiments, automatically handling di-
rectory naming conflicts through numeric suffixes. For AFL++ execution, the system constructs
command-line arguments including input corpus directory, output directory, memory limits,
execution timeout, and maximum duration specifications. The fuzzer is invoked as a subpro-
cess with signal handlers configured to enable graceful termination on interrupt signals. For
Honggfuzz execution, the script automatically translates AFL-style file input markers from @@
to Honggfuzz's ___FILE___ convention, and detects whether stdin mode is required based on

the presence of file input markers in the target command.

Finally, in the coverage analysis phase, edge coverage data is extracted from fuzzer output
files and compared across strategies. For AFL++, the system reads the plot_data file that
records coverage metrics at regular intervals throughout the fuzzing campaign. For Honggfuzz,
the system directly processes the statistics output to extract edge coverage counts observed
through SanitizerCoverage feedback. Both fuzzers provide edge coverage measurements that
can be directly compared without format conversion, enabling unified analysis of coverage

growth patterns regardless of the underlying fuzzing engine.

4.4 Experimental parameters and execution

Fair comparison across seed generation strategies and fuzzing engines requires careful spec-
ification of runtime parameters. Our experimental design maintains identical parameters for
all configurations, varying only the initial seed corpus while holding all other factors constant.
This approach isolates the impact of seed generation strategies from confounding variables

related to fuzzer configuration or execution environment.

The primary temporal parameter is the maximum fuzzing duration, set uniformly to one hour

for all experiments. Figure 4.2 shows how quickly each strategy approaches its plateau for
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all targets with both AFL++ and Honggfuzz. A linear “percentage of final coverage” plot com-
presses every curve against the 100% ceiling and makes them overlap. To keep the strategies
distinguishable, the y-axis instead shows the remaining gap: the percentage of each run’s final
coverage that has not yet been reached, drawn on a logarithmic scale. A curve that drops to-
ward the bottom of the panel has effectively plateaued; a curve that stays high is still discover-
ing edges. Read this way, the curves show a characteristic pattern across all configurations: the
gap falls steeply in the first 10-20 minutes and then flattens near the bottom of the log axis, so
that for the majority of configurations less than 20% of the final coverage remains unreached
by 30 minutes (equivalently, over 80% of the total gain is achieved by then; see also Table 4.1).
The notable exception is sqlite, whose curves, particularly S1 and S3, remain visibly elevated
beyond 40 minutes, showing that new edges are still being discovered late in the campaign,
consistent with the greater complexity of the SQL input space. These late climbs are typically
abrupt rather than gradual: coverage-guided fuzzing tends to progress in bursts because a sin-
gle mutation that finally satisfies a “gating” condition (a required keyword, a magic byte, or a
structural prefix that the parser demands before it will accept the rest of an input) unlocks a
whole region of previously unreachable code at once. This also explains why a weak starting
corpus such as the empty seed can appear to stall and then jump sharply near the end: the
fuzzer spends most of the hour blindly searching for that gating token and only reaps the cover-
age behind it once it stumbles on it, whereas a corpus that already contains the token exercises
that region from the start and grows more smoothly. The one-hour budget is shorter than that
used in some related work: SeedAlchemy (Wen et al., 2024), for instance, evaluates its corpora
with 24-hour AFL++ campaigns, in line with the recommendation of Klees et al. (Klees et al.,
2018). We adopt one hour for two reasons: the plateau behaviour described above and quan-
tified in Table 4.1 shows that the great majority of our target-strategy-fuzzer configurations
have already reached over 80% of their final coverage gain by 30 minutes, and repeating every
cell of the matrix three times already amounts to roughly 168 hours of dedicated fuzzing. We
prioritised repeating each configuration over extending each campaign, and we return to the
resulting limitation in Section 5.6. The one-hour duration is enforced through native timeout

mechanisms in both fuzzers, specifically the -V flag for AFL++ and the -run_time parameter
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for Honggfuzz, ensuring clean termination with final statistics written correctly.

Approach to Plateau (mean of 3 runs): remaining coverage gap on a log scale

BusyBox bc xmllint lua sqlite
10? 10? 10?

0 0 20 30 4 50 60 0 0 20 30 4 50 60 0 0 20 30 40 50 60 0 0 20 30 4 50 60
BusyBox bc

Figure 4.2: Approach to plateau over time for all seed generation strategies across the four
target programs, for AFL++ (top row) and Honggfuzz (bottom row). Each curve is the mean
of three independent runs (n=3). The y-axis (logarithmic) shows the remaining coverage gap
(the percentage of each run’s final coverage not yet reached), so lower is more converged; a
log scale is used because a linear “percentage of final” view collapses all curves against the
100% ceiling and renders them indistinguishable (reviewer R2). The dotted vertical line marks
30 minutes; the dashed line marks 60 minutes. Curves that plunge to the bottom stabilised

early; sqglite (and to a lesser extent lua) stay elevated longest, indicating late edge discovery.

Table 4.1 quantifies this observation, reporting the percentage of total coverage gain reached

at the 30-minute and 50-minute marks for every configuration.

Memory limits are configured as unlimited for all fuzzing runs, specified through the -m none
flag in AFL++. This configuration prevents memory-related execution failures for programs that
legitimately require substantial memory allocation during normal operation, particularly rele-
vant for database systems like sqlite that may cache significant amounts of data. The unlim-

ited memory configuration does not imply unbounded resource consumption, as the operating
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system still enforces per-process limits, but rather indicates that the fuzzer should not impose

artificial constraints below system limits.

Execution timeout for individual test cases is specified as -t 3000+ through AFL++'s -t pa-
rameter. The trailing + instructs the fuzzer to auto-calculate the effective per-input timeout
from the calibration stage, with 3000 milliseconds serving as the upper bound rather than a
fixed grace period added on top. This mechanism prevents the fuzzer from spending exces-
sive time on inputs that trigger infinite loops or computationally expensive operations, while
remaining permissive enough to accommodate legitimate complex inputs that require non-
trivial processing time. The timeout applies to each individual test case execution, not to the
overall fuzzing campaign, ensuring that slow inputs do not dominate the time budget at the

expense of exploring additional mutations.

Input corpus directories are specified through command-line arguments, with each seed gen-
eration strategy producing a standardized directory containing exactly 26 seed files. This fixed
corpus size ensures that differences in coverage performance can be attributed to seed quality
rather than corpus size effects. Output directories are created uniquely for each fuzzing run
through automatic numeric suffix generation, preventing conflicts when multiple experiments
target the same base output location. The output directories capture all fuzzer-generated ar-

tifacts including coverage statistics and queue files for post-experiment analysis.

The target command specification supports flexible invocation patterns through a remainder
argument parser that captures all command-line elements following a -- separator. This ap-
proach allows target programs to be invoked with arbitrary flags and options, accommodating
programs that require specific command-line configurations for proper operation. The system
automatically handles file input markers, preserving AFL++'s @@ convention for file-based input
and automatically translating to Honggfuzz's ___FILE___ marker when that fuzzer is selected.
For programs that accept input through standard input rather than file arguments, the system

detects the absence of file markers and configures the appropriate stdin mode automatically.
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Signal handling is implemented to enable graceful termination of fuzzing campaigns in re-
sponse to interrupt signals. When a SIGINT signal is received, typically triggered by user-
initiated cancellation, the signal handler propagates the termination request to the active
fuzzer subprocess and allows it to complete its shutdown sequence properly. The fuzzer can
then write final statistics and leave the output directory in a consistent state suitable for sub-
sequent analysis. The signal handling mechanism prevents abrupt process termination that

could corrupt fuzzer state or leave incomplete coverage measurements.

4.5 Evaluation metrics

The assessment of seed generation strategies requires clearly defined metrics that quantify
fuzzing effectiveness and enable objective comparison across different approaches. Our eval-
uation focuses primarily on edge coverage as the fundamental metric, supplemented by the
generation-cost and integration measures analysed under RQ3 (Section 5.4), which capture the
practical overhead of each strategy. This aligns with established practices in software testing
with large language models (Wang et al., 2024). The selection of edge coverage as the primary
metric reflects both its widespread adoption in the fuzzing research community and its direct

relationship to the thoroughness of program exploration.

Edge coverage measures the number of unique transitions between basic blocks that have
been executed during a fuzzing campaign. Each edge represents a specific control flow path
through the program, and the discovery of new edges indicates that the fuzzer has explored
previously unexecuted program behavior. Unlike simpler metrics such as line coverage or ba-
sic block coverage, edge coverage captures control flow decisions and provides more granular
information about which paths through conditional statements and loops have been explored.
The edge coverage metric is tracked continuously throughout each fuzzing run, with measure-

ments recorded at regular intervals to enable analysis of coverage growth over time.

For AFL++, edge coverage data is extracted from the plot_data file that the fuzzer maintains

throughout execution. This file records cumulative statistics at periodic checkpoints, including
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the total number of edges discovered, execution counts, and various operational metrics. The
edges_found column provides the primary coverage measurement, representing the count of
unique edges that triggered coverage feedback during fuzzing. The plot_data format enables
straightforward analysis of coverage progression, revealing patterns such as rapid initial discov-

ery followed by diminishing returns as the fuzzer exhausts easily reachable program states.

For Honggfuzz, coverage data is obtained from the statistics file that the fuzzer writes con-
tinuously during execution. The edge coverage metric in this output provides comparable in-
formation to AFL++’s edges_found measurement, counting unique edge transitions observed
through SanitizerCoverage feedback. Both fuzzers report edge coverage in directly comparable

units, enabling unified coverage analysis regardless of the underlying fuzzing engine.

The temporal dimension of coverage measurement is captured through relative time calcu-
lations that record when each coverage measurement was taken relative to the start of the
fuzzing campaign. This temporal information enables the construction of coverage growth
curves that illustrate how quickly each seed generation strategy enables the fuzzer to discover
new program behavior. The initial coverage provided directly by the seed corpus can be distin-
guished from coverage gained through subsequent mutation and exploration, allowing us to
assess both the immediate value of high-quality seeds and their long-term impact on fuzzing

effectiveness.

For each combination of target program, fuzzing engine, and seed generation strategy, we con-
duct three independent fuzzing campaigns (n = 3), each with a fixed one-hour time budget,
so that we can estimate the run-to-run variance of every strategy and report it alongside the
headline numbers in Chapter 5. The headline coverage values throughout Chapter 5 are re-
ported as the arithmetic mean of these three independent runs, with the run-to-run spread
(max — min)/ min reported alongside as a noise indicator. Repeating every cell of the ma-
trix requires approximately 120 one-hour single-strategy campaigns (5 strategies x 4 targets x
2 fuzzers x 3 runs), plus 48 further campaigns for the two hybrid corpora, for roughly 168 hours

of dedicated fuzzing time. While three runs per cell do not by themselves establish formal sta-
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tistical significance, they allow us to distinguish stable coverage differences from run-to-run
noise: deltas that exceed the corresponding run-to-run spreads are treated as robust, while
smaller deltas are read as indicative rather than confirmed. The controlled experimental setup
(identical hardware, parameters, and time budget across all configurations) enables meaning-
ful comparative analysis. The full implications of this design and the observed variance are

discussed in Section 5.6.

4.6 Reproducibility considerations

Ensuring the reproducibility of fuzzing experiments presents significant challenges due to the
inherent non-determinism in evolutionary fuzzing algorithms and the sensitivity of coverage
measurements to environmental factors. Our experimental design incorporates several mech-
anisms to enhance reproducibility and enable verification of results by independent researchers,
while acknowledging that perfect reproducibility of fuzzing campaigns is generally unattainable

due to the stochastic nature of the fuzzing process.

The rest of this section describes several experimental artefacts: the per-strategy seed cor-
pora, the build metadata, the raw fuzzer statistics files (plot_data and Honggfuzz CSVs), the
JSON memory files used by the deduplication mechanism, and the orchestration scripts. All
are preserved by the author in their final form after the experiments and are made available
to interested readers on request. They are not currently published to a public repository or
assigned a citable identifier (e.g., a Zenodo DOI); doing so is identified as future work for any
subsequent publication built on this thesis. The remainder of this section therefore describes

what is preserved, not where it is publicly hosted.

The LLM-based seed generation process introduces additional reproducibility considerations
beyond those present in traditional fuzzing experiments. To address this, all generated seed
corpora are archived in their final form after generation and validation, allowing subsequent
experiments to reuse identical input sets without re-invoking the LLM generation process. The

generation scripts record the model version, temperature parameters, and prompt templates
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used for each strategy, providing documentation of the generation process for reference. How-
ever, we acknowledge that regenerating seeds using the same prompts and parameters may
not produce identical outputs due to inherent variability in LLM inference, particularly when

higher temperature settings are employed to encourage diversity.

The memory mechanism implemented in seed generation scripts maintains persistent records
of previously generated inputs through JSON-formatted files containing hashes or complete
text of generated content. These memory files prevent exact duplication within a single gen-
eration session, but they also serve as artifacts that document the generation history. When
archiving experimental configurations, we preserve both the final seed corpora and the asso-
ciated memory files, providing transparency regarding which inputs were generated and how

duplication was handled during the generation process.

Target program compilation and instrumentation procedures are documented through build
metadata files that record compiler versions, instrumentation flags, and build timestamps.
These metadata files enable verification that the correct instrumentation was applied and pro-
vide information for diagnosing discrepancies if reproduction attempts yield different results.
The source code versions of all target programs are specified through commit hashes or release
version numbers, ensuring that the exact program versions can be retrieved for reproduction
attempts. Build scripts and compiler wrapper configurations are maintained in version con-
trol alongside the fuzzing orchestration code, providing complete documentation of the build

process.

Execution environment documentation captures relevant system characteristics including op-
erating system version, CPU architecture, available memory, and any resource limits imposed
through system configuration. While we do not enforce strict hardware requirements for re-
production, we document the hardware platform used for our experiments to establish a base-
line for comparison. The fuzzing experiments are conducted on dedicated hardware on which
only the fuzzing orchestrator was running, with the orchestrator scheduling two fuzzing cam-

paigns concurrently on the test machine throughout the experiments (Section 5.1); we did not
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pin individual fuzzer processes to a fixed subset of CPU cores. Because the two-concurrent-
campaigns policy was applied uniformly across every configuration, it should not bias relative
comparisons between strategies, but we recognise that reproducing identical execution envi-

ronments may be impractical for independent verification efforts.

The fuzzing orchestration scripts implement deterministic directory naming and file organiza-
tion to ensure that experimental artifacts are consistently structured across all runs. Output
directories follow standardized naming conventions that encode relevant metadata such as
the seed generation strategy, target program, and fuzzing engine. Statistics files are preserved
in their original formats as generated by each fuzzer, with conversion to normalized formats
performed through separate post-processing scripts that can be independently verified. This
separation between raw data collection and processed analysis facilitates transparency and

enables alternative analysis approaches to be applied to the same raw data.

The pseudo-random number generator (PRNG) seed values used internally by the fuzzing en-
gines to drive their mutation strategies are recorded when supported by the fuzzer imple-
mentation, as these values determine the sequence of mutations applied to the input cor-
pus and thus influence coverage outcomes. However, we note that achieving bitwise-identical
reproduction of fuzzing campaigns is generally impractical even with fixed PRNG seeds. The
non-determinism arises from multiple sources including thread scheduling in multi-threaded
fuzzers, timing-dependent operations, and interactions with system resources. Consequently,
our reproducibility goal focuses on documenting all experimental parameters, seed corpora,
and build configurations with sufficient detail to enable independent verification, while ac-
knowledging that exact replication of fuzzing results is generally infeasible. The n = 3 design
described in Section 4.5 means that observed coverage differences should be interpreted as
indicative rather than statistically conclusive, especially for deltas smaller than the correspond-
ing run-to-run spread. Future work could strengthen these findings further through a larger

number of repeated trials (e.g. 10-30 per cell).
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Table 4.1: Percentage of total coverage gain achieved at 30 and 50 minutes for each target-

strategy-fuzzer configuration. To keep the emphasis on the exceptions, bold marks the few

30-minute cells that had not yet reached 80% of their final gain (i.e. the configurations still

climbing at the halfway point); all unmarked cells had already stabilised. These stabilisation

percentages are computed from one representative campaign per cell and serve only to justify

the one-hour budget; the headline coverage results in Chapter 5 are n=3 means.

BusyBox bc xmllint lua sqlite

Strategy 30min 50min  30min 50min 30min 50min 30min 50 min
AFL++

SO (Empty) 60.5% 97.7% 88.3% 89.2% 86.8% 95.5% 100%  100%
S1 (Test-suite) 85.8% 97.6% 94.4% 979% 50.9% 69.4% 29.7% 68.3%
S2 (LLM+Tests) 23.4% 87.0% 90.3% 96.4% 82.6% 991% 96.6%  99.1%
S3 (LLM+Manual) 93.4% 98.7% 90.5% 99.2% 97.0% 99.8% 39.0% 90.1%
S4 (LLM+Grammar) 97.3% 99.5% 78.0% 981% 98.1% 99.6% 627% 96.1%
Honggfuzz

SO (Empty) 521% 732% 89.9% 99.9% 832% 86.3% 98.9% 99.4%
S1 (Test-suite) 95.9% 99.5% 88.6% 98.9% 93.0% 99.4% 79.7% 93.6%
S2 (LLM+Tests) 98.6% 98.6% 86.8% 98.8% 99.7% 997% 85.0% 99.6%
S3 (LLM+Manual) 97.9% 99.5% 100% 100%  991% 99.8% 98.9%  99.1%
S4 (LLM+Grammar) 96.9% 99.8% 100% 100% 96.5% 98.9% 77.7% 99.8%




CHAPTER V
EXPERIMENTAL EVALUATION, RESULTS, AND DISCUSSION

This chapter presents the experimental results of our evaluation and discusses their implica-
tions. We first describe the experimental setup (Section 5.1), then dedicate one section to each
research question: RQ1 on coverage and vulnerability discovery (Section 5.2), RQ2 on seed di-
versity (Section 5.3), and RQ3 on cost and integration (Section 5.4). Each section explains the
experiments conducted to answer the question, presents the results, interprets them, and pro-
vides a summary answer. The chapter concludes with a summary of key findings (Section 5.5)

and a discussion of limitations and threats to validity (Section 5.6).

5.1 Experimental setup

The experimental evaluation of LLM-driven seed generation strategies was conducted on a con-
trolled computing environment to ensure consistency across all fuzzing campaigns. Table 5.1
summarizes the hardware platform used for all experiments. Table 5.2 lists the specific versions

of target programs and fuzzing engines employed in the evaluation.

Table 5.1: Hardware configuration used for all experiments.

Component Details

CPU 12th Gen Intel Core i7-12700
Architecture x86_64

Cores 12 (20 threads with hyperthreading)
RAM 32GB
0S Ubuntu 24.04.3 LTS (Noble Numbat)

The seed generation phase was completed prior to fuzzing execution, using OpenAl’s GPT-40

mini model accessed through the official API. Each of the five seed generation strategies pro-
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Table 5.2: Software versions of target programs and fuzzing engines.

Tool Version

BusyBox (bc) 1.35.0
libxml2 (xmllint) 2.14.6

Lua 5.4.4
SQLite 3.50.4
AFL++ 4.35c
Honggfuzz 2.6

duced exactly 26 seed files per target program, as described in Chapters 3 and 4. All generated
seeds underwent validation to ensure syntactic correctness and were stored in dedicated di-

rectories organized by target program and generation strategy.

For each target program, we prepared two sets of instrumented binaries corresponding to the
two fuzzing engines under evaluation. The AFL++ binaries were compiled using afl-clang-Ito
with LLVM-based instrumentation, while the Honggfuzz binaries used hfuzz-cc with Sanitizer-
Coverage instrumentation. Both sets of binaries included AddressSanitizer and UndefinedBe-
haviorSanitizer to enable detection of memory safety violations and undefined behavior during
fuzzing. The instrumentation was verified through symbol table inspection and build metadata

validation before commencing fuzzing campaigns.

The experimental matrix consists of 40 distinct configurations resulting from the combination
of four target programs, two fuzzing engines, and five seed generation strategies (SO through
S4). Each configuration was run three times (n=3; Section 4.5), for 120 single-strategy cam-
paigns in total, with each individual run allotted a one-hour wall-clock time budget, allowing
sufficient opportunity for coverage exploration while maintaining practical experiment dura-
tion. To make efficient use of the 12-core test machine, the orchestrator scheduled two fuzzing

campaigns concurrently throughout the experiment. This is a deliberate design choice, not a
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compromise: an AFL++ campaign runs as a single af1-fuzz process and consumes approxi-
mately one CPU core (about 8% of the 12 cores), so two concurrent AFL++ campaigns or one
AFL++ paired with one Honggfuzz campaign use only a fraction of the machine. A Hongg-
fuzz campaign uses up to 12 worker threads under its default -threads auto-detection rule
(Section 4.2.2), so two simultaneous Honggfuzz campaigns can in principle over-subscribe the
12 physical cores; in practice the OS scheduler interleaves the threads fairly across both pro-
cesses and we did not observe any fuzzer being CPU-starved during the experiments. Pairing
campaigns in this way cut the total elapsed wall-clock time of the matrix roughly in half (from
~120 hours sequentially to ~60 hours). The two-concurrent-campaigns policy was applied
uniformly to all 120 single-strategy campaigns (5 strategies x 4 targets x 2 fuzzers x 3 runs)
and to the 48 hybrid campaigns, so the relative ranking of strategies within a fuzzer is indepen-
dent of any second-order CPU-scheduling effect. Because the two engines differ both in CPU
consumption and in how they instrument edges, we report their results as two independent
within-fuzzer rankings and do not compare coverage between them (Sections 5.2.6 and 5.6).
Output directories were created uniquely for each run, preserving all fuzzer-generated artifacts

including coverage statistics and corpus evolution data for subsequent analysis.

52 RQ1: Do LLM-generated seeds improve code coverage and vulnerability discovery?

RQ1: Do LLM-generated seeds improve code coverage and vulnerability discovery compared to

traditional test-suite-based seed inputs?

To answer RQ1, we compare the final edge coverage achieved by each of the five seed genera-
tion strategies (S0-S4) across all four target programs and both fuzzing engines. Our primary
metric is edge coverage: the number of distinct control-flow transitions (branches) exercised
during fuzzing. A higher edge count indicates that the fuzzer explored more of the program'’s
logic. As defined in Section 2.1, edge coverage is strictly more informative than basic block
coverage because it distinguishes between different paths through the same code. We also re-
port unique crashes detected by AddressSanitizer and UndefinedBehaviorSanitizer as a proxy

for vulnerability discovery.
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A note on the comparison design. As described in Section 4.5, every coverage number re-
ported in this section is the mean of three independent runs (n=3), and each cell is accompa-
nied by its run-to-run spread (max — min)/ min as a noise indicator. The full per-run values
and spreads are listed in Appendix C, Table C.1. Because all strategies are measured on the
same n=3 footing, a delta between two strategies should be read as robust when it exceeds
the run-to-run spreads of the cells being compared, and as “not clearly different” when it falls
within them. The full implications of this design, including the handful of high-variance, bi-

modal cells, are discussed in Section 5.6.

5.21 Overall coverage results

Table 5.3 presents the final edge coverage achieved by each combination of seed generation
strategy and fuzzing engine across all four target programs after one hour of fuzzing. Figure 5.1

provides a visual comparison of these results.

Table 5.3: Final edge coverage after one hour of fuzzing for each target program, seed gener-
ation strategy, and fuzzing engine. Every value is the mean of three independent runs (n=3);
the parenthetical (£X.X%) indicates the run-to-run spread (max — min)/ min (per-run values

are listed in Appendix C, Table C.1). Green = best in column, light green = second-best, red

= worst.
BusyBox bc xmllint lua sqlite
Strategy AFL++ Hfuzz AFL++ Hfuzz AFL++ Hfuzz AFL++ Hfuzz
SO (Empty) 1,823 (£1301%) 2,439 (+101%) 3,104 (+28.4%) 1,865 (+18.3%) 3,288 (+10.6%)  3,191(+£37.9%) 11,776 (+60.4%) 12,249 (+44.2%)
S1 (Test-suite) 3,283 (x£72%) 2,907 (+3.0%) 4,312 (+3.9%) 4,163 (£4.9%)  7,055(£67%) 6,297 (+3.4%) 14,541 (£9.2%) 13,557 (+16.1%)
S2 (LLM+Tests) 3,957 (+40.4%) 2,828 (£34%) 4,667 (£10.3%) 3,413 (+£156.8%) 5,232 (+6.0%) 5,018 (x9.8%)  15,031(£89.1%) 15,399 (£13.0%)
S3 (LLM+Manual) 3,944 (+44.3%) 2,826 (+0.7%) 3,974 (+8.6%) 3,068 (+120.9%) 4,136 (+27%)  3,715(+147%) 14,193 (+61.6%) 12,874 (+33.0%)
S4 (LLM+Grammar) 3,679 (£24.4%) 2,606 (£1.0%) 2,888 (£20.3%) 1,943 (£67%) 3,850 (£27%) 3,429 (+282%) 15,004 (+29.8%) 12,568 (+68.3%)

Several observations emerge from the aggregate results. First, no single seed generation strat-
egy consistently outperforms all others across every target and fuzzer combination. The test-
suite-based strategy (S1) achieves the highest mean coverage for lua with AFL++ and remains

competitive across the other targets, confirming that existing test suites are a strong base-
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Final Edge Coverage: All Strategies by Fuzzer
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Figure 5.1: Final edge coverage for all five seed generation strategies across the four target

programs, grouped by fuzzing engine.

line; the LLM strategy S2, however, holds the best mean on the other three AFL++ targets (bc,
xmllint, and sqlite), albeit by margins that are partly within the run-to-run spreads. Second,
the three LLM-assisted strategies (S2-54) show variable effectiveness depending on the tar-
get program, with notable successes in certain configurations but no uniform advantage over
the test-suite baseline. Third, the ranking of strategies is itself fuzzer-dependent: a corpus
that leads under one engine does not necessarily lead under the other, as the bc and xmllint
columns show. Throughout this chapter every comparison is made within a single fuzzer. We do
not compare edge counts between AFL++ and Honggfuzz, because the two engines instrument
and enumerate edges differently (LLVM-mode bitmap vs. SanitizerCoverage) and consume dif-
ferent amounts of CPU per campaign, so their absolute totals are not measurements of the
same quantity; the reasons are set out in Section 5.6. Table 5.3 should therefore be read one

fuzzer-column at a time.

The results also reveal that the effectiveness of LLM-generated seeds is target-dependent. For
BusyBox bc, the LLM-assisted strategies S2 and S3 outperform S1 under AFL++, while for lua, S$1
dominates all other strategies with both fuzzers. These target-specific patterns are analyzed in

detail in the following sections.
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5.2.2 Per-target analysis

We now examine each target program individually to identify target-specific patterns.

5.2.21 Results on BusyBox bc

For BusyBox bc, the SO (empty seed) baseline achieved a mean of 1,823 edges with AFL++
and 2,439 with Honggfuzz, establishing the lower bound for this target. With AFL++, the LLM-
assisted strategies S2 (LLM+Tests, 3,957 edges) and S3 (LLM+Manual, 3,944 edges) achieved
the highest mean coverage, surpassing the test-suite baseline S1 (mean of three runs: 3,283
edges) by 20.5% and 20.1%, respectively; the grammar-informed strategy S4 (3,679 edges) also
exceeds the S1 mean, by 12.1%. All three LLM strategies thus beat S1 here, and all substantially
outperform SO (improvements of roughly 2.0x for S4 to 2.2x for S2). These bc/AFL++ mar-
gins should nevertheless be read as directional rather than decisive: the LLM cells are them-
selves high-variance (run-to-run spreads of +-40.4% for S2 and 4-44.3% for S3), so although the
three-run mean of each LLM strategy sits above S1, the advantage is smaller than the run-to-
run variation of these cells. This suggests that for bc's relatively simple arithmetic expression
language, prompts based on existing test examples and manual page documentation provide
the LLM with sufficient context to generate diverse, coverage-effective seeds, even if the exact

size of the gain over the test suite is noisy.

With Honggfuzz, all strategies produced similar coverage values within a narrow range of 2,439
to 2,907 edges, with S1 (mean: 2,907) slightly leading and SO (2,439) at the bottom. The rela-
tively small differences among strategies under Honggfuzz suggest that this fuzzer’s mutation
engine may be less sensitive to initial seed quality for this target, or that Honggfuzz reached a
coverage plateau regardless of seed diversity. Note that the AFL++ and Honggfuzz figures for
bc are reported side by side but are not compared: they are two independent within-fuzzer
rankings, and the edge totals of the two engines are not measurements of the same quantity

(Section 5.6).
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5.2.2.2 Results on xmllint

The xmllint results reveal a pronounced divergence between the two fuzzing engines. The SO
baseline reached a mean of 3,104 edges with AFL++ and 1,865 with Honggfuzz. With AFL++,
S2 (LLM+Tests, 4,667 edges) achieved the highest coverage, followed by S1 (mean: 4,312), S3
(3,974), and S4 (2,888). 54 fell below the empty baseline SO, reaching only 93.0% of SO’s cover-
age: the only case where an LLM strategy fails to outperform the empty seed. This may reflect
the difficulty of generating structurally complex and diverse XML documents from grammar
rules alone, as XML's extensive specification (namespaces, entities, DTD references) may not

be adequately captured by the grammar provided to the LLM.

With Honggfuzz, S1 (mean: 4,163 edges) leads. The LLM strategies S2 (mean: 3,413) and S3
(mean: 3,068) are the most variable cells in the entire matrix, with run-to-run spreads of
156.8% and 120.9%: in two of their three runs they approach S1 (~4,280 and ~3,750 edges),
while in the third they stall near the SO level (=~1,670-1,705 edges). Their depressed means are
therefore a product of this bimodality rather than a uniform failure to exceed SO: when a Hong-
gfuzz campaign escapes the low mode, S2 and S3 build effectively on the LLM-generated XML
seeds; when it does not, they stall. S4 (mean: 1,943) is the exception, remaining close to the
empty baseline in all three runs. The test-suite seeds, extracted from libxml2’s own test repos-
itory, contain carefully crafted edge cases and diverse XML structures that yield a consistently
high, low-variance result (S1 spread 4.9%) that the LLM strategies match only intermittently
under Honggfuzz. Under AFL++ the same LLM seeds behave far more stably (S2 leads its col-
umn there, with a spread of 10.3%), which indicates that the bimodality depressing S2 and S3

on this target is a property of the Honggfuzz campaigns rather than of the seeds themselves.

5.2.2.3 Results on lua

For the lua interpreter, the test-suite baseline S1 achieved the highest coverage with both
fuzzers: 7,055 edges with AFL++ and 6,297 with Honggfuzz (means of three runs). These values

exceed the next-best strategy (S2) by 34.8% with AFL++ and 25.5% with Honggfuzz. The cover-
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age ranking follows a consistent pattern across both fuzzers: S1 > S2 > S3 > S4 > SO, where
each successive LLM strategy provides less coverage than the previous one. All lua cells have
low run-to-run spreads (at most 6.7% under AFL++ and 28.2% under Honggfuzz for S4), so this

ordering is stable rather than a noise artefact.

The SO (empty seed) baseline achieved a mean of 3,288 edges with AFL++ and 3,191 with Hong-
gfuzz, establishing a lower bound that the LLM strategies exceeded by modest margins: S4
reached only 3,850 edges with AFL++, just 17.1% above the empty baseline. This pattern sug-
gests that for lua, the quality and diversity of the Lua test suite (which exercises standard library
functions, coroutines, metatables, and other advanced features) provides seeds that fuzzers
can mutate more productively than LLM-generated scripts. The LLM-generated lua scripts may
cover basic language constructs but miss the idiomatic patterns and edge cases present in the

official test suite.

5.2.2.4 Results on sqlite

The sqlite results present the most varied pattern across strategies and fuzzers, and the sqlite/AFL++
cells are among the noisiest in the matrix (run-to-run spreads of 60.4% for SO, 89.1% for S2, and
61.6% for S3). With AFL++, the four non-empty strategies are effectively indistinguishable: S2
(mean 15,031), S4 (15,004), S1(14,541), and S3 (14,193) all fall within about 6% of one another,
well inside their run-to-run spreads, while SO trails at 11,776. Rather than S1dominating this tar-
get, the honest reading is that all four high-context strategies, the test suite and the three LLM
variants alike, reach equivalent coverage on sqlite/AFL++ once run-to-run variance is taken into
account. The grammar-informed strategy S4 in particular matches the test suite here (103.2%
of the 51 mean), which may reflect the effectiveness of SQL grammar specifications in guiding

LLM seed generation for a highly structured query language.

With Honggfuzz, S2 (LLM+Tests, mean 15,399 edges) achieves the highest coverage among all
Honggfuzz sqlite configurations. S1 with Honggfuzz reaches a mean of 13,557 edges, while S3

(12,874), 54 (12,568), and SO (12,249) follow within a narrow band. The +13.6% lead of S2 over
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the S1 mean is comparable to the moderate run-to-run spreads of the two cells (S2 13.0%, S1
16.1%), so we treat it as one of the clearer LLM wins in the matrix rather than a noise artefact.
The sqlite/Honggfuzz/S2 result is discussed as a showpiece finding in Section 5.5. The remain-
ing strategies cluster tightly (12,249-12,874 edges), so on this configuration only S2 separates

from the pack.

The sqlite results also highlight the importance of the initial seed corpus for this complex tar-
get: taking each engine separately, the gap between SO and the best-performing strategy 52
remains meaningful in both (11,776 to 15,031 edges under AFL++; 12,249 to 15,399 under Hong-
gfuzz), indicating that well-crafted initial seeds provide a real advantage when fuzzing a pro-
gram with the complexity of a SQL database engine, although the large SO spreads on this
target (60.4% with AFL++, 44.2% with Honggfuzz) show that even the empty baseline is highly

variable here.

523 Normalized comparison against the empty baseline

To compare strategies on a common scale, we normalize all strategies against the empty base-
line SO, which represents the coverage achievable by the fuzzer’s own mutation engine without
any meaningful seed input. This normalization reveals how much value each seed generation

approach, including S1, adds beyond what the fuzzer discovers on its own.

Figure 5.2 shows the percentage improvement in edge coverage for each strategy relative to SO.

Table 5.4 reports the exact values.

The results give a mixed answer to RQ1. All strategies, including the LLM-generated ones, sub-
stantially improve coverage over the empty baseline SO, confirming that meaningful seed cor-
pora benefit coverage-guided fuzzing regardless of their origin. The key question is whether

LLM-generated seeds match or exceed the test-suite baseline S1.

e BusyBox bc with AFL++ is a strong case for LLM seeds. All three LLM strategies outper-
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RQ1: Coverage Improvement Relative to Empty Baseline (S0)
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Figure 5.2: Coverage improvement of each seed generation strategy relative to the empty base-
line SO, grouped by fuzzing engine. The dashed line represents SO (0%). Higher bars indicate

greater coverage gain from the seed corpus.

form S1: S2 reaches +117.1% over SO and S3 +116.3% (vs. S1’s +80.1%), with S4 at +101.8%.
The simple, well-defined input grammar of bc allows the LLM to generate diverse and
valid inputs that complement AFL++’s mutation engine effectively, although (as noted in
Section 5.2.2.1) the bc/AFL++ LLM cells are high-variance, so the size of this advantage is

uncertain.

e xmllint with AFL++ shows S2 (+50.4%) exceeding S1 (+38.9%), demonstrating that LLM
seeds augmented with test-suite examples can outperform the test suite itself for com-

plex XML inputs when paired with AFL++.

¢ sqlite with Honggfuzz shows S2 (+25.7%) exceeding S1(+10.7%), the only Honggfuzz con-

figuration where an LLM strategy clearly outperforms the test-suite baseline.

Across the eight target-fuzzer cells the best strategy is now evenly split: S1holds the top mean
in four (bc/Honggfuzz, xmllint/Honggfuzz, and lua with both fuzzers) and S2 in the other four
(bc/AFL++, xmllint/AFL++, and sqlite with both fuzzers). S1's clearest wins are on lua, where

it achieves +114.6% (AFL++) and +97.3% (Honggfuzz) over SO while the best LLM strategy (52)
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Table 5.4: Coverage improvement (%) of each strategy relative to the empty baseline SO, com-
puted from the n=3 means in Table 5.3. All strategies improve over SO except where noted

with a negative value. Green = best in column, light green = second-best, red = worst.

BusyBox bc xmllint lua sqlite
Strategy AFL++ Hfuzz AFL++ Hfuzz AFL++ Hfuzz  AFL++ Hfuzz
S1 (Test-suite) +80.1% +19.2% +38.9% +123.2% +114.6% +97.3% +23.5% +10.7%
S2 (LLM+Tests) +1171% +15.9% +50.4% +83.0%  +591% +57.3% +27.6% +25.7%
$3 (LLM+Manual) +116.3% +15.9% +28.0% +64.5% +25.8% +16.4% +20.5% +5.1%

S4 (LLM+Grammar) +101.8% +6.8% —7.0% +4.2% +171%  +7.5% +27.4% +2.6%

reaches only +59.1% and +57.3%, respectively: a gap far larger than the low lua spreads and
therefore robust. For xmllint with Honggfuzz, S1 achieves +123.2% over SO; the LLM strategies
span a wide range here (54 only +4.2%, but 52 +83.0% and S3 +64.5% because of their bimodal
runs), so the picture is one of high variance rather than uniform LLM failure. The official test
suites encode domain-specific edge cases and idiomatic patterns that the LLM replicates only

partially and, on Honggfuzz, only intermittently.

Regarding vulnerability discovery, RQ1 also asks whether LLM seeds help find more bugs. We
use unique crashing inputs, inputs that trigger memory safety violations detected by Address-
Sanitizer or undefined behavior detected by UndefinedBehaviorSanitizer, as a proxy for vul-
nerability discovery. These crashes indicate potential security-relevant bugs, though confirm-
ing exploitability requires further triage beyond the scope of this work. Table 5.5 reports the
number of unique crashing inputs observed for each strategy across all target-fuzzer configu-

rations.

Crashes were observed only for BusyBox bc with AFL++ and for sqlite. As noted in the caption,
these crash counts come from a single representative campaign per cell rather than an n=3

mean, so they are indicative rather than averaged.
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Table 5.5: Unique crashing inputs (ASan/UBSan) per strategy, target, and fuzzing engine, after
the one-hour budget. Unlike the coverage tables, these counts are from a single representative
campaign per cell (the first of the three runs) rather than an n=3 mean, because per-run crash
corpora were not preserved for the two repeat runs; they should be read as an indicative single-
run observation (see Section 5.6). A dash (—) denotes zero crashes. Shaded cells indicate the

highest crash count per target-fuzzer column.

BusyBox bc xmllint lua sqlite
Strategy AFL++ Hfuzz AFL++ Hfuzz AFL++ Hfuzz AFL++ Hfuzz
SO (Empty) — — — — — — _ 1
S1 (Test-suite) 63 — — — — — 4 _
S2 (LLM+Tests) 35 — — — — — — 1
S3 (LLM+Manual) 113 — — — — — — 1
S4 (LLM+Grammar) 51 — — — — — — _
Total 262 — — — — — 4 3

What these counts do and do not represent. The figures in Table 5.5 are counts of unique
crashing inputs: the distinct test cases the fuzzer saved inits crash directory (AFL++'s crashes/
folder), which the fuzzer already de-duplicates by coverage signature so that inputs reaching
the same crash site via the same edge tuple are not double-counted. They are not counts of
distinct underlying bugs: a single root-cause defect can be reached by many different inputs
and thus inflate the input-level count. We did not run a full crash-triage (stack-hash or root-
cause) deduplication pipeline, so the raw input counts overstate the number of genuine bugs.
A manual reproduction of the BusyBox bc crashes indicated that the many crashing inputs col-
lapse to only a small handful of distinct underlying bugs, with the same arithmetic/parser error
paths reached repeatedly by different inputs; the counts should therefore be read as a proxy
for how often each strategy drives the fuzzer into a faulting state, not as a bug tally. The crashes

are genuine sanitiser-reported faults (ASan/UBSan) rather than fuzzer harness artefacts, but
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establishing their security relevance (exploitability) is beyond the scope of this work. For Busy-
Box bc, the LLM strategies triggered substantially more unique crashes than the baseline in
that campaign: S3 (LLM+Manual) found 113 crashes, roughly 1.8 x the 63 crashes triggered by
the test-suite baseline S1, while S4 and S2 contributed 51 and 35, respectively, and SO produced
none. This suggests that the diverse inputs generated by the LLM, particularly from manual-
page prompts, exercise error-handling paths that the curated test suite does not. For sqlite,
the picture is far sparser: only S1 with AFL++ (4 crashes) and three Honggfuzz configurations
(1 crash each for SO, S2, and S3) triggered any crashes at all. No crashes were observed for
xmllint or lua under any strategy, likely reflecting the maturity and robustness of these widely
tested codebases. The crash data is therefore informative for BusyBox bc but too sparse on the

other targets to support strong claims about LLM seeds and vulnerability discovery in general.

The answer to RQ1 is therefore: LLM-generated seeds consistently improve coverage over
the empty baseline, but do not reliably match the test-suite baseline in terms of edge cover-
age. They offer targeted advantages for programs with simple, well-documented input formats
(BusyBox bc) and in specific fuzzer interactions (xmllint/AFL++, sqlite/Honggfuzz with S2). For
vulnerability discovery, LLM seeds show promise, particularly for BusyBox bc where they trig-
gered nearly twice as many crashes as the test suite, but the limited crash data across targets

prevents strong conclusions.

An important complementary perspective is the value of LLM seeds in the absence of a test
suite. When no curated test suite is available, the alternative is the empty baseline SO. In this
scenario, the best LLM strategy reaches at least 74% of S1's mean coverage in every configu-
ration (and >75% in 7 of 8), and exceeds the S1 mean in 4 cases (bc, xmllint, and sqlite with
AFL++, and sqlite with Honggfuzz). Even in the weakest case (lua with AFL++, where the best
LLM strategy reaches 74% of S1), it still improves over SO by +59.1%. When practitioners lack an
existing test suite, LLM-generated seeds represent a practical and cost-effective way to boot-
strap a seed corpus that can approach, and sometimes match, the quality of a curated test

suite.
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5.2.4 Discussion

These results suggest that the effectiveness of LLM-generated seeds is governed by the gap
between what the LLM knows and what the test suite encodes. For BusyBox bc, the gap is
narrow: bc's input language is small, well-documented, and widely represented in LLM training
data, so the LLM can generate seeds of comparable or superior quality. For lua, the gap is wide:
Lua’s official test suite exercises language internals (coroutines, metatables, garbage collector
edge cases) that are unlikely to appear in typical LLM training examples, giving the curated test

suite an insurmountable advantage.

This interpretation aligns with recent findings in the literature. Xia et al. (2024) observed that
LLMs perform best when generating inputs for well-known formats, while Deng et al. (2023a)
showed that LLM-generated inputs tend to cluster around common usage patterns rather than
corner cases. Our results extend these observations by quantifying the comparison against a

test-suite baseline across multiple targets and fuzzers.

A practical implication is that LLM-generated seeds are most valuable in two scenarios: (1) when
no test suite exists for the target program, making even moderate-quality LLM seeds a signifi-
cant improvement over the empty baseline (as shown by all strategies outperforming SO), and
(2) when the target’s input format is simple enough that LLM training data provides adequate
coverage of the input space. For mature programs with well-developed test suites, LLM seeds
could serve as a complement rather than a replacement: combining LLM-generated seeds with
existing test suites might yield the benefits of both, if the LLM seeds cover code paths that the
test suite misses. To test this hypothesis, we conducted an additional experiment comparing
hybrid corpora (S1 combined with each LLM strategy) against S1 alone. Table 5.6 reports the

results.

Two of the seven possible non-trivial hybrid corpora that include S1 are evaluated: S$1+52
(52 seeds, the strongest individual LLM strategy added to the test suite) and S1+52-+53-+54

(104 seeds, all three LLM strategies stacked on the test suite). The former isolates the contri-
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Table 5.6: Final edge coverage for hybrid corpora combining S1 (test-suite) seeds with LLM-
generated seeds. The $14S2 corpus contains 52 seeds (26 from S1 and 26 from S2); the
S$14+52-+53+54 corpus contains 104 seeds (26 from each of the four base strategies). S1 and
both hybrid corpora report the mean of three independent runs (n=3); the parenthetical
(£X.X%) on the hybrid rows is the run-to-run spread (max — min)/ min. One-hour time bud-

get. Values in bold indicate improvement over the S1 mean.

BusyBox bc xmllint lua sqlite
Corpus AFL++ Hfuzz AFL++ Hfuzz AFL++ Hfuzz AFL++ Hfuzz
S1mean (n=3) 3,283 2,907 4,312 4,163 7,055 6,297 14,541 13,557
S1+S2 3,346 (£39%)  2,932(+53%) 4,463 (x4.3%) 4,309 (x16%) 7,302(+01%) 6,417 (£1.9%) 16,798 (£9.2%) 16,058 (+9.7%)
S1+52+S3+54 3,406 (£0.9%) 2,906 (+8.2%) 4,682 (+0.3%) 4,258 (+12.7%) 7,272(+6.4%) 6,410 (£51%) 17,050 (£19.6%) 15,088 (+29.3%)
S1run-to-run spread 7.2% 3.0% 3.9% 4.9% 6.7% 3.4% 9.2% 16.1%
Diff. S1+52 vs. S1 +1.9% +0.9% +3.5% +3.5% +3.5% +1.9% +15.5% +18.4%
Diff. S1+52+53+54 vs. S1 +3.7% —0.0% +8.6% +2.3% +3.1% +1.8% +17.3% +11.3%

bution of the best individual LLM variant while keeping the corpus moderately small; the latter
serves as an upper bound on the corpus size that the augmentation could reasonably reach.
The remaining five combinations (S1+53, $14+54, $14+52+4S53, S1-+52+54, $1+53+54) were not
evaluated in the present matrix due to fuzzing-time budget constraints (each additional combi-
nation would require eight further one-hour campaigns); their evaluation is identified as future

work in Chapter 6.

Out of 8 configurations, $1+S2 improves upon the S1 mean in all 8, so adding the best individual
LLM strategy to the test suite never reduced mean coverage in our matrix. The strongest result
is sglite with Honggfuzz, where S1+52 achieves +18.4% (from 13,557 to 16,058 edges), closely
followed by sqlite/AFL++ at +15.5%; these are by far the largest hybrid improvements observed.
All four targets show S1+S2 improvement under both engines. The full hybrid $1+52+53+54
outperforms the S1 mean in 7 of 8 cases; its only non-positive cell is bc/Honggfuzz, where it
is essentially flat (—0.0%), suggesting that the test suite’s 26 curated seeds already exercise
bc’s core arithmetic and error-handling paths under Honggfuzz. On several cells the four-way

hybrid gains less than S$1+52 (e.g. +2.3% vs. +3.5% on xmllint/Hfuzz, and +1.8% vs. +1.9% on



70

lua/Hfuzz), consistent with a mild queue-dilution effect from the extra seeds.

These results refine the picture from the individual-strategy comparison. The intuition behind
S1+52+53+54 as an upper bound (“more seeds cannot hurt”) does not hold in practice, because
coverage-guided fuzzers spend scheduling budget on every seed regardless of its marginal con-
tribution. Adding S3 and S4 on top of S1+52 often reduces final coverage, which is most visible
on sqlite/Hfuzz (16,058 — 15,088 edges) and xmllint/Hfuzz (4,309 — 4,258 edges). The practi-
cal takeaway is that the best-performing individual LLM strategy (S2) can complement a curated
test suite, but indiscriminately stacking all LLM strategies tends to dilute the corpus, a corpus-
management sensitivity consistent with the seed-scheduling effects reported by Herrera et al.

(2021).

Every configuration except bc/Honggfuzz benefits from both hybrids at once, and S1+S2 helps
in all eight. Even so, S1+52 matches or beats the four-way hybrid in most cells, confirming that
for mature targets with well-developed test suites, LLM-generated seeds are better used as a

selective complement (via S1452) rather than stacked indiscriminately.

Variability of the hybrid measurements. Because the hybrid corpora are now evaluated at
n=3 like the rest of the matrix, the hybrid deltas in Table 5.6 are means with measured run-
to-run spreads rather than single-point estimates. A striking secondary finding is that hybridi-
sation markedly stabilises the campaigns: the high-variance single-strategy cells (for example
sqlite/AFL++/S2 at £89.1% and xmllint/Honggfuzz/S2 at £-156.8%) collapse to low-variance hy-
brids once S1is mixed in (sqglite/AFL++/514+S2 at +9.2%, xmllint/Honggfuzz/S1+S2 at +1.6%).
The test suite appears to supply a coverage floor that prevents the stuck-at-low-mode outcome
responsible for the bimodal single-strategy cells. The two largest hybrid gains, sqlite/Honggfuzz/51+52
at +18.4% (£9.7%) and sqlite/AFL++/S51+52 at +15.5% (£9.2%), are the clearest effects, each
comparable to or larger than the corresponding S1run-to-run spread. The smaller hybrid deltas
(afew percent on bc, xmllint, and lua) fall within the relevant run-to-run spreads and should be
read as “hybridisation does not hurt, and often helps modestly” rather than as large confirmed

gains.
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5.2.5 Comparison across strategies

We now compare the five strategies across all targets and fuzzers, focusing on when each pro-

vides the greatest benefit.

S1 (Test-suite) achieved the highest or second-highest mean coverage in 6 of 8 target-fuzzer
combinations, and the outright highest in 4 (bc and xmllint with Honggfuzz, and lua with both
fuzzers). For lua with both fuzzers it leads by substantial, low-variance margins. This result is
not unexpected: existing test suites are curated by developers who understand the target pro-
gram’s edge cases, and they often exercise diverse code paths that random generation cannot

easily replicate.

S2 (LLM+Tests) produced the best mean coverage in four configurations: bc with AFL++ (3,957
edges), xmllint with AFL++ (4,667 edges), and sqlite with both fuzzers (15,031 with AFL++,
15,399 with Honggfuzz). By providing test-suite examples as context, the LLM can learn the
style and structure of effective test inputs and generate variations. However, S2 did not con-
sistently outperform S1, and on lua it trails clearly, suggesting that the LLM'’s variations do not

always capture the same diversity as the original test suite.

S3 (LLM+Manual) performed well for BusyBox bc with AFL++ (3,944 edges, essentially tied with
S2 at the top of that column) but was less effective for other targets. Manual page documen-
tation provides the LLM with information about supported features and usage patterns, which
may be particularly useful for programs with well-documented, relatively simple input formats.
For more complex targets like xmllint and sqglite, manual pages may not provide sufficient detail

about the full range of supported input structures.

S4 (LLM+Grammar) showed inconsistent results. For sqlite with AFL++, S4 achieved 15,004
edges (essentially tied with S2 and S1 within the run-to-run noise of that cell), but for xmllint
with AFL++ it reached only 2,888 edges (the lowest among all strategies for that configuration,

below even the empty baseline). The grammar-informed approach appears most effective
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when the grammar specification closely matches the input features that trigger diverse code

paths, as may be the case for SQL but not for XML's complex specification.

SO (Empty) generally serves as the lower bound. SO achieved the lowest mean coverage in
seven of the eight configurations, confirming that providing meaningful initial seeds benefits
coverage-guided fuzzing. The single exception (xmllint with AFL++, where S4 at 2,888 falls be-
low SO at 3,104) indicates that poorly suited LLM seeds can occasionally be counterproductive,
directing the fuzzer toward unproductive regions of the input space. The margin between SO
and the best strategy ranges from about 2.2 x (BusyBox bc with AFL++, where S2 reaches 3,957
vs. SO’s 1,823) down to roughly 1.2x (bc and sqlite with Honggfuzz), quantifying the advantage

of seed corpus quality.

5.2.6 Seed sensitivity within each fuzzing engine

We do not compare edge counts between AFL++ and Honggfuzz anywhere in this thesis. The
two engines do not measure edge coverage on a common scale: AFL++ counts edges through
its LLVM-mode instrumentation bitmap while Honggfuzz counts them through SanitizerCov-
erage, and the two instrumentations enumerate and hash control-flow edges differently, so a
raw AFL++ total and a raw Honggfuzz total are not measurements of the same quantity. The
two engines also consume different amounts of CPU per campaign by design (Section 5.6). A
statement of the form “engine A reached NN x the coverage of engine B” would therefore have
no well-defined meaning, and we make no such statement. What the two engines do provide
is two independent replications of the same question, does the choice of seed corpus matter,

and it is the answers to that question that can be set beside one another.

Read that way, the two engines agree on the central result and disagree on its magnitude.
Under both, SO is the weakest corpus on almost every target, and under both, some non-empty
corpus improves on it substantially; the size of the improvement, and which corpus achievesiit,
are engine-specific. The clearest instance is BusyBox bc. Under Honggfuzz the five strategies

span a narrow band (2,439-2,907 edges), so the choice of corpus changes the outcome by
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roughly 19% over the empty baseline; under AFL++ the same five corpora span 1,823-3,957
edges, a factor of about 2.2. Seed quality is thus a far stronger lever on this target under AFL++
than under Honggfuzz, whose coverage appears to be dominated by its own mutation engine
here. For sqlite, by contrast, both engines show substantial spread across strategies, so seed

quality matters under either engine when the input language is complex.

The rankings themselves also differ. S2 leads its column on bc, xmllint, and sqlite under AFL++
but only on sqlite under Honggfuzz, where S1 leads on bc and xmllint; lua is the one target
where S1leads under both. Practitioners should therefore not expect a corpus that wins with
one engine to win with another, and a study that evaluates a seed-generation strategy on a
single fuzzer risks reporting an engine-specific conclusion as a general one. This is one of the

reasons the present evaluation uses two engines rather than one.
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Answer to RQ1

LLM-generated seeds consistently improve coverage over the empty baseline, but do
not reliably match the test-suite baseline in terms of edge coverage. Across the 24
single-strategy configurations (3 LLM strategies x 4 targets x 2 fuzzers), an LLM strat-
egy outperforms the S1 mean in 7 cases (29%): all three LLM strategies on bc/AFL++,
S2 on xmllint/AFL++, S2 and S4 on sqlite/AFL++, and S2 on sqlite/Honggfuzz. Several of
these margins fall within the run-to-run spreads of the cells involved, notably the high-
variance bc/AFL++ and sqlite/AFL++ cells, so the clearest single-strategy LLM winis S2 on
sqlite/Honggfuzz (+13.6%, with both cells’ spreads <16%). They offer targeted advan-
tages for programs with simple, well-documented input formats (BusyBox bc, roughly
+20% over the test-suite mean, though within run-to-run noise) and in specific fuzzer in-
teractions (xmllint/AFL++, sqlite with both fuzzers). All four targets are widely deployed
open-source projects whose source and test suites were almost certainly part of the
LLM’s training corpus, so these results may not transfer to programs absent from the
LLM'’s pre-training data (see Section 5.6 for the contamination caveat). For vulnerability
discovery, LLM seeds triggered nearly twice as many crashes as the test suite for Busy-
Box bc in the campaign for which crash corpora were retained, but crash data is limited
across other targets. Hybrid corpus experiments show that 51+S2 improves upon the S1
mean in all 8 configurations (largest gains on sqlite: +18.4% Honggfuzz, +15.5% AFL++),
while the full hybrid $1+52+S3+54 helps in 7, suggesting that selective augmentation
is at least as effective as indiscriminate stacking and also markedly reduces run-to-run
variance. LLM seeds are most valuable when no test suite exists: in this scenario, the
best LLM strategy reaches at least 74% of the test-suite coverage in every configuration

(and >75% in 7 of 8).

5.3 RQ2: How do different prompting strategies affect seed validity and diversity?

RQ2: How do different LLM prompting strategies (test suite examples, grammar specifications,

manual pages) affect the validity and diversity of generated seeds?
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To answer RQ2, we evaluate seed validity and diversity through three complementary mea-
sures: (1) direct seed validity, measured by re-running each seed once through the correspond-
ing target binary and recording the exit code (Section 5.3.1); (2) the duplicate rejection rate dur-
ing generation, which captures string-level repetition (Section 5.3.2); and (3) the initial edge
coverage achieved by each seed corpus before any fuzzing mutation, which measures how

many distinct program paths the seeds collectively exercise (Section 5.3.3).

5.3.1 Seed validity: safeguards and direct measurement

Prompt-level safeguards. As described in Section 3.5, all LLM-generated seeds pass through a
generation pipeline that enforces output format constraints (no markdown or code block mark-
ers), includes domain-specific validity instructions in the prompts (e.g., “produce well-formed
XML,” “keep expressions syntactically valid for BusyBox bc”), and uses a conservative temper-
ature setting (0.7) to prioritise correctness. These safeguards target syntactic correctness at

generation time, before any seed reaches the fuzzer.

Direct measurement methodology. To complement the prompt-level safeguards, we measure
validity directly by re-running each seed in every generated corpus through the target binary
used in the fuzzing experiments and recording the exit code, with a 5-second timeout per seed.
A seed is classified as valid if it parses cleanly (exit code 0) and invalid otherwise (parse error,
sanitiser fault, or timeout). This dry run does not invoke either fuzzing engine; it tests only
the target’s parser, so the validity result is fuzzer-independent. The dry run covered the 16
generated corpora (4 strategies x 4 targets, totalling 413 seeds across $1-54) and completed
in well under an hour. The empty baseline SO is excluded from this measurement because its
single empty file is not a generated seed and the question of parse validity is target-dependent
in an uninformative way for an empty input. As discussed in Section 3.5, no validity-based
filtering was applied to the corpora before the fuzzing experiments themselves; the rates below

describe what each strategy produces, not a pre-filter applied to the campaigns.

' The xmllint S1 corpus, as archived from the libxml2 test suite, contains 23 well-formed XML files; the corpus-
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Table 5.7: Direct validity rates per strategy and target program for the four generated corpora
(51-S4): number of seeds whose exit code was zero (clean parse) over the total number of
seeds in the corpus. Bold cells indicate 100% validity. The xmllint S1 corpus contains 23 files;

see footnote.'

Strategy bc xmllint lua sqlite
S1 (Test-suite) 18/26  23/23 25/26 12/26
S2 (LLM+Tests) 10/26 17/26 26/26 13/26

S3 (LLM+Manual) 22/26 24/26 26/26 26/26
S4 (LLM+Grammar) 15/26 26/26 26/26 26/26

Interpretation. Three observations stand out. First, the LLM-assisted strategies that rely on
richer context (S3 with manual pages, 54 with formal grammars) produce highly valid seed cor-
pora: S3reaches 100% validity for lua and sqlite and S4 reaches 100% for xmllint, lua, and sqlite.
On three of the four targets, at least one LLM strategy meets or exceeds the test-suite baseline
on validity. Second, the test-suite baseline itself is not at 100% validity: only 12 of 26 sqlite
seeds and 18 of 26 BusyBox bc seeds parse cleanly. This is not a measurement artefact: real-
world test suites deliberately include error-triggering inputs (e.g., SELECT statements against
nonexistent tables, expressions that trigger arithmetic errors in bc) to exercise parser error-
handling paths. The validity gap between S1and the LLM strategies on these targets therefore
reflects a difference of intent: the developers’ test suite tests both happy paths and error paths,
while LLM prompts default to producing happy-path inputs. Third, S2 (LLM+Tests) shows the
lowest validity on bc (10/26) and sqlite (13/26), even lower than the curated test suite it was
prompted from. Combined with the high initial coverage of S2 reported in Section 5.3.3, this
suggests that S2 over-generalises its in-context examples into syntactically incorrect territory:

it produces inputs that look like the test suite but breach its grammatical contract.

size standardisation described in Section 3.6 yielded fewer than 26 distinct usable files for this single target. The

asymmetry is small (3 fewer seeds for one of eight S1 configurations) and is reported transparently here.
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Implications for RQ1. This validity profile partially explains the coverage results in Section 5.2.
On targets where S1includes many error-path tests (sqlite especially), the test suite exercises
code regions that the LLM strategies do not reach because they generate only valid-looking
inputs. The LLM strategies’ edge-coverage deficit on sqlite is therefore not purely a quality
gap but partly a distributional gap: a curated test suite mixes valid and invalid inputs, while a
default LLM prompt does not. Future LLM-assisted strategies could close this gap by explicitly

prompting for error-triggering or boundary-condition inputs in addition to well-formed ones.

5.3.2 Duplicate rejection rates

Figure 5.3 presents the duplicate rates observed during seed generation. A higher rate indicates

that the LLM tends to produce repetitive outputs, reducing effective diversity.

60 Seed Duplicate Rate by Strategy and Target
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Figure 5.3: Seed duplicate rate by strategy and target program. S2 (LLM+Tests) achieved 0%
duplicates across all targets. S4 (LLM+Grammar) shows elevated rates for bc (49%) and lua

(19%). All strategies ultimately produced 26 unique seeds per target.

S2 (LLM+Tests) achieved zero duplicates across all four targets, indicating that the per-seed
context, the growing memory of previously generated seeds appended to each prompt, effec-
tively steers the model toward unique outputs each time. S3 (LLM+Manual) generated only

2 duplicates across all runs (both for lua), demonstrating that batch generation with SHA-256
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deduplication is also effective at producing diverse seed sets.

S4 (LLM+Grammar) exhibited higher duplicate rates. For bc, 25 out of 51 API calls produced
duplicates (49% rate), and lua had a 19% rate (6 out of 32 calls). After augmenting the gram-
mar prompt with previously generated seeds as negative examples, xmllint and sqlite both
achieved zero duplicates. This demonstrates that providing the LLM with explicit memory of
prior outputs is critical for maintaining diversity, particularly when the prompt context (a gram-

mar specification) constrains the output space.

5.3.3 Initial seed coverage

While duplicate rates measure string-level uniqueness, they do not capture whether seeds ex-
ercise different parts of the target program. To assess functional diversity, we measure the
initial edge coverage, the number of edges covered by the seed corpus before any fuzzer mu-
tation. We report this metric for AFL++ only, because AFL++ processes the entire initial corpus
before beginning mutation, making its first recorded data point a reliable measure of the seeds’
collective coverage. Figure 5.4 presents these results.

RQ2: Seed Diversity Measured by Initial Coverage (AFL++)

(a) Initial Seed Coverage (before mutation) (b) Fuzzer Gain (final - initial coverage)
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Figure 5.4: (a) Initial edge coverage of each seed corpus before mutation (AFL++), measuring
the functional diversity of the seeds. (b) Additional edges discovered by the fuzzer through

mutation, showing how much the fuzzer adds beyond the seeds’ own coverage.
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Several patterns emerge from the initial coverage analysis:

e S2 (LLM+Tests) achieves the highest initial coverage for BusyBox bc (4,206 edges), xm-
llint (3,869), and sqlite (8,911), exceeding even S1in some cases. This indicates that aug-
menting test-suite examples with LLM generation produces seeds that collectively reach

more code paths than the test suite alone.

o S1(Test-suite) dominates initial coverage for lua (6,757 edges vs. 4,365 for 52), reflecting
the thoroughness of Lua’s official test suite, which exercises standard library functions,

coroutines, metatables, and other advanced features that the LLM does not replicate.

¢ S4 (LLM+Grammar) shows the lowest initial coverage among the non-empty strategies
for three out of four targets, consistent with its higher duplicate rates and the limited

diversity achievable from grammar-only prompts.

¢ Initial coverage tracks final coverage. On each of the four AFL++ targets, the strategy
with the highest initial seed coverage also attains the highest (or statistically tied) final
mean coverage: S2 for bc, xmllint, and sqlite, and S1 for lua. For sqlite in particular, S2
has both the highest initial coverage (8,911 edges) and the highest final mean (15,031
edges, n=3), while S1 starts at a comparable 8,844 and reaches 14,541. The alignment
is a property of the means rather than of every campaign: S2’s three sqlite/AFL++ runs
finish at 9,465, 17,726, and 17,902 edges, so an individual campaign can land far below the
initial-coverage ordering even where the average follows it. Initial coverage is therefore
not a per-run predictor, and the size of the final gap still depends on how productively

small mutations discover new paths.

The answer to RQ2 is therefore: different prompting strategies produce seeds with mea-
surably different diversity profiles. S2 (LLM+Tests) generates the most functionally diverse
seeds (highest initial coverage, zero duplicates) by leveraging test-suite examples as context. S3

(LLM+Manual) produces diverse seeds efficiently but with lower code coverage. S4 (LLM+Grammar)



80

is most prone to repetition and achieves the lowest initial coverage, particularly for targets
whose grammar does not capture the full range of meaningful inputs. Once run-to-run noise
is averaged out, initial seed diversity is a reasonable predictor of final coverage (the strategy
with the highest initial coverage also leads on final coverage for every AFL++ target), but it does
not fully determine it: the interaction between seed characteristics and the fuzzer’s mutation

engine still shapes the magnitude of the final gap.

5.3.4 Discussion

Initial seed diversity and final coverage are broadly aligned in our data: on every AFL++ tar-
get, the strategy that starts with the most initial coverage also finishes with the highest mean.
The alignment holds at the level of means, not of individual campaigns. On sqlite/AFL++, S2
has the highest initial coverage (8,911 edges) and the highest final mean (15,031), but its three
runs finish at 9,465, 17,726, and 17,902 edges: the lowest of the three would, on its own, have
placed S2 last in that column. Initial coverage is therefore a reasonable guide to the expected
outcome and a poor guide to any particular campaign, which is itself an argument for report-
ing seed-quality results as replicated means. Nor does the alighment make initial coverage a
sufficient predictor, since the size of the final gap depends on how mutable the seeds are, that
is, on whether small byte-level changes cross new branch boundaries. Test-suite seeds, de-
signed by developers to test specific features, appear to be structured in ways that place them
close to unexplored branch boundaries, making them productive starting points for mutation,

especially on semantically rich targets such as lua.

This observation has implications for prompt design. Rather than maximizing the diversity of
generated inputs (which S2 already achieves), future prompt strategies should aim to gen-
erate inputs that are structurally similar to known edge cases: inputs where a single token
change could trigger a different code path. This is a fundamentally different optimization ob-
jective than coverage breadth, and it may require prompts that specifically request boundary-

condition inputs or near-miss inputs rather than broadly diverse examples.
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The finding that S4 (grammar-based) produces the least diverse seeds despite having the most
structured prompt context is also noteworthy. Formal grammars define what is syntactically
valid but provide no guidance about what is semantically interesting. An LLM prompted with
a grammar tends to generate prototypical valid inputs rather than unusual edge cases. This
limitation could be addressed by augmenting grammar prompts with coverage feedback from
previous fuzzing runs, creating a feedback loop between the LLM and the fuzzer, an approach

explored by LLaMAFuzz (Zhang et al., 2024) in a different context.

Answer to RQ2

Different prompting strategies produce seeds with measurably different validity and di-
versity profiles. On validity (Table 5.7), the LLM strategies that use richer context, S3
(manual page) and S4 (grammar), reach 100% validity on three of four targets, meet-
ing or exceeding the test-suite baseline; 52 (LLM+Tests) is the weakest on bc and sqlite.
The test-suite baseline itself is not at 100% validity, because real test suites deliberately
include error-triggering inputs. On diversity, S2 generates the most functionally diverse
seeds (highest initial coverage, zero duplicates), S3 produces diverse seeds efficiently
but with lower coverage, and 5S4 is most prone to repetition for simple targets. Yet nei-
ther high validity nor high initial diversity alone fully determines fuzzing effectiveness.
The most functionally diverse strategy (S2) does attain the highest final mean coverage
on every AFL++ target, so initial diversity and final coverage are broadly aligned, but the
alignment holds for the three-run means rather than for individual campaigns, and the

fuzzer’s mutation efficiency still shapes the size of the gap.

5.4 RQ3: What are the practical trade-offs of LLM-based seed generation?

RQ3: What are the practical trade-offs of incorporating LLMs into seed generation, in terms of

computational overhead, resource usage, and integration complexity?

To answer RQ3, we instrumented the seed generation pipeline to record the number of API

calls, token consumption, duplicate rejection rate, wall-clock time, and estimated monetary
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cost for each strategy-target combination. All runs used the GPT-40 mini model (input: $0.15
per 1M tokens; output: $0.60 per 1M tokens). The target was 26 unique seeds per configura-

tion. Table 5.8 summarizes the per-target results, and Figure 5.5 provides a visual comparison.

Table 5.8: Seed generation cost and efficiency for each strategy and target program. All con-
figurations produced 26 unique seeds. Dup. indicates duplicate seeds rejected by SHA-256

deduplication.

Tokens

Strategy Target Seeds APl Dup. Input Output Cost Time

bc 26 26 21,665 12,600  $0.011  4.3min

0
xmllint 26 26 0 39,039 55059 $0.039 17.6 min
S2 (LLM+Tests)
0
0

lua 26 26 131,292 60,182 $0.056 17.9 min
sqlite 26 26 5,729 3,416 $0.003  1.2min
bc 26 3 0 20,649 727 $0.004 0.7 min
xmllint 26 3 0 5,937 1,728 $0.002 0.6 min
S3 (LLM+Manual)
lua 26 2 2 24,646 829 $0.004 0.6min
sqlite 26 3 0 136,254 577 $0.021 0.3min
bc 26 51 25 59,364 962 $0.010 0.6 min
xmllint 26 26 0 53246 3,078 $0.010 1.5min
S4 (LLM+Grammar)
lua 26 32 6 63,488 654 $0.010 0.6 min
sglite 26 26 0 214,445 1,491  $0.033 1.9 min

Table 5.9 presents the aggregated cost per strategy across all four targets.

Several findings emerge from the cost analysis:

S3 (LLM+Manual) is the most cost-efficient strategy. It requires the fewest API calls (2-3 per
target) because it generates seeds in batches, resulting in the lowest total cost ($0.030 across
all targets) and the fastest generation time (under one minute per target). The batch approach

produces all seeds in a single prompt-response cycle, with up to 6 retries per file to ensure
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Figure 5.5: Seed generation cost, API calls, and token consumption by strategy and target pro-

gram. S1 (Test-suite) requires no LLM calls and serves as a zero-cost baseline.

Table 5.9: Aggregated seed generation metrics by strategy across all four target programs. Per-
strategy costs are computed from the unrounded per-target values, so summing the rounded
entries in Table 5.8 may differ slightly due to rounding. The unrounded grand total across S2-

S4 is approximately $0.20 USD.

Strategy Seeds APICalls Total Tokens Total Cost Avg. Time
S1 (Test-suite) 104 0 0 $0.000 0.0 min
S2 (LLM+Tests) 104 104 328,982 $0.108 10.3 min
S3 (LLM+Manual) 104 1 191,347 $0.030 0.6 min
S4 (LLM+Grammar) 104 135 396,728 $0.062 1.2 min

uniqueness and reach the 26-seed target.

S2 (LLM+Tests) is the most reliable but slowest strategy. It produces exactly 26 unique seeds
for every target with zero duplicates, owing to its one-seed-per-call design with growing mem-
ory of previously generated seeds. However, this sequential approach with accumulating con-
text results in the highest wall-clock time (up to 17.9 minutes for lua, where each test file pro-

vided as context is large). The total cost ($0.108) is moderate.

S4 (LLM+Grammar) has moderate cost with variable efficiency. When augmented with feed-
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Seed Generation Time per Strategy and Target
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Figure 5.6: Wall-clock time for seed generation per strategy and target. S2 is the slowest due

to sequential one-seed-per-call generation with accumulating context.

back showing previously generated seeds in the prompt, S4 reliably produces 26 unique seeds
for all targets. However, for bc it still required 51 API calls (25 duplicates rejected) to reach
26 seeds, indicating that the grammar-only prompt can be repetitive for simple input formats.
The total cost ($0.062) falls between S3 and S2. Token consumption is dominated by the gram-
mar text included in each request, with sqlite’s large SQL grammar contributing the most (214K

tokens).

Overall cost is negligible relative to fuzzing. The total cost for generating all seed corpora
across three LLM strategies and four targets was approximately $0.20 USD, and the total gen-
eration time was approximately 48 minutes. Given that each fuzzing campaign runs for one
hour and requires dedicated hardware, the LLM-based seed generation represents a minimal

overhead in both cost and time.

Integration complexity is low. RQ3 also asks about integration effort. Our pipeline required
approximately 500 lines of Python to implement all three LLM strategies, including prompt

construction, API interaction, deduplication, and output parsing. The generated seeds are
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plain text files placed in the fuzzer’s input directory: no modifications to the fuzzer itself are
needed. The main integration challenge is prompt engineering: each strategy requires target-
specific prompt tuning (selecting appropriate test files, grammar specifications, or manual
pages), which involves manual effort proportional to the number of targets. However, once

prompts are designed, the generation process is fully automated and reproducible.

5.4.1 Discussion

The negligible cost of LLM-based seed generation (approximately $0.20 total across all config-
urations) stands in sharp contrast to the computational cost of fuzzing itself, which required on
the order of 168 one-hour campaigns (120 single-strategy and 48 hybrid) of dedicated fuzzing
time across the matrix. This cost asymmetry has an important practical implication: even when
LLM-generated seeds do not outperform test-suite seeds (as observed most clearly for lua), the
cost of trying is so low that there is little reason not to include LLM-generated seeds as a sup-
plement to existing corpora. The worst-case outcome is marginal overhead in corpus size; the

best-case outcome is meaningful coverage improvement, as observed for BusyBox bc.

The cost comparison also reveals that the choice of prompting strategy involves a trade-off
between generation time and seed quality. S2 (LLM+Tests) is the slowest (up to 17.9 minutes
per target) but produces the most effective seeds overall, while S3 (LLM+Manual) completes
in under one minute but yields lower coverage. For practitioners, this suggests that S2 should
be preferred when generation time is not a constraint (which is typically the case, given that
fuzzing campaigns run for hours or days), while S3 offers a rapid alternative when seeds are

needed quickly or when test-suite examples are unavailable.

Our cost analysis is based on GPT-40 mini pricing at the time of the experiments. As LLM costs
continue to decrease and open-source models become more capable, the economic barrier
to LLM-assisted seed generation will further diminish, potentially making it a standard prepro-

cessing step in fuzzing workflows.
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A caveat is in order regarding the “negligible cost” framing. The $0.20 figure and the sub-
hour generation time capture only the marginal inference cost borne by the practitioner: the
API charge and wall-clock time to query an already-trained model. They do not account for
the substantial one-time cost of training the underlying model, which is amortised across all
of the provider’s users and is not visible in a per-request bill. Training a frontier-scale LLM
consumes energy and hardware resources orders of magnitude larger than any single fuzzing
campaign, and inference at scale also carries a non-trivial energy footprint. Our claim of negli-
gible cost should therefore be read as “negligible to the end user of an existing model” rather
than “negligible in an absolute, life-cycle sense.” For a practitioner deciding whether to add
LLM-generated seeds to a campaign, the marginal-cost view is the relevant one; but the aggre-
gate environmental and economic cost of the models this technique depends on is real, and
a full sustainability accounting would need to weigh it against the coverage benefits reported

here.

Answer to RQ3

The practical overhead of LLM-based seed generation is negligible: approximately
$0.20 USD and 48 minutes of generation time for all configurations, compared to
roughly 168 hours of fuzzing across the matrix. S3 (LLM+Manual) is the cheapest and
fastest ($0.030, under 1 minute per target); S2 (LLM+Tests) is slowest but most reliable
(up to 17.9 minutes, zero duplicates). Integration requires approximately 500 lines of
Python and no modifications to the fuzzers themselves. The cost-benefit ratio strongly

favorsincluding LLM-generated seeds as a low-risk supplement to any fuzzing campaign.

5.5 Summary of results

The experimental evaluation yields several key findings regarding LLM-driven seed generation

for coverage-guided greybox fuzzing:

The findings below are grouped by research question and listed in order (RQ1 first, then RQ2,

then RQ3) so that each item can be traced back to the question it answers.
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Findings related to RQ1 (coverage and vulnerability discovery).

. (RQ1) No universal winner among LLM strategies. None of the three LLM-assisted strate-

gies (52, S3, S4) consistently outperforms the test-suite baseline (51) across all targets and
fuzzers. The relative effectiveness of each strategy depends on the target program, the

input format complexity, and the fuzzing engine.

(RQ1) Test-suite seeds remain a strong baseline. The test-suite strategy (S1) achieves the
highest or second-highest coverage in six of eight configurations and clearly leads on lua
with both fuzzers (by 25-35% over the best LLM strategy). On sqlite/AFL++, by contrast,
the test suite and the three LLM strategies are statistically tied once run-to-run variance
is taken into account. Existing test suites nonetheless encode domain knowledge about

edge cases and program behavior that LLMs do not fully replicate, most visibly on lua.

(RQ1) LLM strategies show target-specific advantages. For BusyBox bc with AFL++, all
three LLM-assisted strategies outperform the S1 mean (though within the run-to-run
noise of those cells), demonstrating that for programs with well-defined, relatively sim-
ple input formats, LLM-generated seeds can provide meaningful benefits. More cleanly,
S2 achieves the best sqlite coverage with both fuzzers (15,031 edges with AFL++, 15,399
with Honggfuzz), the Honggfuzz result being the clearest single-strategy LLM win in the

matrix.

(RQ1) LLM seeds increase crash discovery on BusyBox bc. Crash counts are reported
from a single retained campaign per cell rather than an n=3 mean (Table 5.5). On bc
with AFL++, the only target-fuzzer pair that produced more than a handful of crashes, S3
(LLM+Manual) triggered 113 unique crashing inputs versus 63 for the test-suite baseline
S1 (roughly 1.8 x more), and the three LLM strategies together produced 199 crashes
against S1's 63. On sqlite, crash counts range from O to 4 across configurations, too low
and too sparse to support strong claims; no crashes were observed for xmllint or lua,

consistent with the maturity of those codebases.

(RQ1) Seed quality matters more for some targets than others. Taking each engine sep-
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arately, the spread between the best and worst strategy is widest on lua and narrowest
on bc. Under AFL++ the lua column runs from SO at 3,288 edges to S1 at 7,055, a gain of
+114.6%, while the bc column runs from 1,823 to 3,957 edges; under Honggfuzz the lua
column runs from 3,191 to 6,297 edges (4-97.3%) while the bc column moves only from
2,439 to 2,907 (+19.2%). Semantically rich targets thus appear to benefit more from

high-quality seeds than simple ones, under either engine.

6. (RQ1) Fuzzer choice interacts with seed strategy. The best corpus for a target is not the
same under both engines: S2 leads three of the four AFL++ columns but only one of the
four Honggfuzz columns, where S1 leads on bc and xmllint. The strength of the seed-
quality effect also differs, most visibly on bc, where the choice of corpus changes the
outcome by a factor of about 2.2 under AFL++ but by roughly 19% under Honggfuzz. A
seed-generation strategy evaluated on one fuzzer alone may therefore yield an engine-

specific conclusion.

Findings related to RQ2 (seed validity and diversity).

7. (RQ2) Prompt design critically affects both validity and diversity. On direct validity (Ta-
ble 5.7), the context-rich LLM strategies S3 (manual page) and S4 (grammar) reach 100%
parse-validity on three of four targets and meet or exceed the test-suite baseline; S2
(LLM+Tests) is the weakest on bc (10/26) and sqlite (13/26), suggesting that in-context
test-suite examples can lead the LLM to over-generalise into syntactically incorrect terri-
tory. The test-suite baseline itself is not at 100% validity (12/26 on sqlite, 18/26 on bc) be-
cause real test suites deliberately include error-triggering inputs. On diversity, strategies
that include memory of previously generated seeds (S2) or use batch generation with
deduplication (S3) achieve near-zero duplicate rates, while the grammar-based strategy
(54) is more prone to producing duplicate outputs for simple input formats like bc (49%
duplicate rate). Initial seed coverage, a measure of functional diversity, shows that 52

produces the most diverse seeds for three out of four targets, and once run-to-run noise
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is averaged out the most diverse strategy also achieves the highest final coverage on ev-
ery AFL++ target, so initial diversity and final coverage are broadly aligned; the fuzzer’s

mutation efficiency still shapes the magnitude of the final gap.

Findings related to RQ3 (cost and integration overhead).

8. (RQ3) LLM seed generation is low-cost and easy to integrate. The total cost for gen-
erating all seed corpora across three LLM strategies and four targets was approximately
$0.20 USD using GPT-40 mini, with a total generation time of approximately 48 minutes.
S3 (LLM+Manual) is the most efficient at $0.030 total with batch generation under one
minute per target, while S2 (LLM+Tests) is the slowest (up to 17.9 minutes) but most re-
liable. The cost is negligible relative to the computational resources required for fuzzing

campaigns, and integration requires no modifications to the fuzzers themselves.

5.6 Limitations and threats to validity

5.6.1 Run count and variance estimation

As described in Section 4.5, our experimental matrix repeats every cell three times (n=3):
both baselines (SO, S1), the three LLM-assisted strategies (52-54), and the two hybrid corpora.
Each headline number is reported as the arithmetic mean of the three runs, with the run-
to-run spread (max — min)/ min alongside. Coverage-guided fuzzing is inherently stochastic:
random mutations, thread scheduling, and other non-deterministic factors mean that two runs
of the same configuration can yield different coverage results. Three runs per cell are enough
to expose this variance and to separate stable coverage differences from noise, but not enough

to support formal hypothesis testing (see below).

The full per-run values and spreads for every strategy are given in Appendix C, Table C.1. Most
cells are low-variance (spread below 10% in final edge coverage), consistent with the noise

range reported in fuzzing benchmarks such as FuzzBench (Metzman et al., 2021), but a handful
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are markedly bimodal, with spreads above 50%: bc/AFL++/50 (130.1%), xmllint/Honggfuzz/S2
(156.8%) and /S3 (120.9%), sqlite/AFL++/S0 (60.4%) and /S3 (61.6%), and sqlite/Honggfuzz/S4
(68.3%). In these cells an individual run can land near the SO level or near the S1 level, so the
corresponding means must be read together with their spreads. Two consequences follow.
First, deltas between two strategies that are smaller than the run-to-run spreads of the cells
being compared should be read as “not clearly different” rather than as confirmed effects. This
caveat applies to most of the bc/AFL++ LLM-vs-S1 margins, whose LLM cells themselves carry
+40% spreads. Second, the larger, lower-variance deltas, S1's lead on lua (both fuzzers) and
S2’s +13.6% lead on sqlite/Honggfuzz, exceed the relevant spreads and are treated as robust.
Hybridisation with S1 collapses the high-variance single-strategy cells to low-variance hybrids
(Section 5.2), which is itself evidence that the bimodality is an exploration/scheduling artefact

rather than a property of the seeds alone.

Formal statistical hypothesis tests (e.g. Mann-Whitney U, Wilcoxon signed-rank) gain power
with more than three observations per condition, so with n=3 we report means and spreads
rather than p-values, and the coverage comparisons in this chapter should be interpreted as
indicative rather than statistically conclusive, especially for the smaller deltas. Future work
should grow the design to 10-30 runs per configuration to enable rigorous statistical analysis

and to tighten the estimates for the high-variance cells identified above.

5.6.2 Concurrent campaign execution and cross-fuzzer thread asymmetry

As described in Section 5.1, the orchestrator scheduled two fuzzing campaigns concurrently on
the 12-core test machine throughout the experiment. An AFL++ campaign consumes approxi-
mately one CPU core, while a Honggfuzz campaign with the default -threads auto-detection
setting (Section 4.2.2) launches up to 12 worker threads. Two concurrent AFL++ campaigns
therefore use roughly two cores total, leaving substantial idle headroom; one AFL++ campaign
paired with one Honggfuzz campaign also fits comfortably within the 12-core machine; and
two concurrent Honggfuzz campaigns can in principle nominally over-subscribe the cores (24

worker threads on 12 physical cores), but the OS scheduler interleaves the threads fairly across
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the two processes and we did not observe any fuzzer being CPU-starved during the experi-
ments. We did not use explicit resource partitioning (taskset, cgroups, or virtualisation) to
enforce a hard split between the two concurrent campaigns; the machine was otherwise idle
apart from the orchestrator, and the two-concurrent-campaigns policy was applied uniformly
across every configuration, so any second-order CPU-scheduling effect applies symmetrically

and does not bias the relative ranking of strategies within a fuzzer.

Arelated but more structural asymmetry is that AFL++ campaigns ran as a single af1-fuzz pro-
cess while Honggfuzz campaigns used the default multi-threaded worker count (Section 4.2),
so the two engines consume different amounts of CPU per campaign by design. Together with
the fact that the two engines instrument and enumerate edges differently (LLVM-mode bitmap
vs. SanitizerCoverage), this means that an edge total obtained under one engine and an edge
total obtained under the other are not measurements of a common quantity, and no compar-
ison between them would be interpretable. This is why we report the two engines as two in-
dependent within-fuzzer rankings and never compare their coverage numbers (Section 5.2.6).
The within-fuzzer comparisons (S1vs. S2 vs. S3 vs. S4 for the same target on the same fuzzer)
are affected by neither the concurrency policy nor the engine-internal threading difference,
since both apply uniformly to every strategy in a given column. Equalising the CPU budget of
the two engines under explicit core partitioning, which would be a prerequisite for any mean-

ingful cross-engine measurement, is left to future work.

5.6.3 Length of the time budget

Every campaign reported in this thesis runs for one hour, whereas much of the fuzzing litera-
ture, including the evaluation guidance of Klees et al. (Klees et al., 2018) and the SeedAlchemy
evaluation (Wen et al., 2024), uses 24-hour campaigns. This was a deliberate allocation of a
fixed compute budget: repeating all 40 configurations three times, plus the hybrid corpora,
already consumes roughly 168 hours of fuzzing, and we judged replication more valuable than
duration for a study whose claims are comparative rather than absolute. The plateau analysis

in Section 4.4 supports the choice for most configurations, but not for all of them: sqlite in
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particular is still discovering edges late in the hour (Table 4.1), so its coverage numbers should
be read as a one-hour snapshot rather than as converged values, and a longer budget could
plausibly change the ranking of strategies on that target. Any comparison between our abso-
lute edge counts and those reported in 24-hour studies is therefore not meaningful; only the

within-matrix comparisons are.

5.6.4 Sensitivity to model and prompt design choices

All LLM-based strategies in this thesis use a single model (GPT-40 mini) with a fixed prompt tem-
plate per strategy. The empirical results therefore characterise the behaviour of this specific
model-and-prompt combination, not LLM-assisted seed generation in general. Three classes
of variation were not explored and may yield substantively different outcomes: (i) larger or dif-
ferently trained models (e.g., GPT-40, Claude, open-source models such as Llama or DeepSeek-
Coder), which may produce more diverse or more semantically grounded seeds at higher cost;
(ii) alternative prompting techniques (chain-of-thought, few-shot with multiple in-context ex-
amples, coverage-feedback loops), which may improve the validity rates observed for S2 on
bc and sqlite or close the queue-dilution gap observed for S4; and (iii) prompt-temperature
regimes other than the 0.7 baseline used here. Because we vary none of these in the matrix,
comparisons across strategies should be read as comparisons across contextual sources (test
files, manual pages, grammars) holding the model-and-prompt-template axis fixed. Section 6.3

identifies systematic exploration of this axis as a primary line of future work.

5.6.5 Internal validity

The moderate number of runs (n=3) discussed in the first subsection of this section constitutes
a threat to internal validity, since three observations per cell limit our ability to distinguish
true seed-quality effects from random fuzzing noise for the smaller observed deltas (those
within the corresponding run-to-run spreads), particularly in the bimodal cells. The model
and prompt sensitivity discussed above is also internally relevant: any finding that depends

on a particular GPT-40 mini behaviour (for example, 52's tendency to over-generalise on bc
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and sqlite) cannot be cleanly separated from the choice of model and prompt without further

experiments.

5.6.6 External validity

Our evaluation covers four target programs representing distinct input formats (arithmetic ex-
pressions, XML, Lua scripts, and SQL). While this selection provides reasonable diversity, gen-
eralizing our findings to other domains, such as binary formats, network protocols, or larger

software systems, requires further investigation.

Our fixed corpus size of 26 seeds is dictated by the smallest available test suite (BusyBox bc)
and chosen so that S1 is reported without artificial truncation while every other strategy is
held to the same size for fair comparison (Section 3.6). The hybrid experiments in Section 5.2
provide implicit empirical evidence that this size is reasonable: at 52 seeds (S1+52) the corpus
improves over the 26-seed S1 baseline in all 8 target-fuzzer combinations, but at 104 seeds
(S14+-52-+S3-+54) the gains shrink: it improves in 7 of 8 and frequently decreases coverage rel-
ative to 52 seeds, consistent with the queue-dilution effect reported by Herrera et al. (Herrera
et al., 2021). We therefore have direct evidence that simply enlarging the corpus does not re-
liably improve coverage on this matrix, supporting 26 as a defensible operating point rather
than an arbitrary cap. A pure corpus-size ablation that varies size while holding generation
strategy constant (e.g., evaluating S1 at 26, 52, 100, and 200 seeds for a single target) would

refine this conclusion and is left to future work.

5.6.7 LLM training-data contamination

The four target programs evaluated in this thesis (BusyBox, libxml2, Lua, and SQLite) are all
widely deployed open-source projects whose source code, official test suites, and manual
pages are publicly available on the internet and were almost certainly present in the training
corpus of GPT-40 mini before any of our experiments were run. The LLM therefore brings two

kinds of knowledge to each prompt: the explicit context we supply (the test file, manual page,
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or grammar fed in for that prompt), and an unmeasured residual from pre-training exposure
to the same projects. Our prompt design attempts to steer the model toward the explicit con-
text: anchoring each S2 prompt on a specific test file, including the full manual page verbatim
for S3, and embedding the formal grammar before asking for a derivation for S4, so that the
LLM is guided to use the supplied input files rather than its own memory of the targets. We
cannot, however, guarantee that the model ignores its pre-training memory entirely, and the
results in this thesis should therefore be read as reflecting the combined effect of both knowl-
edge sources. A stronger test of the LLM-assisted strategies would evaluate them on (i) targets
developed after the model’s training cutoff, (ii) proprietary or in-house parsers absent from
public corpora, or (iii) deliberately obfuscated variants of the present targets, where only the

prompt-context channel is available. We leave such an evaluation to future work.



CHAPTER VI
CONCLUSION AND FUTURE WORK

This thesis investigated the use of large language models for generating seed corpora for coverage-
guided greybox fuzzing. We designed and evaluated five seed generation strategies: an empty
baseline (SO), a test-suite baseline (S1), and three LLM-assisted strategies using test-suite ex-
amples (52), manual page documentation (S3), and formal grammar specifications (S4). We ran
all five across four target programs (BusyBox bc, xmllint, lua, sqlite) and two fuzzing engines
(AFL++, Honggfuzz). This chapter summarizes our contributions and findings, and identifies

directions for future research.

6.1 Summary of contributions

Our work makes the following contributions:

1. A systematic comparison of LLM-driven seed generation strategies. We proposed and
implemented three distinct LLM prompting strategies (52-54) for seed corpus genera-
tion, each leveraging a different type of contextual information. Unlike prior work that
evaluates a single strategy on a single target, our evaluation spans four targets and two
fuzzers under standardized experimental conditions (fixed corpus size of 26 seeds, one-

hour time budget, identical hardware and parameters), enabling controlled comparison.

2. Empirical evidence on the effectiveness of LLM seeds relative to test-suite seeds. Our
results show that LLM-generated seeds consistently outperform the empty baseline,
confirming their value as initial corpora. However, they do not reliably match the cover-
age achieved by curated test suites. LLM seeds outperform the test-suite mean in 7 of
the 24 single-strategy configurations (29%), with the clearest gains on BusyBox bc with
AFL++ (roughly 4-20% over the test-suite mean, though within the run-to-run noise of

those high-variance cells) and the single cleanest win being 52 on sqlite with Honggfuzz
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(+13.6%). For vulnerability discovery, LLM seeds triggered nearly twice as many crashes
as the test suite on BusyBox bc, the only target where any strategy produced more than
a handful of crashes; no crashes were observed for xmllint or lua, so this finding does

not generalise beyond bc.

3. Analysis of seed diversity beyond string-level uniqueness. We introduced the use of
initial edge coverage, the coverage achieved by the seed corpus before any fuzzer mu-
tation, as a measure of functional diversity that complements the traditional duplicate
rejection rate. We found that high initial diversity does not guarantee high final cover-

age, which points to the importance of seed mutability for effective fuzzing.

4. Cost and integration analysis. LLM-based seed generation is inexpensive (approximately
$0.20 total across all configurations using GPT-40 mini) and easy to integrate into exist-
ing fuzzing workflows, requiring no modifications to the fuzzer itself. This figure is the
marginal per-use inference cost borne by the practitioner; it excludes the model’'s much

larger, amortised training cost, a distinction we discuss in Section 5.4.

6.2 Answers to research questions

RQ1: Do LLM-generated seeds improve code coverage and vulnerability discovery compared

to traditional test-suite-based seed inputs?

LLM-generated seeds consistently improve coverage over the empty baseline but do not re-
liably match the test-suite baseline. They are most effective for programs with simple, well-
documented input formats (BusyBox bc) where the LLM’s training data adequately represents
the input space; we caution that all four targets used in this evaluation are widely deployed
open-source projects whose source and test suites were almost certainly part of the LLM'’s
training corpus, so this “training data adequately represents the input space” condition may
not hold for programs absent from public pre-training data (Section 5.6). For programs with
developer-curated test suites (lua above all), the test suite remains superior; on sqlite, by con-

trast, the test suite and the best LLM strategies are statistically tied once run-to-run variance
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is taken into account. Hybrid experiments show that $1+52 improves upon the S1 meanin all 8
configurations, while the full hybrid $1+52+S3+54 helps in 7, suggesting that selective augmen-
tation is at least as effective as indiscriminate stacking and also markedly reduces run-to-run
variance. In the absence of a test suite, the best LLM strategy reaches at least 74% of the
test-suite coverage in every configuration (and >75% in 7 of 8), making LLM seeds a practical
bootstrapping option for projects similar to those evaluated here. For vulnerability discovery,

LLM seeds show promise for specific targets but the evidence is limited to BusyBox bc.

RQ2: How do different LLM prompting strategies affect the validity and diversity of generated

seeds?

The choice of prompting strategy significantly affects both seed validity and seed diversity. On
validity, the LLM strategies that use richer context (S3 with manual pages, 54 with grammars)
reach 100% parse-validity on three of four targets and meet or exceed the test-suite baseline;
S2 (LLM+Tests) is weakest on bc and sqlite, suggesting that in-context test-suite examples can
lead the LLM to over-generalise into syntactically incorrect territory. The test-suite baseline
itself is not at 100% validity because real test suites include deliberate error-triggering inputs.
On diversity, S2 produces the most functionally diverse seeds with zero duplicates, while S4 is
most prone to repetition and achieves the lowest initial coverage. Yet neither high validity nor
high initial diversity alone fully determines fuzzing effectiveness; the most diverse strategy (S2)
does achieve the highest final mean coverage on every AFL++ target, so initial diversity and final
coverage are broadly aligned, but the alignment holds for the three-run means rather than for

individual campaigns, and the fuzzer's mutation efficiency shapes the size of the gap.

RQ3: What are the practical trade-offs of incorporating LLMs into seed generation?

The computational overhead is negligible: approximately $0.20 and 48 minutes for all configu-
rations, compared to roughly 168 hours of fuzzing across the n=3 matrix. Integration requires
only a lightweight Python pipeline that outputs plain text files to the fuzzer’s input directory.

The main effort is prompt engineering, which involves one-time target-specific tuning. The
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cost-benefit ratio strongly favors including LLM-generated seeds as a low-risk supplement to

any fuzzing campaign.

6.3

Future research directions

Our findings suggest several directions for future work:

1. More runs and statistical rigor. Every cell of our matrix is reported at n = 3, which lets us

separate stable coverage differences from run-to-run noise but does not by itself support
formal hypothesis testing. The most immediate extension is to grow the present n = 3
design to 10-30 runs per configuration to enable statistical tests (e.g., Mann-Whitney
U) and tighter confidence intervals, particularly for the high-variance cells identified in

Section 5.6, and would strengthen confidence in the comparative findings reported here.

. Complete hybrid combination matrix and selective hybrid seed corpora. Our hybrid

experiment evaluated only two of the seven possible non-trivial combinations of S1 with
the LLM strategies: S1+52 and the full $14+-52+-53+54. The remaining five (51+53, 51454,
S$14+-52+S53, S1+52+54, S1+53-+54) were left out due to fuzzing-time constraints; eval-
uating them (each at the same n = 3 as the rest of the matrix) would complete the
picture and may reveal pairings, such as S14-S3 on a target where S3 individually per-
formed well, that are stronger than the two we tested. Beyond exhaustive enumera-
tion, selective combination strategies could avoid the queue-dilution effect observed in
our experiments while retaining the complementary paths that LLM seeds occasionally
provide: corpus distillation to retain only LLM seeds that contribute unique coverage, or

coverage-based filtering to merge S1 with only the most diverse LLM seeds.

. LLM-driven seed selection to counter queue dilution. Our hybrid experiments (Sec-

tion 5.2) showed that indiscriminately stacking all LLM strategies on top of the test suite
can reduce final coverage, because the fuzzer spends scheduling budget on every seed
regardless of its marginal value, a queue-dilution effect. A promising counter-measure is

to use the LLM not only as a seed generator but as a final seed selector: after pooling S1
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and all LLM-generated seeds, an LLM could be prompted to rank or filter the pool down
to a compact, high-value subset (e.g. by predicting which seeds exercise distinct fea-
tures or sit closest to unexplored branch boundaries) before the corpus is handed to the
fuzzer. This LLM-based selection step should be evaluated head-to-head against classic
coverage-based corpus distillation (which selects seeds by measured unique-coverage
contribution, Section 2.2.5): the open question is whether an LLM’s semantic judgement
of seed value can match or complement a purely coverage-driven distillation pass, and

whether it avoids the dilution penalty at lower measurement cost.

4. Coverage-guided prompt refinement. Our diversity analysis (Section 5.3) shows that
high initial seed coverage does not translate into a proportional final-coverage lead,
which suggests that prompt design should optimize for seed mutability (how produc-
tively small byte-level mutations cross new branches) rather than for raw coverage breadth
alone. A feedback loop where coverage results from early fuzzing runs are used to re-
fine subsequent LLM prompts could address this. This approach is related to the iterative
seed refinement explored by LLaMAFuzz (Zhang et al., 2024), but applied at the prompt

level rather than at the individual seed level.

5. Broader target diversity. Our evaluation covers four C programs that process structured
text input. Extending to binary formats, network protocols, and programs in other lan-
guages would test the generalizability of our findings. Targets without existing test suites
would be particularly valuable, as our results suggest LLM seeds provide the greatest rel-

ative benefit in that scenario.

6. Alternative LLMs and prompt techniques. We used a single model (GPT-40 mini) with
fixed prompt templates. Evaluating larger models (GPT-40, Claude), open-source models
(LLaMA, Codellama), and advanced prompting techniques (chain-of-thought, few-shot
with coverage feedback) could reveal whether the limitations observed, particularly for
complex targets like lua, are inherent to the LLM approach or specific to our model and
prompt choices. A related question left open by our design, which keeps each context

source in its own strategy, is whether combining sources in a single prompt (feeding
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the model test-suite examples, the manual page, and the grammar together) produces
seeds that are more valid and more diverse than any single source alone, or whether the

longer, mixed context instead dilutes the model’s focus.

. Seed mutability analysis. Our finding that high initial coverage does not guarantee high
final coverage points to the importance of seed mutability, the extent to which small
mutations to a seed can cross new branch boundaries. Developing metrics to mea-
sure and optimize seed mutability, potentially through static analysis of the target pro-
gram’s control-flow graph, could improve both LLM-based and traditional seed genera-

tion strategies.



APPENDIX A
EXPERIMENTAL TOOLCHAIN DETAILS

This appendix complements Chapter 4 by describing the concrete tooling, build invocations,
and orchestration behavior used in our experiments. The aim is to provide enough detail for
an independent reader to reproduce the build and execution environment without re-deriving

it from the prose of Sections 4.3-4.6.

Al Fuzzing orchestration workflow

The orchestration is implemented in Python and structured as four sequential phases: target
instrumentation, seed corpus generation, fuzzing execution, and coverage analysis. Each phase
reads its configuration from a small JSON manifest and writes its results to a per-target output
directory whose name encodes the target program, fuzzing engine, and seed-generation strat-
egy (e.g., outputs/sqlite/afl/s2). Output directories are created with automatic numeric

suffixes to prevent accidental overwriting when an experiment is re-run.

Target instrumentation. Each target program is rebuilt twice (once for AFL++ and once for
Honggfuzz) using the fuzzer-specific compiler wrappers and the same set of sanitizers. The

generic invocation pattern is:

# AFL++
CC=afl-clang-1lto CXX=afl-clang-lto++ \
CFLAGS="-fsanitize=address,undefined -g -01" \

./configure && make

# Honggfuzz
CC=hfuzz-cc CXX=hfuzz-c++ \

CFLAGS="-fsanitize=address,undefined -g -01" \
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./configure && make

After each build, the orchestration script invokes nm on the resulting binary and grep-checks
for the symbols __afl_ (AFL++) or __sanitizer_cov_ (Honggfuzz). The detected symbol set,
build timestamp, compiler version, and instrumentation flags are written to a JSON metadata
file alongside the binary so that subsequent verification does not require re-running the com-

piler.

Fuzzing execution. Each fuzzing campaign is launched as a subprocess of the orchestration

script. Common invocations are:

# AFL++
afl-fuzz -i seeds/<strategy>/ -o out/ -m none -t 3000 -V 3600 \

-- ./target @@

# Honggfuzz
honggfuzz -i seeds/<strategy>/ --workspace out/ \

--run_time 3600 -- ./target ___FILE__

The script automatically substitutes the AFL-style @@ marker with Honggfuzz's ___FILE___
marker when the Honggfuzz wrapper is selected, and falls back to stdin mode when no file
marker is present in the target command. SIGINT is propagated to the fuzzer subprocess so

that interrupted campaigns terminate cleanly and write a final statistics line.

A.2 Statistics collection and normalization

AFL++. Edge counts are read from the plot_data file emitted in the output directory. Two
schema variants are observed depending on the AFL++ build (15 columns in recent builds, 13

columns in older ones); a header-aware CSV parser keys on the column name edges_found
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rather than on a fixed column index, so the parser handles both schemas without modification.
The coverage trajectory is constructed from the relative_time and edges_found columns;

crash counts are taken from saved_crashes.

Honggfuzz. For Honggfuzz campaigns, edge coverage is read from the statistics CSV written
continuously throughout the run. Both AFL-style (relative_time, edges_found) and native
Honggfuzz (unix_time, edge_cov) layouts are present in our data set; the same header-aware
parser detects the layout from the header line and converts unix_time to elapsed seconds

when needed.

Aggregation. Per-campaign final values are aggregated into the strategy-by-target matrix used
in Chapter 5. Every strategy is run three times per target-fuzzer pair: the two baselines (SO,
S1), the three LLM-assisted strategies (52-54), and the two hybrid corpora. The three inde-
pendent runs are averaged before being placed in the final tables; the run-to-run spread is
computed as (max — min)/ min and reported alongside each mean. Within each experiment
directory the first run is stored under a descriptive filename (empty.csv, testsuite.csv,
testsuite-1lm.csv, manpage.csv, grammar .csv for SO-54 respectively, and s1-s2.csv
/ s1-s2-s3-s4.csv for the hybrids), while the two additional runs follow the convention
s{0..4}-run{2,3}.csv and s1-s2-run{2,3}.csv / s1-all-run{2,3}.csv. The aggre-
gation script and the raw CSV files are kept together by the author in line with the artefact-
availability policy described in Section 4.6, so that an interested reader who requests them

can rederive every cell of Tables 5.3, 5.6, and 5.4 from the same source data.



APPENDIX B
PROMPTS AND GENERATED SEED EXAMPLES

This appendix documents the prompt templates used by each LLM-assisted strategy (52, S3,
S4) and provides representative examples of the resulting seed inputs. The design rationale
for each strategy is described in Section 3.3, and the deduplication and adaptive-temperature
mechanism is described in Section 3.4. The aim of this appendix is to make the prompts au-
ditable for a jury reviewer who wants to assess the soundness of the prompt engineering,

without requiring access to the project repository.

B.1 Shared system prompt

All three strategies share a single system message that instructs the model to act as a careful
generator of fuzzing seeds. The system prompt does not name the target program or the seed
format; those details are deferred to the user prompt so that the same system message can

be reused across strategies and targets. The text is approximately:

You are a careful generator of fuzzing seed inputs. Produce only the requested
content, with no markdown formatting, no code fences, no surrounding explana-
tion, and no comments. Each output must be a complete, self-contained input that
the target program would accept at its input boundary. Do not echo the prompt
back, do not repeat previously generated outputs, and prefer realistic identifiers

and values over arbitrary placeholder strings.

B.2 S2 (LLM+Tests) user prompt template

S2 generates seeds one at a time, using a single test-suite file as the in-context example. The

user prompt template is parameterised by the file extension and the file content:
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The following is an example test case in <ext> format taken from the official test

suite of <target>:

<original test file content>

Generate one new test case in the same <ext> format that follows the structure
and conventions of the example but exercises a different feature combination. Out-

put only the new test case, nothing else.

When a duplicate is detected, the prompt is regenerated with an additional sentence request-
ing variation in operators, identifiers, or nesting depth, and the temperature is increased by

0.1 (starting from 0.7, capped at 1.0).

B.3 $3 (LLM+Manual) user prompt template

S3 generates seeds in batches: a single API call returns multiple inputs separated by a blank
line, which a post-processing step splits and validates against the deduplication memory. The

user prompt embeds the entire manual page in the prompt body:

The following is the full manual page of <target>:

<man page content>

Produce <batch_size> distinct fuzzing seed inputs that collectively exercise as
many of the features documented above as possible. Each input must be syntacti-
cally valid for <target>, must use realistic data values rather than placeholders,
and must differ from the others in the feature it exercises (e.g. a different valida-
tion mode, encoding, or input construct). Separate inputs with a single blank line

and output nothing else.
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The batch size is set per target so that the expected number of unique survivors after dedu-
plication matches the corpus target of 26 seeds; for our four targets, two or three batches per

target were sufficient.

B.4 S4 (LLM+Grammar) user prompt template

S4 generates one seed per call and embeds the merged ANTLR lexer+parser grammar verbatim

in each prompt:

The following grammar specifies the input language of <target> (lexer rules fol-

lowed by parser rules, in ANTLR v4 syntax):

<merged ANTLR grammar>

Produce one concrete input that strictly conforms to this grammar. Do not echo
grammar rules; produce only a single derived input. Prefer realistic identifiers,
plausible numeric values, and reasonable nesting depth over arbitrary symbols.

Do not output anything else.

When the deduplication memory rejects a candidate, the prompt is augmented with up to
three previously generated seeds shown as “avoid producing inputs similar to:” negative ex-
amples. This augmentation, together with the temperature step described in Section 3.4, was
sufficient to drive S4’s duplicate rate from a peak of 49% on bc down to 0% on xmllint and

sqlite.

B.5 Generated seed examples

To keep the appendix self-contained, we list one representative seed per LLM strategy per

target (3 x 4 = 12 seeds in total). All seeds shown below were drawn directly from the corpora
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used to produce the results in Chapter 5. The full 26-seed corpora are kept by the author as
plain text files alongside the orchestration scripts and reproducibility metadata described in

Appendix A and Section 4.6.

Note for the jury: the truncated samples below are illustrative; the complete corpora and the
per-seed memory files used by the deduplication mechanism are preserved by the author and

can be supplied on request, in line with the artefact-availability policy described in Section 4.6.



APPENDIX C
ADDITIONAL RESULTS AND TABLES

This appendix complements Chapter 5 with two pieces of supporting data that are useful for
assessing the variance and the per-target detail of our experiments. Section C.1 reports the
three individual runs of every strategy per target-fuzzer combination, so that a reader can
see the raw observations behind each mean reported in Table 5.3. Section C.2 re-tabulates the
unique-crash counts of Table 5.5 alongside the final coverage to make the relationship between

coverage and crash discovery easier to read.

CA1 Per-run edge coverage for all strategies

Table C.1 lists the final edge coverage of each of the three independent campaigns for ev-

ery strategy and target-fuzzer combination, together with the mean (used in Tables 5.3, 5.6,

and 5.4) and the run-to-run spread (max — min)/ min. Within each experiment directory the
firstrunis stored under a descriptive filename (empty . csv, testsuite.csv, testsuite-11lm. csv,
manpage . csv, grammar . csv for SO-54) and the two additional runs follow the s{0. . 4}-run{2,3%}.csv

convention, in the experiment directories preserved by the author (Section 4.6).

Two observations from the per-run data are worth noting. First, the run-to-run spread varies
widely by cell. Many configurations sit below 10% (all four lua/AFL++ cells, all of bc/Honggfuzz,
and xmllint/AFL++ for $1-S3), consistent with the noise range reported in fuzzing benchmarks
such as FuzzBench (Metzman et al., 2021). A handful of cells, however, exhibit very large
spreads (> 50%): bc/AFL++/SO0 (130.1%), xmllint/Honggfuzz/S2 (156.8%) and /53 (120.9%),
sqlite/AFL++/S0 (60.4%) and /S3 (61.6%), and sqlite/Honggfuzz/S4 (68.3%). These high-variance
cells are bimodal (an individual run can land near the SO level or near the S1level), so the cor-
responding means in Chapter 5 must be read together with their spreads; the phenomenon is
discussed in Section 5.6. Second, the bc/AFL++ advantage of the LLM strategies over S1survives

averaging but is noisy: S2 (mean 3,957) and S3 (mean 3,944) exceed the S1 mean (3,283) by
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Table C.1: Final edge coverage of the three independent runs of each strategy per target-fuzzer
combination, with the reported mean and the run-to-run spread (max — min)/ min. Means

are the values cited throughout Chapter 5.

Fuzzer Target / Strategy Run1 Run2 Run3 Mean Spread

bc/S0 1,003 2,308 2,157 1,823 130.1%
bc/S1 3,364 3,137 3,348 3,283 7.2%
bc/S2 4,876 3,522 3,474 3,957 40.4%
bc/S3 4,954 3,432 3,446 3,944 44.3%
bc/S4 4,206 3,381 3,451 3,679 24.4%
xmllint /SO 2,711 3,480 3,122 3,104 28.4%
xmllint / $1 4341 4216 4,379 4,312 3.9%
xmllint / S2 4,941 4578 4,481 4,667 10.3%
xmllint/S3 4,86 3,881 3,854 3,974 8.6%
AFL+ xmllint/ S4 2,619 3,150 2,894 2,888 20.3%
lua/SO 3,096 3,425 3,342 3,288 10.6%
lua/S1 7,345 6,885 6,934 7,055 6.7%
lua/S2 5412 5177 57108 5,232 6.0%
lua/S3 4,065 4,174 4,169 4136 2.7%
lua/S4 3,798 3,899 3,854 3,850 2.7%
sqlite /SO 8,666 13,903 12,760 11,776 60.4%
sqglite / S1 15,123 14,651 13,850 14,541 9.2%
sqlite / S2 9,465 17,726 17,902 15,031 89.1%
sqlite /S3 10,121 16,103 16,354 14,193 61.6%
sqlite / S4 12,888 16,726 15,399 15,004 29.8%
bc/S0 2,312 2,459 2,545 2,439 10.1%
bc /51 2,862 2,949 2,909 2,907 3.0%
bc/S2 2,781 2,828 2,875 2,828 3.4%
bc/S3 2,814 2,834 2,831 2,826 0.7%
bc/s4 2,623 2,597 2,597 2,606 1.0%
xmllint /SO 1,663 1,964 1,968 1,865 18.3%
xmllint / $1 4,072 4148 4,270 4,163 4.9%
xmllint / S2 1,670 4,289 4,279 3,413 156.8%
xmllint/S3 1,705 3,733 3,766 3,068 120.9%
Honggfuzz xmllint/ S4 1,874 1,999 1,957 1,943 6.7%
lua/SO 2,563 3,534 3475 3,191 37.9%
lua/S1 6,247 6,216 6,428 6,297 3.4%
lua/S2 4,724 5142 5188 5,018 9.8%
lua/S3 3,396 3,894 3854 3715 147%
lua/S4 2,898 3,675 3,715 3,429 28.2%
sqlite /SO 9,861 14,224 12,663 12,249 44.2%
sqglite / S1 12,440 13,787 14,444 13,5557 16.1%
sqlite /S2 14,232 15,882 16,082 15,399 13.0%
sqlite /S3 10,806 13,447 14,369 12,874 33.0%

sqlite / S4 8,943 13,709 15,052 12,568 68.3%
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+20.5% and +20.1% respectively, and the direction is consistent in that all three LLM means
clear the S1 mean. The LLM cells nevertheless carry large run-to-run spreads (4-40.4% for S2
and £44.3% for S3), so the magnitude of the advantage is uncertain: for S3 the three runs
finish at 4,954, 3,432, and 3,446 edges, so the mean is pulled upward by a single unusually

high campaign and the advantage over S1 rests largely on that one run.

C.2 Crash counts and final coverage side-by-side

Table C.2 pairs the final edge coverage with the unique-crash count for each target-fuzzer-
strategy configuration, condensing the information that is split between Tables 5.3 and 5.5. The
two configurations with non-trivial crash activity (bc/AFL++ and sqlite/AFL++) are highlighted
by their gray background.

The pairing makes two patterns explicit. First, on bc/AFL++ the LLM-assisted strategies (52-
S4) collectively trigger 199 crashes against the 63 of the test-suite baseline in the campaign
for which crash corpora were retained, more than three times as many in aggregate. Second,
on sqlite the very limited crash activity (at most a handful of crashes per configuration in the
retained campaign) makes coverage rather than crash count the more discriminating metric:
no LLM strategy stands out on crashes alone for this target, and the strongest sqlite finding (the
S1+S2 hybrid with Honggfuzz, mean 16,058 edges) is a coverage result, not a crash-discovery

result.
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Table C.2: Final edge coverage (the n = 3 mean, as in Table 5.3) paired with the unique-
crash count (ASan/UBSan) for each configuration. Crash counts are the unique crashing inputs
recorded in the first campaign of each cell and are retained as a single-run indicator, because
per-run crash corpora were not preserved for the two repeat runs; they are therefore not
averaged over n = 3. Crash columns are shaded for the two configurations that produced

more than a handful of crashes.

BusyBox bc xmllint lua sqlite
Fuzzer Strategy Edges Crashes Edges Crashes Edges Crashes Edges Crashes
SO (Empty) 1,823 — 3,104 — 3,288 — 1,776 —
S1 (Test-suite) 3,283 63 4,312 — 7,055 — 14,541 4
AFL++ S2 (LLM+Tests) 3,957 35 4,667 — 5,232 — 15,031 =
S3 (LLM+Manual) 3,944 113 3,974 — 4,136 — 14,193 =
S4 (LLM+Grammar) 3,679 51 2,888 — 3,850 — 15,004 =
SO (Empty) 2,439 — 1,865 — 3,191 — 12,249 1
S1 (Test-suite) 2,907 — 4,163 — 6,297 — 13,557 —
Honggfuzz LLM+Tests) 2,828 — 3,413 — 5,018 — 15,399 1

S2(
S3 (LLM+Manual) 2,826 — 3,068 — 3,715 — 12,874 1
S4 (LLM+Grammar) 2,606 — 1,943 — 3,429 — 12,568 =
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