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Abstract
Mining the content of scientific publications is increasingly used to investigate the practice 
of science and the evolution of research domains. Topic models, among which LDA (sta-
tistical bag-of-words approach) and Top2Vec (embeddings approach), have notably been 
shown to provide rich insights into the thematic content of disciplinary fields, their struc-
ture and evolution through time. However, improving topic modeling methods remains a 
major concern. Here we propose an alternative topic-modeling approach based on neural 
clustering and feature maximization with F1-measure (in short: CFMf). We compare the 
performance of this approach to LDA and Top2Vec by applying the methods to a reference 
corpus of full-text philosophy of science articles (N = 16,917). The results reveal signifi-
cant improvements in terms of coherence measures, independently of the number of topics. 
Qualitative comparisons show an overall consistency in terms of topical coverage across all 
three methods, yet with differences: in particular, CFMf appears affected by the presence 
of a large class while Top2Vec generates some sets of top-words highly difficult to inter-
pret. We discuss these results and highlight upcoming research work.
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F-Max	� Feature maximization
GNG	� Growing neural gas
HDBSCAN	� Hierarchical density-based spatial clustering of applications with noise
LDA	� Latent Dirichlet allocation
MCMC	� Markov chain Monte Carlo
NPMI	� Normalized pointwise mutual information
t-SNE	� T-distributed stochastic neighbor embedding
UMAP	� Uniform manifold approximation and projection
USE	� Universal sentence encoder

Introduction

As privileged outcomes of scientific research, articles and their content provide unique 
insights into understanding science. Computationally mining the unstructured textual con-
tent of these articles can be an effective solution for investigating corpora of scientific texts 
too large for close reading. In this respect, topic-modeling can be used to reliably infer the 
thematic content of publications, making it possible to identify dominant research topics 
in specific scientific disciplines, including their evolution through time (e.g., Börner et al., 
2021; Griffiths & Steyvers, 2004; Talley et al., 2011). One such well-established approach 
is the Latent Dirichlet Allocation (LDA) model (Blei et al., 2003)—which is a statistical 
bag-of-word machine learning model—and its variants (Boyd-Graber et  al., 2017). With 
the development of neural network models, a very different approach consists of producing 
document and word embeddings, which are then used as a basis for extracting topics, as is 
done with Top2Vec (Angelov, 2020).

Though such neural network approaches are accompanied by many promises, research 
is still pursued with statistical approaches, notably for computational reasons. Among 
recent works, topic models have been devised that make use of a combination of neural 
clustering and feature maximization with contrast (in short: CFMc) (Lamirel et al., 2015). 
These CFMc methods have shown promising results when tested on a corpus of Chinese 
science studies research articles (Lamirel et al., 2020). However, our preliminary experi-
ments on the more complex dataset of philosophy of science articles—previously analyzed 
with LDA (Malaterre & Lareau, 2022)—highlighted three main limitations: First, binary 
representation of words in documents, as done in CFMc, appeared too restrictive as shown 
notably by comparisons of coherence measures, thus encouraging the use of word frequen-
cies; Second, contrast seemed not to be applicable in corpora whose documents did not 
contain clear-cut discriminative topics; And third, no quantitative comparisons with LDA 
had been performed.

These limitations led us to devise a novel approach still based on neural cluster-
ing with feature maximization (FMax) but now relying on F1-measure (in short: CFMf), 
first described in (Lamirel et al., 2023). This approach still relies on neural clustering and 
FMax—which provides parameter-free feature selection and feature weighting capabilities 
(Lamirel et al., 2015) and has proved very helpful in several data mining tasks, including 
graph mining (Prouteau et al., 2021)—but now uses F1-measure instead of contrast.

In the present contribution, we assess the performance of the CFMf model and compare 
it to LDA and Top2Vec. We apply the three methods to the reference corpus of philosophy 
of science articles and compare models first quantitatively in terms of coherence (New-
man et al., 2010), but also in terms of topic diversity and document recall, across a broad 
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range of K numbers of topics. We also assess the respective qualitative performance of the 
three models by examining the interpretability of their topics at K = 25 from an expert-
knowledge point of view, and by examining document coverage in terms of topics. The 
results show contrasted quantitative and qualitative performance of the three approaches 
and provide a better understanding of the strengths and weaknesses of each model that 
should be valuable to many researchers and users of topic models. In particular, we show 
the strength of CFMf and Top2Vec over LDA in terms of coherence, the higher perfor-
mance of Top2Vec in terms of topic diversity, and overall better measures in terms of doc-
ument recall for LDA and CFMf. Additional points are also raised, notably the existence of 
an unbalanced class in CFMf and of several hard-to-interpret classes in Top2Vec.

In what follows, we first present the corpus, describe the three topic models—notably 
the newer CFMf method we devised—, and lay out the set of comparative tests we con-
ducted. We then present the results, that we examine both quantitatively and qualitatively. 
Finally, we discuss the advantages and disadvantages of the three approaches, and present 
possible avenues for further research.

Corpus and methods

Construction of the corpus

The corpus consists of all full-text research articles from eight major philosophy of science 
journals that had been assembled in Malaterre and Lareau (2022): the British Journal for 
the Philosophy of Science, the European Journal for Philosophy of Science, Erkenntnis, 
International Studies in the Philosophy of Science, the Journal for General Philosophy 
of Science, Philosophy of Science, Studies in History and Philosophy of Science Part A 
and Synthese. It spans from 1930 to 2017 and includes 16,917 documents. The corpus was 
cleaned and preprocessed in a standard way (foreign language texts had been machine-
translated into English).

Topic models

Three topic models were applied to the corpus: the novel CFMf approach that we devised, 
the classic LDA model (considered as the reference statistical bag-of-word model), and the 
alternative Top2Vec (or T2V) model based on embeddings.

CFMf stands for clustering with feature maximization based on F1-measure. In short, 
the model starts by clustering all documents of the corpus into K clusters (K being chosen 
beforehand), and then extracts top-words representative of each cluster which make it pos-
sible to interpret the clusters in terms of topics. CFMf is a bag-of-word approach in that it 
relies on document representations as word frequency distributions over the corpus lexicon. 
To this effect, the corpus was preprocessed so that only nouns, verbs, adverbs and adjec-
tives were kept following part-of-speech (POS) tagging and lemmatization [TreeTagger 
package (Schmid, 1994) with Penn TreeBank tag sets (Marcus et  al., 1993)] and words 
occurring in fewer than 50 sentences in the corpus were removed. All documents were 
thereby vectorized, resulting in a document-term matrix (DTM) of word frequencies of 
dimensionality 16,917 × 23,762, to which a (log of tf)-idf weighting was applied in order to 
decrease the influence of the most widespread words in the documents, such words being 
related to the global context of the dataset or simply consisting of common usage words. 
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CFMf starts by crisp-clustering all corpus documents with GNG neural clustering (Fritzke, 
1994), which is a winner-take-most approach based on Hebbian learning less prone to 
known clustering issues regarding sensitivity to outliers and to initialization (as is notably 
the case of methods such as k-means). Each cluster can then be characterized by a “proto-
type” which is its average vector (i.e., a probability distribution vector over the words of the 
lexicon that is representative of the cluster). In a subsequent step, top words are extracted 
from documents in each cluster with FMax, which is a generic data comparison scheme 
that can be used as an alternative to usual metrics such as Chi-square, Euclidean metric or 
Cosine similarity whenever dealing with sparse and high-dimensional data, notably textual 
data.1 Here, features are words and FMax is based on the estimation of feature F1-measure 
as the harmonic mean of (1) feature recall, which focuses on word discrimination power 
regarding cluster data; and (2) feature predominance, which focuses on word generaliza-
tion capacity regarding the same data. For each cluster, a vector of maximized F1-measures 
over all terms of the lexicon is thereby computed (this vector being representative of the 
cluster of documents). To reduce noise, within each cluster, words with F1-measures below 
the global average of F1-measures of all words across all clusters are then filtered out. 
Additionally, in each cluster, only words whose local F1-measure is higher in that cluster 
than the average of their F1-measures in all clusters are kept to constitute the cluster word 
profile. This results in an F1-measure profile (over a reduced lexicon) for each cluster. This 
F1-measure profile can then be considered as a topic. Interpretation is possible by examin-
ing the words with the highest F1-measures. To give additional insights for interpretation, 
cosine similarity is measured for each cluster between its average vector and each one of its 
documents, providing a ranking of the cluster documents in terms of their centrality to the 
cluster.

Like CFMf, LDA (which stands for Latent Dirichlet Allocation) is a generative statis-
tical model that aims at discovering topics within a collection of documents. Yet unlike 
CFMf, LDA does not rely on an initial crisp clustering of documents into topics. LDA 
is based on the idea that documents with similar topics use similar meaningful groups of 
words. This translates into two joined assumptions: first, that each document can thereby be 
described by a distribution over topics (constrained by sparse Dirichlet priors); and second 
that each topic can be described by a distribution over words (also constrained by sparse 
Dirichlet priors). In practice, the underlying topic structure is hidden (latent) and only doc-
uments and words can be examined; as a result, an approximation is used to model the 
generative process, notably a Markov chain Monte Carlo (MCMC) and specifically Gibbs 
sampling. Thus, once a specific number K of topics is chosen, LDA starts by assigning 
random probability distributions to words in topics and to topics in documents, and then 
iteratively adjusts these distributions up until a convergence criterion is met. Here, LDA 
modeling was applied to the DTM of word frequencies (dimensionality 16,917 × 23,762) as 
described above (with no weighting), and was performed following (Blei et al., 2003) and 
(Griffiths & Steyvers, 2004), through a Python API.2

The third model we used, Top2Vec, is an unsupervised machine learning model 
designed for topic modeling and semantic search (Angelov, 2020). Like CFMf, Top2Vec 
works by crips-clustering the corpus documents into a certain number of clusters. Yet, 
unlike CFMf, and also unlike LDA, the number K of clusters does not need to be provided 
beforehand, but is calculated by Top2Vec. Top2Vec uses word and document embeddings 

1  https://​github.​com/​cogni​tivef​actory/​featu​res-​maxim​izati​on-​metric.
2  https://​pypi.​org/​proje​ct/​lda/.

https://github.com/cognitivefactory/features-maximization-metric
https://pypi.org/project/lda/
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to accomplish its tasks, making it efficient and versatile for large datasets. Top2Vec follows 
a 5-step process. First, the input text data is transformed into word embeddings and docu-
ment embeddings using models like Word2Vec, Doc2Vec, or Universal Sentence Encoder 
(USE). These embeddings capture the semantic meaning of words and documents in high-
dimensional space. In the present case, we used Doc2Vec (Mikolov et al., 2013a, 2013b). 
Second, dimensionality reduction techniques such as Uniform Manifold Approximation 
and Projection (UMAP) are employed on document embeddings for computational effi-
ciency and noise reduction (McInnes et  al., 2020). Third, using density-based clustering 
algorithms such as Hierarchical Density-Based Spatial Clustering of Applications with 
Noise (HDBSCAN), the reduced-dimension document embeddings are clustered to iden-
tify dense clusters of documents (Campello et  al., 2013). HDBSCAN discovers clusters 
by analyzing data density structure (not by setting a predetermined number of clusters). It 
finds clusters based on how densely packed points are in different regions of the data space. 
Fourth, each cluster of documents is considered to group documents homogeneously in 
terms of topical content. Since HDBSCAN excludes document outliers as part of its clus-
tering process, these outliers are then assigned to the closest cluster average vector (in the 
original high-dimensional space, using cosine similarity in the present case). Similarly, the 
words nearest to the average vector of each cluster in terms of cosine similarity are chosen 
as the top words describing the topic. Finally, topics identified by Top2Vec may undergo 
a hierarchical reduction process, leading to a lower number of clusters—hence of topics—
than initially detected. This reduction is achieved through a systematic approach where 
the smallest document cluster is iteratively merged with its closest neighbor. The merg-
ing process involves calculating a weighted arithmetic average of the cluster vectors, with 
weights proportional to the size of each cluster. After each merge, the sizes of all topics are 
recalculated so that the reduction favors the largest topics. This process makes it possible 
to reduce the number K of topics in a Top2Vec model to any value below the automati-
cally identified value as per step three. Contrary to LDA and CFMf that received as input 
a TDM of term frequencies, Top2Vec was applied to the full-text corpus through a Python 
package.3 To facilitate comparison of topics across models, this full-text was lemmatized 
and only nouns, verbs, adverbs and adjectives were kept. This ensured a shared lexicon 
of words across all three models.  Initially, the model automatically detected 177 topics. 
Smaller topic models were built through the reduction approach just described.

Quantitative performance measures of topic models

Models were computed for a broad range of K numbers of clusters or topics, from K = 2 to 
177, which was found by Top2Vec as the optimal K value. This was done by increments of 
5 from 5 to 20, by increments of 1 from 20 to 50 (for more detailed investigations), then 
by increments of 10 until 177 (to get a sense of these larger models). The resulting topic 
models were then compared using four performance measures applied to the top-10 words 
of each topic: (i) topic coherence and (ii) topic diversity, which are two well-known meas-
ures, as well as (iii) inner recall and (iv) joint inner recall, which are two new measures we 
define below. Each of these measures assesses different aspects of a topic model’s perfor-
mance, making them collectively useful for a comprehensive evaluation.

3  https://​pypi.​org/​proje​ct/​top2v​ec/.

https://pypi.org/project/top2vec/
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More specifically, we used the CV coherence measure as defined in (Röder et al., 2015) 
and implemented in the popular package Gensim in Python.4 CV counts cooccurrences of a 
number of top-words (typically 10 to 20) in a sliding window (typically of size 110); cooc-
currences are used to calculate the NPMI between top words, yielding vectors for each of 
them; the arithmetic mean of the cosine similarities between each top word vector and the 
sum of all top word vectors is then calculated. Topic coherence measures how semanti-
cally related the top W words are for each topic in a topic model (or cluster in the case 
of approaches such as CFMf or Top2Vec). Higher coherence values indicate that the top 
words in each topic are more meaningful when evaluated together. The coherence measure 
CV is one of the most commonly used coherence measures.

Topic diversity measures the uniqueness of the top W words across all K topics in a 
topic model. A higher topic diversity value indicates that topics are more distinct from each 
other, each capturing different aspects or themes in the corpus. Topic diversity divides the 
number of unique top words in all topics by the total number of top words in all topics. It 
can be expressed as:

where K is the number of topics and TopW [i] represents the set of W top words of topic i.
In addition to coherence and diversity, we felt the need to assess the performance of the 

models in terms of the extent to which their top-words are somehow representative of the 
documents in their respective clusters (or dominant topic in the case of the LDA model).5 
The idea here is to measure the fraction of the documents of the cluster that is “explained” 
or “recalled” by the top W words in each cluster. This can be evaluated by inspecting the 
top W words of a given cluster individually (a measure we called “Inner recall”) or jointly 
(“Joint inner recall”) for all clusters using the arithmetic mean.

More specifically, we defined the inner recall IRc for a given cluster c as the arithmetic 
mean of the ratios, for each word w among the top W words of cluster c, of the number 
of documents Nc,w of that cluster containing that specific word w over the total number 
of documents Nc assigned to that cluster c. The overall inner recall IR for a given model 
with K clusters is simply defined as the arithmetic mean of the IRc for all clusters. In other 
words, the inner recall provides an estimate of how well the top words of the clusters can 
individually recall the documents associated with these clusters. It can be expressed as:
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4  https://​pypi.​org/​proje​ct/​gensim/.
5  In what follows, we will use the term “cluster” indifferently across the three approaches to topic-modeling 
we propose to compare. This usage corresponds well to the approaches mobilized by CFMf and Top2Vec, 
since both approaches start by crisp-clustering the documents into specific clusters, and then extract rep-
resentative terms that are taken to represent a common topic shared by the documents of the same cluster. 
The LDA model however does not crisp cluster documents into specific clusters, but considers that docu-
ments are probability distributions over topics. When using the term “cluster” or “document cluster” in the 
context of the LDA model, we simply mean the set of documents that share the same specific topic as domi-
nant topic (i.e., topic with the highest probability in these documents).

https://pypi.org/project/gensim/
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where d[i] represents the weight of the word i in the document d.
Similarly, we defined the joint inner recall JIRc for a given cluster c as the ratio of the 

number of documents Nc,W of that cluster containing at least one of the top W words of c 
over the total number of documents Nc assigned to that cluster c. The overall joint inner 
recall JIR for a given model with K clusters is simply defined as the arithmetic mean of the 
JIRc for all clusters. In other words, the joint inner recall provides an estimate of how well 
the top words of the clusters can jointly recall the documents associated with these clusters. 
It can be expressed as:

Qualitative comparisons

To provide a complementary perspective, qualitative comparisons of the three models were 
conducted with two initial objectives: first assess the interpretability of the topics based on 
their respective top-words and top-documents; second examine the overall topical assign-
ments made by the models across all corpus documents. For feasibility reasons, these com-
parisons were made at one given value of K, namely 25, following a previous thorough 
LDA-based study of the corpus (Malaterre & Lareau, 2022). At that time, K = 25 had been 
chosen for pragmatic reasons, so as to have a topic model with a relatively low number of 
topics, given the research question at hand, which was to provide a high-level historical 
perspective of the thematic evolution of the discipline of the philosophy of science over 
nearly a century of activity. Here, we leveraged the qualitative work done in that previous 
study. In particular we used the same topic names to label the LDA topics. We also carried 
over the thematic groupings of the topics into topic clusters.

For the CFMf and Top2Vec models, the topics were interpreted by examining their top-
10 words and their top-10 documents (see Table S1 in Supplementary Information), along-
side with expert-knowledge of the field. To the extent possible, topics were aligned across 
the three models, notably depending on the words they shared. This made it possible to 
assign CFMf and Top2Vec topics to thematic clusters somehow similar to those of the 
LDA topics. The resulting analyses provide a qualitative comparison of the topics across 
the three models, showing similarities and differences in terms of their respective thematic 
description of the same corpus.

In a second step, analyses were done to assess the differences between the three mod-
els in terms of topical assignment to documents. One should bear in mind that the three 
models differ in terms of document-topic approach. While the LDA model computes, for 
each document, a probability distribution over all K topics, CFMf and Top2Vec provide K 
document clusters, each cluster being interpreted as a topic (whose top-words are extracted 
from the cluster documents in the case of CFMf, or found in the vicinity of cluster average 
vector in the high-dimensional space of word embeddings in the case of Top2Vec). As a 
result, CFMf and Top2Vec naturally assign a dominant topic to each document. For the 
sake of comparison, the LDA model was reworked so as to identify the dominant topic of 
each document, and all three models could be compared with respect to the dominant topic 
they assigned to each document. A first set of analyses consisted in simply measuring the 
numbers of shared documents between topics from different models. The objective was to 
assess whether the models assigned on average the same type of topic to the same sorts of 
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documents. As a second step, to visualize differences in dominant topic attributions at the 
scale of the entire corpus, a t-SNE dimensionality reduction technique was used to repre-
sent the high-dimensional document spaces of the three models into a bidimensional scat-
ter plot (Maaten & Hinton, 2008). The objective here was to gain insights into the respec-
tive distributions of topics over the same space of documents by the three models.

Results

Quantitative performance measures

Results in terms of topic coherence, topic diversity, inner recall, and joint inner recall are 
graphically displayed on Fig. 1, making it possible to compare the three topic models in 
terms of their performance along each one of these measures.

Coherence is better achieved by CFMf and Top2Vec compared to LDA (Fig. 1A). For 
instance, improvements brought about by CFMf over LDA range from 32 to 48% depend-
ing on K values, with similar results for Top2Vec which tends to slightly overcome CFMf 
for higher values of K. For instance, at K = 25, coherence jumps from 0.54 for LDA to 0.72 
and 0.75 for Top2Vec and CFMf respectively. This means that both CFMf and Top2Vec 
lead to topic top-words—here top-10 words—that are significantly more meaningful when 
evaluated together compared to LDA. In all three cases, results show a strong increase in 
coherence from K = 5 to 20 (about 20%, which corresponds to a marginal gain of 1.3% per 
additional topic), followed by a segment of lesser increase between K = 20 and 40 (with a 
gain of about 5%), and a flattening of the curves beyond (about 3% of gain between K = 40 
and K = 160). If one were to choose an optimal value of K following an elbow-curve rea-
soning, then this optimal value would be somewhere between 20 and 30 for the three mod-
els (possibly slightly above for Top2Vec).

Topic diversity curves tend to decrease as K increases (Fig. 1B), meaning that there is 
an increased overlap of words between topics when the number of topics increases. This 
decrease is most significant for LDA compared to CFMf and Top2Vec (24% of diversity 
loss from 5 to 40 topics for LDA compared to 8% and 1% for CFMf and Top2Vec respec-
tively). In any case, the best results are obtained with Top2Vec, with improvements in the 
vicinity of 50% over LDA, while CFMf shows improvements of about 20% over LDA. An 
elbow-curve reasoning for choosing an optimal number of topics based on diversity would 
lead to a K value somewhere between 30 and 40 for LDA and CFMf. For Top2Vec, this 
reasoning would not be meaningful since its diversity is nearly constant across all K values 
at about 0.99. This shows that Top2Vec performs extremely well when it comes to extract-
ing very diverse sets of top-words, even for a very high number of topics.

Results in terms of inner recall cast a different perspective (Fig. 1C). The best results are 
obtained with the LDA model, followed by CFMf, while Top2Vec comes last. The perfor-
mance of CFMf is about 70% that of LDA, whereas the performance of Top2Vec is only 
about 36% that of LDA. This means that LDA is better at generating topic top-words that, 
when taken individually, make it possible to retrieve a higher portion of the documents 
related to that topic. To put it differently, the top-words generated by the LDA model tend 

Fig. 1   Performance comparisons between topic models. Results of the four performance measures imple-
mented on each topic model (LDA, CFMf, and T2V) as a function of the number k of topics (for w = 10 
top-words): A CV coherence, B topic diversity, C inner recall, D joint inner recall

▸
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to be present in more documents related to that topic compared to the top-words generated 
by CFMf and Top2Vec. With LDA, about 80% of all topic-related documents contain at 
least one of the top-10 words taken individually. This number decreases to about 60% for 
CFMf (with a slight decrease between K = 100 and 110), and roughly 30% for Top2Vec 
(with variations from 13% for K = 5 to 37% for K = 160).

With joint inner recall (Fig. 1D), Top2Vec still is the lowest performing model: depend-
ing on K values, the top-10 words taken jointly can only recover about 80% of topic doc-
uments (with variations ranging from 50% for low K values to 91% for high K values), 
compared to about 99% of recall across all K values for both LDA and CFMf. This means 
that Top2Vec clusters contain about 20% of documents in which none of the top-10 words 
are present, while this number drops to about 1% for LDA or CFMf. The Top2Vec model 
therefore does not perform as well as LDA or CFMf for identifying topic top-words pre-
sent, for at least one of them, in the documents related to that topic.

Qualitative comparisons

The results of the qualitative analysis that was performed on the top-10 words of each 
model show an overall similar type of topical coverage, yet notable differences exist 
between the three models. Remember that, for convenience, this comparison was made for 
K = 25 topics since a previous LDA model had been thoroughly examined for that number 
of topics (Malaterre & Lareau, 2022). In that study, most of the 25 topics were found to be 
easily interpretable based on their top-10 words and the top documents, though some were 
not necessarily so straightforward. This was notably the case of topic 22 (Arguments) and 
topic 0 (History). For ease of handling, the topics were also grouped into eight clusters on 
the basis of expert knowledge and their correlation within the corpus documents. A first 
set of five topics concerns the philosophy of language and logic (topics 4, 7, 15, 17, 23; 
see Table 1, upper section). A second set includes three topics indicative of epistemology 
research and theory of knowledge (topics 1, 21, 22). Several topics about probability and 
confirmation are found in the third cluster (topics 9, 12, 20). The fourth cluster is con-
stituted by a single topic about rational choice (topic 8), while the fifth cluster includes 
topics about the philosophy of mind and the philosophy of biology (topics 5, 10, 11, 13). 
The sixth cluster concerns questions about ontology, causation, and explanation (topics 2, 
16, 19). The philosophy of physics, including electromagnetism and quantum mechanism, 
is found in the seventh cluster (topics 3, 14). Finally, the last cluster appears as a broader 
cluster of topics that are more of a historical and social nature (topics 0, 6, 18, 24).

The 25 topics resulting from the CFMf model appeared relatively easily interpretable 
on the basis of their top-10 words, likely a positive consequence of the significantly higher 
coherence and diversity of the CMFf model over LDA. This interpretation was also aided 
by expert knowledge of the field and a survey of top-documents. Yet, topic 3 (Probability-
science) was found to be more multifaceted (more on that topic below). The overall the-
matic coverage is very similar to the one provided by the LDA model (see Table 1, middle 
section). Among the differences, the logic and philosophy of language topics seem to be 
better delineated compared to the LDA model, notably when it comes to identifying dif-
ferent types of logic (CFMf topics 0 and 1). The epistemology-related topic also has the 
advantage of avoiding the general LDA topic referring to argumentation (LDA topic 22). 
Two other sets of CFMf topics are particularly well delineated compared to LDA: topics in 
the philosophy of biology that distinguish molecular biology from evolution (CFMf topics 
14, 19), whereas these two themes were mixed under a single topic with the LDA model 
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Table 1   Comparison of the top-10 words for the three topic models LDA, CFMf and T2V

Topics colored and sorted depending on thematic clusters as first identified with the LDA model. Words 
that are shared between models are identified as follows: in bold when shared between LDA and CFMf; 
underlined when shared between LDA and Top2Vec (T2V); italics when shared between CFMf and 
Top2Vec.
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(LDA topic 5); and topics in the philosophy of physics that now separate relativity from 
quantum mechanics contrary to LDA (CFMf topics 18, 23). On the other hand, the CFMf 
model no longer identifies the distinction between explanation and causation that the LDA 
model offered (the LDA topics 16 and 19 appear to be merged under the CFMf topic 7, 
more directly about causation) while increasing the number of probability-related topics 
(CFMf topics 3, 8, 9).

Similarly, topic interpretation was quite straightforward for all topics generated by 
Top2Vec except four (topics 6, 7, 12, 16; see Table 1, lower section). These four topics 
appear to have characterized clusters of documents on the basis of quite rare terms, notably 
some rare names, as well as non-English terms and cut terms (that remained in the corpus 
despite translation and cleaning). Besides these four topics, all other topics can easily be 
mapped onto similar LDA or CFMf topics. Though the Top2Vec model proposes a some-
how different delineation of logic-related themes, merging the philosophy of language and 
logic while isolating a Wittgenstein-related topic (Top2Vec topics 1, 10), it offers some 
improvements over the LDA model: a clear distinction between the philosophy of evolu-
tionary biology and of molecular biology (Top2Vec topics 11, 23), and likewise between 
the philosophy of relativity and of quantum mechanics (Top2Vec topics 4, 8).

Examining how topics are expressed in documents provides a complementary per-
spective (Fig.  2). Remember that, for LDA, documents were assigned to their dominant 
topic (as LDA provides for each document a probability distribution over all topics of the 
model); on the other hand, CFMf and Top2Vec directly provide a document clustering, 
each document cluster being considered a topic (see “Corpus and methods” section).

The interpretability issue that was encountered for the CFMf topic 3 (Probability-sci-
ence) is now explained by the fact that the topic corresponds to a huge class of 5,318 docu-
ments (i.e., 31% of the  total) which cuts across all LDA topics (Fig.  2A). This class is 
clearly problematic in the CFMf model (more about this in “Discussion” section). Some 
relative redistribution of documents among the logic-related topics can also be seen. For 
instance the CFMf topic 0 (Classical logic) notably gathers documents from three LDA 
topics: 23 (Truth), 0 (Formal), and 17 (Language). On the other hand, the LDA topic 0 
(Formal) is redistributed among two CFMf topics: 0 (Classical logic) and 2 (Mathematics). 
Also, documents of the LDA topic 5 (Evolution) and 14 (Quantum) are respectively redis-
tributed into CFMf topics 14 and 19 (Molecular biology, Evolution), and into topics 18 and 
23 (QM and observables and Relativity), which is fully consistent with the above top-word 
analyses. Otherwise, there is a general very good alignment of the two models.

The distributions of documents into topical clusters by Top2Vec and by LDA are also 
relatively well aligned with one another (as exhibited by the diagonal of Fig. 2B). Some 
redistributions of documents nevertheless occur. For instance, among the logic-related 
topics, documents of the LDA topic 4 (Formal) gets redistributed into Top2Vec topics 15 
(Mathematics) and 1 (Language-logic). Similarly, documents of the LDA topic 12 (Experi-
ment) get redistributed among a variety of Top2Vec topics, notably 5 (Bayesianism-proba-
bility) and 21 (Models). The same type of redistribution happens with LDA topic 5 (Evolu-
tion) and (14) Quantum as was already the case for the CFMf model. Figure 2B also helps 
understand what happens with the four hard-to-interpret Top2Vec topics that were labeled 
Rare words (topics 6, 7, 12, 16): Top2Vec topic 6 appears to capture documents assigned 
to the LDA topics 0 (History) and 6 (Philosophy); topic 7 mostly includes documents from 
the LDA topics 0 (History) and 11 (Mind); topic 12 mainly gathers documents from the 
LDA topic 17 (Language) while topic 16 includes documents from two other LDA logic-
related topics: topics 23 (Truth) and 4 (Formal). It is however puzzling why the Top2Vec 
top-words were so obscure (more about this in “Discussion” section).
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The t-SNE representations of document spaces for the three models provide insights 
about the documents that changed in terms of their dominant topics from one model to 
the other (Fig. 3). In these high-level graphical representations, zones of similar shades 
of colors are clearly apparent that indicate the overall concordance of the three mod-
els. Yet, differences are also noticeable. This is the case, for instance, of the very large 

Fig. 2   Comparison of the number of shared documents per topic for LDA, CFMf and Top2Vec. Topics 
colored depending on thematic clusters as first identified with the LDA model. For LDA, documents are 
attributed to their dominant topic; for CFMf and Top2Vec (T2V), documents are directly attributed to their 
clusters (interpreted as topics). Total number of documents: 16,917
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Fig. 3   The t-SNE representations of document spaces. Dots are documents, colored according to their dominant 
topic (for LDA) or topical cluster (for CFMf and T2V). A LDA, B CFMf, C Top2Vec (Color figure online)
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cluster of documents related to CFMf topic 3 (Probability-science) which is ubiquitous 
across the diagram (Fig. 3B, in pale green), as well as of the four T2V Rare word clus-
ters (Fig. 3C, in shades of purple).

Discussion

The set of quantitative performance measures that the models were run through show that 
no single model clearly outperforms the others at the same time on coherence, diversity, 
inner recall, and joint inner recall. The model presented here, CFMf, presents advantages 
over LDA in terms of coherence and diversity, but so does the Top2Vec model which is 
even better than CFMf in terms of diversity. On the other hand, Top2Vec performance 
appears quite mediocre when it comes to inner recall and joint inner recall. On this meas-
ure, LDA comes out as the best model, followed by CFMf. Taking the four measures into 
consideration, CFMf offers a very promising alternative to LDA and Top2Vec. This indi-
cates that statistical models can still prove useful despite the rise in popularity of embed-
dings and deep learning models. On the other hand, note that while CFMf assumes that the 
corpus lends itself to clustering and that the identified clusters correspond to topics, it does 
not initially require the assumption (made in LDA) that documents are topic distributions. 
Furthermore, besides the number of topics, CFMf does not require any parametrization.

As the results show, different models perform differently along each performance meas-
ure. While one model may outperform the others along one measure (across all K values), 
it may fall behind along another measure. Take Top2Vec for instance: the model outper-
forms LDA and CFMf on diversity, but lags in terms of inner recall and joint inner recall. 
Thus, models cannot be compared in terms of their performance along a single perfor-
mance measure. Instead, using a set of well-chosen measures provides complementary per-
spectives on the strengths and weaknesses of each model.

Another lesson to be drawn from these experiments is that topic coherence, despite its 
popularity, only tells one side of the story about the performance of topic models as a func-
tion of K. As results show, other measures such as diversity can run in the opposite direc-
tion, meaning for instance that an improvement in topic coherence (typically obtained by 
increasing K) leads to a deterioration in terms of topic diversity. This indicates that choos-
ing an optimal K value is always going to be a compromise, meaning that one cannot, and 
should not, choose a K value solely based on the best coherence value that can be obtained. 
The general shape of the coherence curves somehow follows a rough logarithmic pattern, 
with a marginal gain of coherence per added topic which is relatively high at start (on the 
present case, from K = 5 to 20), then moderately high (from K = 20 to 40), and finally quite 
minor or null (from K = 40 to 177).

Thus, using an elbow-curve reasoning to coherence appears as a most reasonable strat-
egy for choosing a window of K values, since it leads to a choice where the marginal gain 
of adding one topic starts to significantly decrease (bearing in mind that each added topic 
also comes at a cost related to its computation as well as its interpretation and cognitive 
handling generally speaking). When applied to other measures with similar logarithmic 
patterns, elbow-curve reasoning will lead to reasonable windows for compromise. For 
instance, with the CFMf model, an elbow-curve reasoning on coherence will lead to a win-
dow of K values around 30 while the same reasoning on diversity will indicate a window 
of K values of about 40. Inner recall and joint inner recall are both high for these values. 
An optimal window is therefore between K = 30 and 40. Then, one may use examine the 
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performance measures at a finer granularity to settle on a specific value of K. For instance, 
in the present case, K = 34 is a local peak in terms of coherence and diversity for CFMf.

Note that other pragmatic reasons may also strongly influence the choice of K, most 
notably the research questions that the model is supposed to address. If one wishes, for 
instance, to describe with broad strokes a scientific discipline, then models with fairly low 
K values (e.g., 25 as we chose) will be most appropriate. On the other hand, if the objective 
is to identify one very specific theme (e.g. theories of causation in philosophy of science), 
then higher K values (e.g. 100) will be favored so that the theme of interest stands out as a 
specific topic. Also, given the alignment capacity of the models, one might want to use and 
compare several different approaches like LDA, CFMf or Top2Vec.

As revealed by the analyses we described above, qualitative assessments should defi-
nitely be taken into account. When examining the models that result from CFMf, LDA, 
and Top2Vec, looking at the top-terms and top-documents often provides good grounds 
for interpreting the topics and making sense of the models. Yet, as we saw, this is some-
times not the case: the identification of four hard-to-interpret “rare-words” clusters in the 
Top2Vec model are good reasons to reject that particular model (at least for K = 25). Simi-
larly, examining the distribution of documents per topical cluster (or dominant topic for 
LDA) sheds light on possible disequilibrium issues between clusters. This is the case for 
the CFMf model at K = 25 which exhibits a disproportionately large class of documents, 
and which is therefore problematic.

The specific issues identified with both Top2Vec and CFMf likely originate for differ-
ent reasons and beg for specific solutions. With Top2Vec, one possible explanation for the 
presence of hard-to-interpret “rare-words” clusters was forcing the model to go from 177 
(the automatically detected number of topics) to 25 topics (the chosen number for the qual-
itative assessment), and extracting top-words from the vicinity of the average vectors of the 
aggregated topics. Yet, analyses of top-10 words for the 177 model also show the presence 
of several rare word topics. The issue is therefore more general. Another possible explana-
tion could be that such rare-words come from how words are extracted by Top2Vec from 
the embeddings. If this is the case, several solutions could be deployed. A first solution 
could be to remove rare words from the corpus during preprocessing. Another could be 
to extract the top words differently, notably by adding specific rules such as requiring top-
words to be nouns, verbs, or adjectives, or to have a frequency above a certain threshold, 
etc. A third solution could be to extract top-terms from the documents of a given cluster 
with the FMax approach as deployed in CFMf. Finally, a fourth solution could consist of 
reallocating the documents picked up by such “rare words” clusters to the other clusters 
based on proximity.

With regards to the large class issue faced by CFMf, a possible explanation could be 
the presence of documents containing weakly marked descriptions (and perhaps, fewer 
descriptors than average), compounded by a sparse representation space (as is the case with 
bag-of-word approaches to text) and the use of insufficiently discriminating distances. In 
such cases, clustering, especially prototype-based methods, tends to generate an average 
composite profile (i.e., an average composite cluster) with fairly low component values 
around which all documents containing a weakly marked description will cluster. Hence 
the apparition of a large cluster. This problem has already been observed in the case of 
the clustering of multi-thematic corpuses in (Lamirel et al., 2011). Even if it has a minor 
effect on the topic extraction results, it could be solved in several different or combined 
ways. A first solution could be to use an approach to automatically detect such compos-
ite cluster(s) for instance as done in (Dugué et al., 2021) and reclassify their documents 
into the other clusters. A second possible solution would be to replace the distance used in 
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clustering by a more discriminative one (Lamirel et al., 2011). Another interesting option 
would be to exploit embeddings, as is done by Top2Vec, instead of a bag-of-word approach 
in CFMf for performing the clustering task, the latter still being carried out with GNG neu-
ral clustering.

The experiments and the results reported in the present paper still suggest other possi-
ble avenues for further research, notably investigating whether the coherence and diversity 
and therefore the interpretability of LDA topics might be improved by applying the FMax 
approach of CFMf to rerank the top-terms per topic. Just as FMax can be applied to other 
approaches, so can Top2Vec’s way of identifying top-words. This involves representing 
words and documents in the same high-dimensional space, then measuring the distance 
between the word vectors and the topics designed as average vectors of documents. For 
LDA, this means that the same topic can be described by at least three sets of top-terms. 
Other future research may investigate and evaluate different solutions for assigning multi-
ple topics to each document in CFMf and in Top2Vec (such as using cosine similarity to 
cluster average vectors among others).

Conclusion

We presented a promising new approach for building a topic model based on a combina-
tion of neural clustering, feature maximization and F1 measure: CFMf. We also shared the 
results of our comparative experiments with the well-established LDA model and with the 
embedding-based Top2Vec model. While CFMf outperforms LDA in terms of topic coher-
ence and diversity, and Top2Vec in terms of inner recall and joint inner recall, the model is 
marginally penalized by the existence of a disproportionately large cluster, likely gathering 
documents with less salient content. On the other hand, the Top2Vec model is negatively 
affected by the presence of hard-to-interpret classes. The experiments thereby show that 
there is still room for improvement for each model. We highlighted several directions for 
future research in this respect. With respect to CFMf, we notably plan to investigate the 
feasibility to choose an optimal number K of topics and reallocate less salient documents, 
notably with something similar as in Dugué et  al. (2021). We also plan to test whether 
the quantitative and qualitative performance of Top2Vec and LDA can be improved with 
the solutions we identified, in particular by using key-components of CFMf such as fea-
ture selection and FMax approaches to weigh terms in topics. We will further examine the 
effect of lexicon reduction on the three kinds of models. Last, but not least, in the opera-
tive mode of an improved CFMf model, we will examine specific strategies to combine 
F1-measure and contrast ranking to further optimize topic descriptions.
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