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Abstract

Author networks in science often rely on citation analyses. In such cases, as in others,
network interpretation usually depends on supplementary data, notably about authors’
research domains when disciplinary interpretations are sought. More general social net-
works also face similar interpretation challenges as to the semantic content specificities of
their members. In this research-in-progress, we propose to infer author networks not from
citation analyses but from topic similarity analyses based on a topic-model of published
documents. Such author networks reveal, as we call them, “hidden communities of inter-
est” (HCols) whose semantic content can easily be interpreted by means of their associated
topics in the model. We use an astrobiology corpus of full-text articles (N=3,698) to illus-
trate the approach. Having conducted an LDA topic-model on all publications, we identify
the underlying communities of authors by measuring author correlations in terms of topic
distributions. Adding publication dates makes it possible to examine HCol evolution over
time. This approach to social networks supplements traditional methods in contexts where
textual data are available.
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Introduction

The analysis of social networks is known to provide a wealth of insights about its members
and their most significant relationships, but also about network structures and their evolu-
tion over time. Known as SNA, social network analysis develops and applies computational
methods with a view to better understanding social networks and their defining character-
istics wherever such networks may occur, be they about friendship relationships, business
interactions, knowledge construction etc. Formally speaking, social networks are sets of
relationships (links or edges) among actors (represented as nodes). One of the motivations
is that by applying formal tools to their analysis, central features of these networks can be
made salient, revealing crucial aspects of the underlying phenomena. When applied to sci-
ence, social network analysis can be used in a variety of contexts, for instance to uncover
latent social structures or “hidden colleges” between interacting scientists (Crane, 1969),
or to examine the dynamics of science, including the role of networks and institutions over
such issues as problem selection, discovery, or collaboration (Fortunato et al., 2018).

Social network analysis presupposes access to data about network members and their
relationships. In science studies, notably in scientometrics, frequent sources of relational
data consist of citation data, which can be downloaded from large publication databases
such as Web of Science (WoS) or Scopus. Such citation data have indeed been shown to
provide insightful perspectives onto the structure of scientific social networks (Boyack
et al., 2005). Yet, interpreting such social networks usually requires supplementary infor-
mation, for instance about author research domains or disciplines, which can be obtained
by examining key publications or metadata (e.g., keywords) from other sources. This is
to say that simply possessing label data for the actors (the nodes in the network) and rela-
tional data between them (the network edges or links) is often not sufficient for providing
some sense of understanding of the salient features of the corresponding networks.

To address this type of issue, some have developed topic models that could incorporate
relational data between authors (Steyvers et al., 2004), notably in the case of social media
and directional networks (McCallum et al., 2007), or in the case of co-authorship data
(Zhang et al., 2007). Others have proposed to include prior constraining data on nodes so
as to improve network community detection algorithms, as done in semi-supervised com-
munity detection algorithms and graph neural network approaches (Ye et al., 2018). In all
these cases, some form of relational data are expected. Here, we propose to construct actor
networks in the absence of specific relational data: we infer relationships between actors
from the texts they produce, by identifying similarities in terms of semantic content as
inferred from a preliminary topic-modelling stage.

To a certain extent, this approach bears some resemblance to semantic network
approaches that map relationships between terms used in a given corpus, typically by
measuring their co-occurrences (Carley, 1993; Danowski, 1993; Doerfel & Barnett, 1999).
While these networks have been used in diverse contexts to analyze word association pat-
terns—e.g., in cognitive science (Christensen & Kenett, 2023; Siew et al., 2019), technol-
ogy policy (Danowski et al., 2023), business and management (Castelblanco et al., 2021),
and in many domains of the social sciences (Segev, 2021)—they can also be mobilized
to infer social networks by measuring associative patterns between specific named-entities
occurring in textual data. Examples include the identification of covert networks (Diesner
& Carley, 2004) and the reconstruction of the social networks of cabinet members of past
US presidents (Danowski & Cepela, 2010). Another approach consists of building seman-
tic networks for the texts produced by specific authors, and of comparing these semantic
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networks with one another with a matrix similarity measure, resulting in an overall actor
network (Danowski, 2011).

The approach we explore here consists of building topic profiles for each author, based
on the topics present in their respective texts, and then assess similarities between authors.
More specifically, we start by fitting a topic-model to a corpus of texts whose authors are
known: a case-study corpus of scientific publications. This stage leads to topic distribu-
tions for all publications. These topic distributions can then be averaged out per author,
resulting in author topic profiles. Author correlations in terms of topic profiles can in turn
be calculated and used to construct author correlation networks. Such networks thereby
capture shared research interests among authors, revealing what can be called “hidden
communities of interest” (HCols), that is to say groups of actors sharing similar semantic
contents but whose social relationships with one another may be unknown or underlying.

Such an approach should be of interest to a diversity of contexts where textual data are
easily accessible and their authors known, though not their relationships with one another.
Such contexts include authored texts from blogs, newsfeeds, personal websites, and other
Internet sources, but also numerous types of published materials (e.g., articles, books,
pamphlets etc.) or even transcripts of voice data (e.g., interviews). Though relational data
might not be available in such contexts, the indirect identification of HCols through an
analysis of the semantic contents of each author’ texts may prove extremely helpful.

As a case study, we use here a corpus of astrobiology articles whose content has been
thoroughly investigated in a previous study (Malaterre & Lareau, 2023). Astrobiology can
be defined as a domain of research that “embraces the search for potentially inhabited plan-
ets beyond our Solar System, the exploration of Mars and the outer planets, laboratory and
field investigations of the origins and early evolution of life, and studies of the potential
of life to adapt to future challenges, both on Earth and in space” (Marais et al., 2003), or
more succinctly as “the study of the origin, evolution, and distribution of life in the con-
text of cosmic evolution; this includes habitability in the Solar System and beyond” (Hor-
neck et al., 2016). The corpus has the advantage of containing a sizeable amount of textual
data (N,ees=3698), all in English language, produced by relatively numerous authors
(N uihors = 7838) over a period of over 50 years (1968-2020), thereby allowing comparisons
across time-periods and diachronic analyses. The case-study we propose starts by fitting
an LDA topic-model to the entire corpus following (Blei et al., 2003). From the result-
ing document-level topic distributions, and depending on publication dates, author topic
profiles are built that average out the topic distributions for all the texts produced by the
same authors. Correlations between author topic profiles can then be calculated, followed
by community detection over the graph of these correlations. We thereby show the possi-
bility of identifying communities of authors who share similar interests as expressed by the
topical content of their texts.

Data and methods

The methodological approach we developed for identifying HCols relies on a number of
steps and tools that can be adapted to other contexts. Since the motivation is to infer these
communities from the texts they produce, a first major step is the assembly of a corpus of
texts paired with their authors. This usually implies cleansing and preprocessing stages.
The second major step consists of analyzing the corpus with a view to building author pro-
files that can then be compared with one another. Here we propose to conduct this corpus
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analysis by means of a topic model that generates topic profiles for each document in the
corpus. Since document authors are known, it is then possible to calculate topic profiles for
each author. These author topic profiles can in turn be compared, for instance through cor-
relation analyses, thereby generating topic similarity networks of authors.

Corpus assembly and preprocessing

For this case study, we used the corpus of full-text academic articles that had been assem-
bled in (Malaterre & Lareau, 2023). This corpus includes all published articles from the
three major astrobiology journals: Astrobiology (2000-2020), the International Journal of
Astrobiology (2001-2020), and Origins of Life and Evolution of Biospheres (1968—2020).
As it stands, there are good reasons to consider the corpus as a representative sample of the
discipline of astrobiology, these three journals being recognized as three major institutional
markers of the discipline (Dick & Strick, 2004, p. 223). The article corpus was split into
five main time-periods of about a decade each depending on publication dates. For the
present case-study, we only consider the first (1968-1979) and last (2010-2020) periods,
which provide two extreme comparison points: at the very early stages of the emergence of
astrobiology, and now.

Removing editorials, conference abstracts, errata, and short articles (<4000 characters)
led to a corpus of 3,698 full-text articles with publication dates running from 1968 up to
2020. The corpus was cleaned and pre-processed in a standard way. Only nouns, verbs,
modals, adjectives, adverbs, proper nouns, and foreign words were kept, following part-
of-speech (POS) tagging and lemmatization (TreeTagger package (Schmid, 1994)); stop-
words, words with less than 3 characters or occurring in fewer than 20 documents in the
corpus were removed. These pre-processing operations led to a working corpus containing
12,422 different lemmatized words and 7,794,486 word occurrences.

Author metadata were manually checked (to avoid duplicates due to minor spelling dif-
ferences) and corrected, leading to the identification of 7838 unique authors. All authors
were assigned publication weights for each time-period based on the sum of their contribu-
tions to published articles during the corresponding time-period (co-authored articles were
evenly split between co-authors). More specifically, given an author a and a time-period p,
the publication weight of this author for that time-period is calculated as:

Du,p 1
Wa,l? = ; n(d,)

where D, , is the number of documents published by author @ in time-period p, and n(d;) is
the number of authors for document d,.

Data analyses and HCols identification

Topic-modelling was carried out over the entire corpus. This stage consisted in first encod-
ing the word distribution into a word X article matrix W = [wij]M XN where M= 14,422 is the
size of the lexicon, N=3698 is the number of articles and w;; the frequency of word i in
article j. Following (Blei et al., 2003), we then applied a Latent Dirichlet Allocation (LDA)
algorithm to this matrix, together with a Gibbs sampling method as described in (Griffiths
& Steyvers, 2004).
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Among the various topic modeling methods available, be they statistical or based on
embeddings (Angelov, 2020; Boyd-Graber et al., 2017; Kherwa & Bansal, 2020), LDA has
the advantage of being well-established, having been tested in numerous case studies. For
our purposes here, any topic model can be used provided topics are assigned to documents
in a non-crisp way, for instance following some form of probability distributions (other-
wise further calculations will be required to assess the relative proximity of authors).

More specifically, LDA is a generative probabilistic method that models topics as prob-
ability distributions over words, and documents as probability distributions over topics in
a corpus. To encode the intuition that topics are usually expressed by a few significant
words and that documents usually center of a few topics, probability distributions in LDA
are assumed to follow a sparse Dirichlet prior (hence the name). The approach assumes
that a hidden “latent” set of topics exists in any given corpus, and that such a set of topics
accounts for the distribution of words and their cooccurrence patterns in the documents
of that corpus. This approach to topics discovery draws on the distributional hypothesis
(Firth, 1957; Harris, 1954) according to which linguistic items with similar distributions
have similar meanings.

For the present study, the LDA was performed through an API for Python (https://pytho
nhosted.org/lda/api.html) with a number of topics K chosen at 25 after manual inspection
of several models at different K values (LDA hyperparameters a and f—that constrain the
selectivity of the probability distribution of topics within documents and of words within
topics respectively—were respectively set to 0.02 and 0.01). Obviously, applying topic
models to a different corpus will likely result in different values of K. To asses an opti-
mum K value, heuristics exist, for example the coherence, perplexity, Calinsky, silhouette
or GAP coefficients approaches (Arbelaitz et al., 2013; Roder et al., 2015; Zhao et al.,
2015). Yet, due to the “curse of dimensionality” that is typical of semantic space models,
these heuristics are quite limited (Beyer et al., 1999). In practice therefore, for a given cor-
pus, the choice of number of topics is highly dependent on research objectives in terms of
granularity and on pragmatic considerations of feasibility (DiMaggio et al., 2013). From
experience, opting for one value of K instead of another only marginally affects the overall
results but is a matter of trade-offs between interpretability and non-redundancy: usually,
increasing K results in more details and more specific topics while lowering K is helpful
to zoom out of the details and provide larger-grained views; also, larger and more diverse
corpora will tend to require higher K values than smaller homogeneous ones.

Ultimately, this chosen model gave as outputs 25 probability distributions over the cor-
pus terms (each probability distribution representing a topic), and 3,698 probability distri-
butions of these topics over the corpus articles. For each topic, top-words were inspected
alongside selected texts in which the corresponding topic was found to be highly present,
making it possible to interpret each topic and give it a label. Note that to facilitate the han-
dling of the topics, a clustering was made as follows: topic-to-topic correlations in docu-
ments were calculated and a topic correlation network was built with Gephi (Bastian et al.,
2009); applying Louvain community detection (with default parameters) resulted in the
identification of 4 clusters (labelled A through D), each with 5 to 7 topics. This clustering
was only used for topic interpretability and visualization (defining color shades) and does
not play any other subsequent role.

For each time-period, article topic distributions were averaged per author (taking into
account their weights for each publication), resulting in topic profiles for each author (that
is to say, author-specific probability distributions over the 25 topics). More specifically,
given an author a, a time-period p, and a topic z, the probability of that topic for that author
and that time-period is calculated as:

@ Springer


https://pythonhosted.org/lda/api.html
https://pythonhosted.org/lda/api.html

6172 Scientometrics (2024) 129:6167-6181

D

1 o Prz d)
Pr(zla,p) = |
Wap = 1d
where w, , is the publication weight of author a for time-period p, D, , is the number of

documents published by author a in the same time-period p, Pr(z|d,) i 1s the probability of
topic z in document d; published by author « in period p, and n(d;) is the number of authors
for document d,.

For a given time-period p, Pearson correlations between author topic profiles were then
calculated, making it possible to build a correlation network (here done with Gephi). To
reduce noise, only authors with publication weights w,, above 1 were retained (thereby
filtering out “transient authors”), and a correlation threshold was set above 0.3, this thresh-
old being usually considered as “medium effect”, accounting for 9% or more of the total
variance (e.g., Field, 2009). Of course, other similarity or correlation measures could be
used, and different filtering thresholds can be defined and adapted to the research context.
To facilitate interpretation of the author topic profiles present throughout the correlation
network, author nodes were then colored depending on the dominant topic of their profile.
This made it possible to visualize the different communities of astrobiologists and their
main research themes depending on time-period.

Results

We first summarize here the main results of the topic-model so as to provide a background
for the author network analyses which are then presented for each one of the two different
time-periods: the 1970s, which offer a glimpse onto the emergence of astrobiology, and the
2010s which provide a more recent window on this domain of research.

Topic-model of astrobiology publications

The results of the topic-model give an overview of the main research topics in astrobiol-
ogy, as present throughout the publications of the three major journals in the field. More
on this topic-model and the history of astrobiology can be found in (Malaterre & Lareau,
2023). For the purpose of the present study, we provide the list of the topics grouped by
clusters, alongside their top-words (Table 1). This gives a first glimpse into the thematic
content of the corpus.

Examination of these top-words as well as some of the top-articles in which the
topics are strongly expressed makes it possible to gain a better understanding about
the semantic content of the 25 topics and their cluster. The first cluster (A) includes
topics that generally relate to living organisms and their survival: research about
microbial communities, typically in extreme environments; space biology research;
historical-philosophical studies of astrobiology; microbial survival in space; micro-
bial contamination of spacecrafts and landing sites; as well as mission planning. The
second cluster (B) gathers chemistry- and origins-of-life related topics: research on
amino- and nucleic-acids, on the origin of the genetic code; the prebiotic synthesis
of these compounds; definition of life, protocell and artificial life; research in prebi-
otic chemistry generally speaking; early molecular evolution and early phylogenetics;
analyses of chemical samples, notably meteorites; the role of minerals and surfaces in
chemical evolution. The third cluster (C) gathers topics that relate more specifically
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Table 1 The 25 topics and their top-10 words

Topic name Top-10 words

cell; sample; bacterium; microbial; growth; culture; strain; study; isolate; medium
cell; plant; control; animal; study; change; experiment; increase; effect; level
life; civilization; universe; time; year; earth; make; human; evolution; question

radiation; spore; sample; cell; space; exposure; experiment; dose; condition; expose

A - Sample-mission sample; mission; surface; mars; instrument; rover; material; system,; drill; test

A - Science-mission science; mission; scientific; research; field; student; astrobiology; study; datum; provide

acid; amino; peptide; glycine; code; codon; gly; protein; alanine; ala

reaction; product; formation; yield; form; synthesis; solution; phosphate; prebiotic; hydrolysis
system; life; process; molecule; chemical; evolution; energy; form; reaction; cell

organic; molecule; compound; carbon; gas; form; meteorite; reaction; formation; chemical

B - Protein-gene-RNA protein; sequence; gene; rna; dna; enzyme; structure; group; organism; genetic

B - Sample-chemistry sample; experiment; acid; solution; temperature; organic; water; compound; result; analysis

B - Surface-mineral-vesicle surface; adsorption; mineral; molecule; clay; acid; concentration; membrane; vesicle; water

C - Atmosphere atmosphere; surface; atmospheric; earth; model; flux; temperature; high; water; cloud

C - Chirality chiral; molecule; crystal; chirality; enantiomeric; racemic; solution; asymmetric; excess; reaction
C - Impact-particle impact; particle; earth; event; solar; energy; large; dust; time; mass

C - Planet-star planet; star; system; mass; orbit; planetary; stellar; habitable; solar; earth

C - Value-model value; model; time; rate; result; number; give; show; equation; case

life; earth; environment; organism; biological; example; condition; early; terrestrial; evidence
mars; martian; water; soil; surface; lake; region; site; crater; subsurface
reaction; hydrothermal; energy; concentration; iron; carbon; system; oxidation; reduce; hydrogen
rock; mineral; sample; alteration; hydrothermal; carbonate; iron; volcanic; composition; sediment
spectra; band; spectral; spectrum; feature; raman; wavelength; show; absorption; sample

D - Structure-geology structure; form; mat; formation; chert; microbial; fossil; filament; layer; surface

D - Water temperature; water; ice; surface; ocean; heat; liquid; europa; pressure; thermal

The topics are sorted by topic clusters (following Louvain community detection on the graph of topic-to-
topic correlations in articles) and alphabetic order

Shades of the same colors indicate membership to the same cluster

to the “astro” part of astrobiology: research on planetary atmospheres; the origin and
amplification of chirality; delivery of matter and energy from space; the dynamics of
planetary systems, notably exoplanets; as well as the role played by modeling and data
in diverse aspects of astrobiology. Finally, the fourth cluster (D) tends to concern geo-
logical and other potential traces or biosignatures of life: habitability and biosigna-
tures; research on Mars; hydrothermal vents; geology; exoplanet spectroscopy; biopal-
eontology; as well as the search for water on other worlds.

Altogether, the 25 topics provide a meaningful account of the contents of the cor-
pus that can also be mapped to programmatic or a priori definitions of astrobiology.
Indeed, astrobiology is often construed as a pluridisciplinary endeavor involving a
broad range of disciplines, from prebiotic chemistry to astronomy and the search for
exoplanet, including systems chemistry, biochemistry, molecular biology, synthetic
biology, extremophile research, as well as climate and planetary sciences (Dick &
Strick, 2004). This is seen necessary to address the multifaceted questions that astro-
biology tackles, including that of the origin of life on Earth and more generally the
transition from inanimate matter to animate matter, but also the search for traces of life
elsewhere in the solar system, notably on Mars and on some of the icy moons of Jupi-
ter, as well as the identification of possible signs of life outside of our solar system, on
exoplanets orbiting other suns (Horneck et al., 2016; Marais et al., 2003).
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Topic-based author communities

The results of the network analyses we conducted corroborate what is usually known
about the field: astrobiology has significantly grown in terms both of research domains and
authors over the past five decades. This is immediately visible when comparing the author
networks of the first and last decades of the corpus (Figs. 1 and 2). In these networks,
author nodes have been colored based on their dominant topic. This makes it possible to
identify fairly homogeneous author communities that tend to focus on similar sets of top-
ics. These communities have been given a label that includes a letter based on their topic
cluster (e.g., “a” corresponds to cluster A) and, if needed, a numerical index when several
sub-communities exhibited topics from the same cluster (for instance d1 and d2 in Fig. 1).
As can be seen in Fig. 1, the field comprised a handful of communities in the 1970s. A
first community of researchers (a) focused on space biology research, notably the effects of
space-mission factors (e.g., acceleration, microgravity) onto health and physiological func-
tions in humans or animal models (with such researchers as Siegel, Busby or Douglas). A
second community (b), and by far the largest, included researchers on prebiotic chemistry

d2

Schop! & Wiliam
Muir{ M.iD.
Krioll, Afidrew H.

T?&n‘s\;%’mlt?m H.-P.

a ) Cornell, Rugn;i. ki

Trauth
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Hochstim, \Ado'f R.

Rho, doon H.

b

Fig. 1 Astrobiology author network 1968-1979. Nodes are authors (node size proportional to author weight
in terms of publications during the time-period; only authors with weight> 1 are shown; node color corre-
sponding to dominant topic of author); edges proportional to correlations between author topic profile (only
correlations > 0.3 were retained); communities labeled based on the cluster of their dominant topic
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Fig.2 Astrobiology author network 2010-2020. Nodes are authors (node size proportional to author weight
in terms of publications during the time-period; only authors with weight>1 are shown; node color corre-
sponding to dominant topic of author); edges proportional to correlations between author topic profile (only
correlations > 0.3 were retained); communities labeled based on the cluster of their dominant topic

and origin-of-life related topics. One notices the dominant presence of Ponnamperuma and
his work on chemical evolution, together with other specialists on prebiotic and abiotic
chemistry (Klein, Ord). Still in the same community, other researchers focused more on
metabolism and chemical transformations of macromolecules such as amino- and nucleic-
acids (e.g., Buvet, Hartman). One cannot help to also notice the presence of Alexander
Oparin (upper part of the community), the famous Russian chemist who formulated the
soup-hypothesis of the origin of life, and of Carl Sagan (lower part). A third community
(c) gathers researchers interested in interaction between space and Earth life, for instance
via models for estimating terrestrial microbes on the moon or Mars (Trauth, Cornell), or
on the origin of chirality (Keszthelyi, Thiemann). Finally, two distinct sub-communities
appear to tackle different aspects related to traces of life: the first sub-community (d1)
gathers researchers mostly interested in the origin of photosynthesis and its traces (Broda,
Krasnovsky), while the second (d2) clearly includes micropaleontologists (Schopf, Muir,
Knoll).

Forty years later, the landscape of astrobiologists and their research has consider-
ably enriched (Fig. 2). This shows both in the number of authors and in the number of
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distinct communities. Two distinct communities gather researchers with topics of cluster
A (in red). The first community (al) includes researchers interested in “big philosophi-
cal questions”, for instance about extraterrestrial life and astrobioethics (Forgan, Crawford,
Chon-Torres). The second community (a2) is more focused on microbial survival in space,
notably due to radiation or in simulated conditions (Rettberg, de Vera, Schuerger, Billi).
Topics of cluster B are now split between three communities. The larger one (b1) concerns
researchers interested in the synthesis of proto-living systems and/or some of their constit-
uents (Benner, Deamer, Luisi). The second community (b2) includes researchers focusing
on catalysis and the role of mineral surfaces (Zaia, Kamaluddin). As for the third com-
munity (b3), it focuses more on the detection of organics and possible biomarkers (Seph-
ton). Topics of cluster C tend to appear together, though two communities of authors are
somehow discernable: community (c1) includes researchers whose work tends to concern
the atmospheres and biosignatures of exoplanets (Meadows, Stevenson), while community
(c2) concerns more generally planetary dynamics (Barnes, Heller, Loeb). Finally, topics
of cluster D are found in two communities, including one which is quite stretched (d1), in
between (al) and (a2): this community focuses on habitability and life in extreme environ-
ments (Cockell, McKay, Schulze-Makuch). As for the second community (d2), it includes
researchers focusing on geological traces of life, microfossils and other biosignatures (Par-
nell, Westall, Edwards, McMahon).

This type of analysis, which we conducted here on a case-study of astrobiology-related
articles could be conducted on any academic corpus, and as a matter of fact, in any other
context where textual data are abundant, the authors of these texts are known, but where
the relational data between these authors may be unknown. As a consequence of the rela-
tive similarity of author topic profiles, groups of authors spontaneously appear that gather
authors with similar thematic interests (as depicted by their respective publications). These
groups of authors who produce texts with similar semantic contents are what we propose to
call hidden communities of interest (HCols).

Discussion

The methods we followed make it possible to infer social networks by analyzing topic simi-
larities between authors. Such communities of interest denote groups of authors—here,
astrobiologists—who share similar semantic interests. Splitting the corpus by time-periods
provides a diachronic perspective of the evolution of these communities over time, show-
ing a diversification of astrobiology authors as they increase in number and explore con-
nected domains of research.

In science studies, author networks are very often constructed with bibliometric data.
Citation data, which are typically obtained through publication databases such as WoS or
Scopus, make it possible to extract relational data between texts and between authors, nota-
bly relational data of the kind who-cites-whom and who-cites-the-same-references-as-who.
Yet, there are numerous contexts where such citation data are not available, notably for
time-periods earlier than those covered by publication databases or for publication venues
not indexed by those same databases. Turning to full-text content and to the approach we
propose provides a solution for investigating social networks in these contexts and in oth-
ers. Indeed, these methods could prove helpful in numerous contexts outside of science
studies where textual data are accessible though not the type of relational data one would
typically expect for constructing social networks. Compared to citation-type networks,
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HCol networks capture actor relationships in terms of who-talks-about-the-same-things-as-
who. As soon as textual data are available jointly with knowledge about who produce them,
then social networks can be built based on semantic similarities between authors, notably
as captured by their respective topic profiles.

It goes without saying that the quality of the networks obtained through textual analyses
is highly dependent on the quality of the textual data and its representativity in terms of
authors’ texts. The conclusions that will be drawn from the analyses will only be valid for
the corpus under study, and more general inferences will depend on the representativeness
of the corpus.

Another possible limitation may be raised when it comes to corpus language. Indeed,
the approach we propose makes use of an English-only corpus. Handling a multilingual
(non-parallel) corpus would require adapting the methods. A simple possibility is to
machine translate the non-English texts into English so as to produce a monolingual work-
ing corpus. This strategy, which fully makes sense in bag-of-words approaches, appears as
a reliable work-around (Malaterre & Lareau, 2022; Vries et al., 2018).

An advantage of the methods over classical citation-based analyses in science studies is
also an improved interpretation of community research specialties, directly grounded into
the publications semantic content. Indeed, the approach makes it possible to characterize
the different communities by examining the dominant topics of their members. As a con-
sequence, each community can be rapidly characterized without having to resort to addi-
tional data, as is usually the case with citation-based analyses which must turn to additional
analyses, for instance of publication keywords, to make sense of the networks and interpret
their structures.

Note that the approach we propose should also work with other types of topic-modeling
techniques and similarity measures. Of course, this should be further tested, but nothing
in principle prevents the methods to be adapted. What matters is that the resulting topics
are not crisp-associated to documents but are assigned via some form of continuous meas-
ure that then makes it possible to compute topic profiles for all authors, and on that basis
assess the relative proximity of authors with one another. Note also that the methods can
be applied to a broad range of textual data in addition to academic articles as used in the
present case study: these can include posts on social media, blogs, reports, surveys as well
as textual transcriptions of audio content to name a few.

The case-study we presented opens several avenues for further research and improve-
ments. Methodologically speaking, further investigations may aim at generalizing the
approach, notably by mobilizing different topic modeling algorithms and similarity meas-
ures, in particular with a view to establishing—or at least testing—the robustness of the
approach. For instance, it would be insightful to more systematically investigate how
changes in topic parameters, e.g. topic number, influence the resulting topic similarity net-
works. We are currently investigating the use of community detection algorithms imple-
mented across several networks (e.g., modularity-based methods, hierarchical clustering),
together with measures of community similarity (e.g., Normalized Mutual Information).

With respect to the present astrobiology corpus, more in-depth analyses also need to be
conducted, notably concerning the other time-periods of the corpus. This should provide
a more comprehensive understanding of the emergence of the discipline and of its actors
throughout the past half-century. This should also show how the discipline gradually struc-
tured its research agenda through the appearance of specific HCols over time.

To provide a more fine-grained view of the thematic interests of each community and go
beyond its characterization through the dominant topic of its members, we also plan to use
community detection (i.e., Louvain method) in the graph of author correlations as a first
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step to identify author communities. The topic profile of these communities could then be
computed by averaging out the topic profiles of their authors. The length of the documents
produced by each author could also be factored in as an additional input to fine-tune author
publication weights when calculating the author topic profiles from their respective docu-
ment topic distributions. All in all, this should give a more accurate and detailed depic-
tion of author communities (revealing community topic profiles) compared to the current
dominant-topic approach (limited to a single topic).

In addition, once the networks for all time-periods are available, as well as the decom-
position of each network into its HCols, the diachronic evolution of communities could be
studied by measuring the pairwise distance of community topic profiles from one period to
communities of the next period. This would make it possible to identify genealogical links
between communities of authors (and possibly identify bifurcations and merges) over time.

Another point for further research is comparing HCol networks obtained from textual
data with social networks obtained from usual relational data such as citation data in sci-
ence studies. A first avenue we plan to explore is the construction of co-authorship net-
works from the same dataset as used here. Further research will also compare HCol net-
works with bibliographic coupling networks or citation networks, though this will require
augmenting the dataset, notably with citing references to be obtained from Web of Sci-
ence or Scopus for instance. To quantitatively compare results, an approach using commu-
nity detection jointly with community similarity measures could be used. It would indeed
be extremely insightful to see if similar conclusions are reachable through these different
approaches, and where differences occur (and for which reasons). Furthermore, one could
build multilayer or multiplex networks that may offer complementary perspectives—nota-
bly visualizations—on the same phenomenon.

Conclusion

Starting from the assumption that the texts authors write can be used to assess their relative
proximity with one another in terms of interests, we showed that topic-models can be used
as a starting point to build topic similarity networks and identify underlying communities
centered on neighboring themes. In the present case-study of astrobiology research, the
approach showed the diversification of the communities over time, and a consolidation as
the number of researchers increased. The proposed approach consists of calculating author
topic profiles by averaging the topic distributions of their texts, and then building in a sec-
ond step author networks based on the correlation of their topic profiles. Since authors can
be characterized in terms of their dominant topics, the approach automatically provides
insights into the topical specificities of sub-regions of the author network. This makes it
possible to identify relatively homogenous clusters of authors what we propose to call hid-
den communities of interest (HCols). The methods can be relevant to a broad range of
contexts where textual data can be gathered alongside with corresponding authors, even in
the absence of relationship data between actors. As was shown, the construction of topic
profiles for all authors is sufficient for inferring the underlying content-oriented networks
they form, thereby making it possible to identify HCols that these actors form. Directions
for future research were highlighted.
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