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NOTATION

Multiplex Graphs
G : a multiplex graph.
V : set of nodes of G.
X : nodes features of G.
G4 : dimension d of G.
d : refers to the d-th dimension of G.
Ag : adjacency matrix of dimension d of G.
Ay : degree matrix of Ay. This matrix is diagonal.
N : number of nodes of G.
D : number of dimensions of G.
F': number of nodes features of G.
v,v3,v; : a node of G.
Ay : adjacency matrix with self-loops (i.e., Ag+1I).
Ag : degree matrix of Ag. This matrix is diagonal.

£ : maximum number of edges in the graph dimensions.

Node Classification
C' : number of classes for node classification.
Y : label matrix for node classification.
7y : node classification label of node v.
ytrain jrtest . training and test sets of nodes, respectively.
ytrain yrtest . training and test sets of nodes belonging to class ¢, respectively.
l}d : predicted label matrix for dimension d.

-~

Y : consensus predicted label matrix.



xiv

Multiplex Graph Embedding
M : size of node embeddings.
H,; : dimension-specific node embeddings for dimension d.
H : consensus node embeddings.
H g) : dimension-specific node embeddings for dimension d at the I-th layer of a GNN.
H® : consensus node embeddings at the I-th layer of a GNN.
Z : node embeddings of G at the end of training (e.g., Z = H@) with an L-layers
GNN).
hi, hg“ . vectors of row 7 in H and H®, respectively.
h?), hg:?i : vectors of row 7 in Hg and H (E), respectively.
z; : vector of row 7 in Z.
Wg) : weight matrix of the l-th layer of a GNN at dimension d.
AE,'E) : j-th output adjacency matrix of the l-th layer of hierarchical aggregation.
D; : number of output adjacency matrices of the [-th layer of hierarchical aggregation.
ag; : hierarchical aggregation weight at layer [ between input adjacency matrix 7 and
output adjacency matrix j.
a(® : matrix of hierarchical aggregation weights at layer [.
652 : attention weights at the [-th layer, between node v; and dimension d.
Pél), qg) : training parameters used to compute the attention weights 652
s : graph-level representation of G.
D() : a discriminator function implemented based on bilinear scoring.
@ : trainable parameter matrix used in bilinear scoring.
L, J : loss functions.

G : corrupted version of GG obtained by applying a corruption function.

X: corrupted version of X obtained by randomly shuffling node features.

Hyperbolic Graph Neural Networks
X : a point in a Riemannian manifold.
log, : logarithmic map in hyperbolic neural networks.

expy : exponential map in hyperbolic neural networks.



|R| : Euclidean norm of vector h.

@ : Mobius addition operation.

(x, h)g : Minkowski inner product between vectors x and h.

||R||z : norm of vector h defined with the Minkowsi inner product.
Homophily & Heterophily

Y : Class-wise connectrivity matrix of dimension d.

By : Compatibility matrix of dimension d.

pd - homophily ratio of dimension d.

Spectral Graph Filters
Lg - Normalized Laplacian matrix of dimension d.
Lg : Rescaled Laplacian matrix of dimension d.
A4 : matrix of eigenvalues of Lg.
)‘f;) : i-th largest eigenvalue of Lg.
AJ® ¢ largest eigenvalue of Lg.
Uy : matrix of eigenvectors of L.
u‘(;) : eigenvector of the i-th largest eigenvalue of L.
fa() : spectral filter specific to dimension d.
fd‘c() : low-pass spectral filter specific to dimension d.
fg{ () : high-pass spectral filter specific to dimension d.
Tk() : Chebyshev polynomials of degree k.
Bf’d, 9::{@ : coefficients of j"d‘C and fgi, respectively.
’yf’d,'yz{’d,'yf : coefficients used for the reparametrization of Bf’d and 9?:"1.

K : degree of the filters fc‘f and f}{

Others
T,T;,T5 : number of training iterations.
Pr() : probability function.
sign() : Sign function.
o, ¢ : activation functions (e.g., ReLU).

@, n : balancing hyperparameters used in loss functions containing multiple terms.



W : set of trainable parameters of a model.
|| : concatenation operator.

1y : vector of ones of size N.



RESUME

Ces derniéres années ont vu ’émergence de systémes complexes oti les entités sont con-
nectées par plusieurs types d’interactions (c.-a-d., des dimensions). Dans ce contexte, les
graphes multiplex ont gagné en popularité pour représenter la structure interdépendante
de ces systémes. Les graphes multiplex sont caractérisés par leur multidimensionnalité,
ce qui signifie que la connectivité des nceuds différe d’une dimension a autre. Ainsi,
la modélisation des graphes multiplex vise & découvrir des relations complexes entre
diverses dimensions afin d’extraire des informations pertinentes sur les nceuds et leurs
interactions multidimensionnelles. Dans cette thése, nous formulons trois défis fonda-
mentaux qui affectent les modéles existant pour les graphes multiplex et proposons des
méthodes et techniques qui s’appuient sur des considérations théoriques solides pour les
surmonter. Premiérement, nous mettons en évidence que la haute dimensionnalité des
graphes multiplex impacte négativement la performance des méthodes existantes. Deux-
iémement, nous observons que les espaces latents produits par les modéles de graphes
multiplex existants sont souvent fortement courbés. Troisiémement, nous constatons
que le phénoméne de I’hétérophilie, qui peut apparaitre dans certaines dimensions des
graphes multiplex, a été jusqu’a présent négligé.

Dans le premier chapitre, nous étudions le probléme de la représentation des graphes
multiplex de haute dimension et nous proposons HMGE (Hierarchical Multiplex Graph
Embedding), une méthode d’apprentissage de représentation pour résoudre les diffi-
cultés induites par la haute dimensionnalité des graphes multiplex. HMGE utilise un
mécanisme d’agrégations hiérarchiques pour réduire progressivement un nombre élevé
de dimensions potentiellement divergentes en un ensemble plus compact de structures
latentes informatives. Ce processus se produit de maniére hiérarchique, formant une
structure a multiples niveaux qui révéle des informations cachées dans les dimensions
originales. En particulier, les agrégations hiérarchiques peuvent modéliser des motifs
plus complexes que les approches classiques d’agrégation linéaire. De plus, nous max-
imisons I'information mutuelle pour capturer des informations globales présentes a divers
endroits du graphe.

Dans le deuxiéme chapitre, nous étudions le probléme de la représentation des graphes
multiplex d’un point de vue géométrique. Nous réalisons une étude géométrique des
espaces latents extraits par les approches existantes, et identifions la présence d’espaces
fortement courbés causée par des distorsions géométriques, ce qui affecte négativement
I’applicabilité des représentations. Pour résoudre ce probléme, nous proposons HYPER-
MGE (HYPERbolic Multiplex Graph Embedding), une méthode qui intégre a la fois
des agrégations hiérarchiques et des réseaux de neurones hyperboliques de graphes afin
de réduire la quantité des distorsions géométriques dans I’espace latent. Cette approche
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extrait des représentations dans des espaces linéaire et de basse dimension, facilitant
leur exploitation pour des tiches d’apprentissage telles que la prédiction de liens et la
classification de nceuds.

Dans le troisiéme chapitre, nous explorons le phénoméne de I'hétérophilie, jusqu’alors
négligé dans la littérature sur la modélisation des graphes multiplex. Contrairement
4 I’homophilie, I’hétérophilie désigne la tendance des nceuds de classes différentes, et
avec des attributs distincts, & étre connectés. Dans les graphes multiplex, les de-
grés d’hétérophilie et d’homophilie peuvent varier considérablement d’une dimension
a Pautre. Pour résoudre ce probléme, nous introduisons HAAM (Heterophily-Aware
Adaptive Multiplex model), une approche adaptative congue pour capturer les interac-
tions 4 la fois homophiliques et hétérophiliques au sein du méme graphe multiplexe. Le
modéle utilise des matrices de compatibilité spécifiques aux dimensions, couplées avec la
composition de filtres de Chebyshev passe-bas et passe-haut, ainsi que des étiquettes de
classification résultant d’une descente de gradient proximal. Cette approche constitue
une premiére étape pour I’étude de ’hétérophilie dans les graphes multiplex.

En résumé, la recherche menée dans cette thése fait progresser le domaine de la mod-
élisation des graphes multiplex en abordant des problémes qui n’ont pas été pris en
compte dans les études antérieures. Les méthodes et techniques développées dans ce
travail apportent des améliorations expérimentales significatives sur plusieurs ensembles
de données et taches d’apprentissage. De plus, les contributions ont été publiées dans
des journaux et conférences prestigieux, soulignant leur importance et leur pertinence.

Mots-clés: Apprentissage Profond, Réseaux de Neurones de Graphes, Graphes Multi-
plex, Apprentissage de Représentations de Graphes, Réseaux de Neurones Hyperboliques

de Graphes.



ABSTRACT

Recent years have witnessed the advent of complex real-world systems, where basic
units are connected via multiple types of interactions (i.e., dimensions). In this context,
multiplex graphs have gained popularity for representing the interdependent structure of
these systems. Multiplex graphs are characterized by their multidimensionality, meaning
the connectivity of the nodes differs from one dimension to another. The research field of
multiplex graph modeling aims to uncover convoluted relations across diverse dimensions
to extract informative insights about the nodes and their multi-dimensional interactions.
In this thesis, we formulate three fundamental research challenges that hinder the current
state-of-the-art multiplex graph modeling and provide novel methods and techniques to
address them. First, we find that the high dimensionality of real-world multiplex graphs
negatively impacts prior work. Second, we observe that the embedding spaces produced
by existing multiplex graph models often exhibit highly curved manifolds. Third, we
highlight that the heterophily phenomenon, which may emerge in some dimensions of
multiplex graphs, has been previously overlooked.

In the first chapter, we investigate the problem of high-dimensional multiplex graph
embedding and introduce HMGE (Hierarchical Multiplex Graph Embedding), an em-
bedding method to circumvent the challenges induced by the high dimensionality in
multiplex graphs. HMGE leverages a novel mechanism of hierarchical aggregations to
gradually summarize a high number of possibly divergent dimensions into a more com-
pact set of informative latent structures. This process unfolds hierarchically, forming
a multi-level structure that reveals information hidden in the original dimensions. In
particular, hierarchical aggregations can model more complex patterns than linear ag-
gregation approaches. Additionally, we optimize a mutual information maximization
loss to capture global information that appears at diverse locations on the graph.

In the second chapter, we investigate the problem of multiplex graph embedding from
a geometric perspective. We conduct a geometric study of the embedding spaces of
existing approaches and identify the existence of highly curved manifolds resulting from
coarse geometric distortions, which negatively affect the applicability of node represen-
tations. To mitigate this issue, we introduce HYPER-MGE (HYPERbolic Multiplex
Graph Embedding) which incorporates both hierarchical aggregations and Hyperbolic
Graph Neural Networks to reduce the amount of geometric distortions in the embed-
ding space. This approach extracts representations in flat, low-dimensional manifolds,
facilitating their exploitation for downstream tasks such as link prediction and node
classification.



In the third chapter, we explore the heterophily phenomenon, previously overlooked in
the literature on multiplex graph modeling. Compared to homophily, heterophily refers
to the tendency for nodes of different classes with distinct attributes to connect. In
multiplex graphs, the levels of heterophily and homophily can vary significantly from
one dimension to another. To address this, we introduce HAAM (Heterophily-Aware
Adaptive Multiplex model), an adaptive approach designed to capture both homophilic
and heterophilic interactions within the same multiplex graph. The model leverages
dimension-specific compatibility matrices coupled with the composition of low-pass and
high-pass Chebyshev filters and sparse consensus labels resulting from proximal-gradient
optimization. This approach is the first step toward understanding heterophily in the
multiplex scenario.

To summarize, the research conducted in this thesis advances the field of multiplex
graph modeling by addressing problems that have not received attention in previous
studies. The methods and techniques developed in this work have achieved significant
experimental improvements on multiple datasets and predictive tasks. Moreover, the
contributions have been published in prestigious venues, underlining their significance
and importance.

Keywords: Deep Learning, Graph Neural Networks, Multiplex Graphs, Graph Repre-
sentation Learning, Hyperbolic Graph Neural Networks.



CHAPTER I

INTRODUCTION

1.1 Context

Multiplex graphs offer a comprehensive framework for modeling interconnected systems
by capturing multiple layers of interactions within a single structure. Unlike traditional
unidimensional graphs, which represent relationships with a single type of edges, multi-
plex graphs allow simultaneous and different kinds of connections between the same set
of nodes. By preserving the distinct nature of each interaction, multiplex graphs allow
for a more accurate and nuanced analysis of system dynamics. This leads to a deeper
understanding of how different layers of connectivity contribute to the overall behavior.
In this thesis, we investigate the problem of multiplex graph modeling, which means how
to develop models for mining and extracting valuable information from these complex
structures. Our investigation reveals that prior work has overlooked or insufficiently
explored specific challenges and issues inherent to multiplex graphs. To address this,
we introduce novel methods and techniques for modeling multiplex graphs and bridging
critical gaps in the literature. Before delving into these challenges and our proposed so-
lutions, we provide context and background information about multiplex graphs in this
section. We begin by formally defining what constitutes a multiplex graph, followed by
a presentation of commonly employed modeling techniques, including node embeddings,

linear aggregations, random walks, and graph neural networks.
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Multiplex GraphG

Figure 1.1: Example of a multiplex graph with three dimensions.

1.1.1 Multiplex Graphs

Today’s real systems are mostly made of entities that interact with each other through
multiple channels of connectivity. A new class of graphs, called multiplex graphs, has
emerged to better represent such complex systems. In a multiplex graph, nodes (en-
tities) are connected through multiple types of relation (links) (Kiveld et al., 2014).
For illustration purposes, Figure 1.1 shows an example of a multiplex graph with three
types of relations. We can see that each relation provides different information about
the nodes’ connectivity. For example, the nodes v; and vy are connected in both G4
and G2, but are not connected in G3. In this thesis, we refer to these relations as di-
mensions. Multiplex graphs arise in various areas, such as protein-protein interactions
(Oughtred et al., 2021), neuroimaging (Zhang et al., 2018b), social networks (Berlinge-
rio et al., 2013), online recommendation (Sun et al., 2019). Multiplexes provide a more
general framework that allows for rich and flexible modeling of several interconnected
systems. In the literature, alternative terminologies, such as multidimensional networks
or multilayer networks, are often used to refer to multiplex graphs. In this thesis, we

will consistently use the term “multiplex graphs”.



Formally, a D-dimensional multiplex graph G is defined as a set of D graphs G =
{G1,...,Gp}. Each graph Gy is referred to as a dimension of the multiplex graph G.
Every graph G4 = (V, Ay), for d € {1,...,D}, consists of the same set of N nodes

RNXN

V = {v1,...,vn} and an adjacency matrix Aq € , where (Aq)ij = 1 if there is an

edge between nodes v; and v; in dimension d, and 0 otherwise. The degree matrix A4 of
each adjacency matrix Ay is diagonal, with (Ag); = Zjv:l (Ag)ij- We define X € RN xF
as the nodes features matrix, where F' is the number of features. Dimensions share the
same nodes and features but differ in their adjacency matrices. Note that traditional
unidimensional graphs are a special case of multiplex graphs with D = 1, representing

a single dimension.

1.1.2 Modeling Multiplex Graphs

In recent years, some efforts have been made to design algorithms to model multi-
plex graphs (Sanchez-Garcia et al., 2014; De Domenico et al., 2015; Solé-Ribalta et al.,
2016; El Gheche et al., 2020; Fan et al., 2020). Most of these approaches are based on
graph embedding techniques, which aim to project the graph nodes to a compact and
low-dimensional latent space representation. An effective embedding method should
achieve reliable representations for various prediction tasks, such as node classification
(Park et al., 2020; Jing et al., 2021) and link prediction (Chu et al., 2019; Pio-Lopez
et al., 2021). This is not a straightforward task because multiplex graphs may have a
large number of dimensions (that is, relation types), each containing various complemen-
tary and/or divergent information on node interactions (De Domenico et al., 2015). In
addition, some dimensions may contain noise and/or redundancies. Therefore, an effec-
tive embedding method should encode the intrinsic informative structures hidden in the
graph dimensions. In this section, we provide background on multiplex graph modeling
necessary to contextualize the research presented in this thesis. First, we formally define
the concept of multiplex graph embedding. Next, we discuss common graph modeling
techniques, such as random walks and graph neural networks. Finally, we present two

graph learning tasks: node classification and link prediction.



1.1.2.1 Multiplex Graph Embedding

Given a multiplex graph G, multiplex graph embedding aims to learn an M-dimensional
vector representation z; € RM for each node v; € V. The vector representations are re-
grouped in a matrix Z € RV*M which can be used in multiple downstream tasks, such
as node classification and link prediction. Vector representations are called node embed-
dings or node representations. We distinguish between two types of node embeddings:
dimension-specific node embeddings and consensus node embeddings. A dimension-
specific node embedding is the embedding of a node within a particular dimension d.
We denote these embeddings with a matrix Hg, where each column is the embedding of
a node v within dimension d. On the other hand, consensus node embedding is the node
embedding that considers all dimensions (Xu et al., 2019). We denote these embeddings
H, where each column is the embedding of a node v. A common approach for deriv-
ing consensus node embeddings is aggregating or combining the dimension-specific node
embeddings. A widely used technique to achieve this is applying a linear combination
(also called a linear aggregation) as follows:

1 D
H=5;Hd. (1.1)

Linear aggregation is frequently employed in many models as a simple and straightfor-
ward aggregation strategy. However, as discussed later in this chapter, these methods

tend to ignore multiplex graphs’ complex and compositional nature.

1.1.2.2 Random Walks

Random walks have emerged as a popular approach to graph modeling (Cui et al., 2018),
and are based on a stochastic process that generates a random sequence of nodes within
a graph, as depicted in Figure 1.2a. The process begins at a randomly selected node
v1, and proceeds by sampling another node vy from the neighborhood of v1. The pro-
cedure is then repeated, with the next node being sampled from the neighborhood of

va. At each step 7, the next node v; is sampled according to the transition probability
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(a) Random walk on a dimension. (b) Message passing in Graph Neural Networks.

Figure 1.2: Illustration of graph modeling techniques.

Pr(v; | v1,vg,...,v;—1). This iterative process yields a random path (vy,vs,...,vr) of
length L, from which various structural properties can be inferred (Solé-Ribalta et al.,
2016). Typically, the transition probability only depends on the last visited node, re-

ducing the expression to:

Pr(vi | vi,ve,...,vi-1) = Pr(vi | vi—1). (1.2)

DeepWalk (Perozzi et al., 2014) was the first attempt to apply random walks for modeling
unidimensional graphs (that is, graphs in which two nodes are connected by one edge
only). It leverages optimization techniques from natural language processing, specifically
the SkipGram algorithm (Mikolov et al., 2013a). Given a random walk (vy,vs,...,v1),
the SkipGram algorithm optimizes the following objective:

i+w

H Pr(vj | zi), (1.3)

j=i—w

J#i
where w represents the size of the context window and z; is the learned embedding of
node v;. The objective function maximizes the likelihood of observing nodes within a
window of size w around a target node v;. By encoding the similarities of nodes that

co-occur in random walks, this local optimization strategy can capture local structural

information present in the nodes’ extended neighborhoods. As will be discussed later on



in this thesis, several methods have been developed to generalize random walks to the

multiplex scenario.

1.1.2.3 Graph Neural Networks

Graph Neural Networks (GNNs) (Scarselli et al., 2008) are an extension of neural net-
works to graph-structured data. They offer a powerful tool to model the interactions be-
tween nodes by propagating information across neighbors. GNNs iteratively update node
representations by aggregating information from neighboring nodes through message-
passing mechanisms, as illustrated in Figure 1.2b. This process enables the model to
account for both node features and relationships between nodes. Due to their capacity

to capture node interactions, GNNs are a natural fit for modeling multiplex graphs.

Numerous implementations of the GNN framework are reported in the literature (Wu
et al., 2020). A prominent example is the Graph Convolutional Network (GCN) (Kipf
& Welling, 2017). The update rule of the I-th layer of a GCN applied on dimension d is
expressed as:

PR S
HY =4 (Ad 2A4A7 HITY Wg”) , (1.4)

where Hg_l) are the node embeddings learned by the (I —1)-th layer, o is the activation
function (e.g., ReLU), Wé” is the weights matrix, Ad is the degree matrix of Ad, and
Ad = Ay + I represents the adjacency matrix of dimension d with self-connections
added. Including self-loops ensures that the node embeddings of the (I — 1)-th layer are
considered during the update of the I-th layer. Additionally, normalizing by the degree
matrix Ad addresses imbalances in node connectivity, ensuring that nodes with different
degrees exercise a balanced influence. The GCN architecture is fundamental in graph

modeling, and as will be discussed throughout this thesis, many multiplex graph models

incorporate GCNs as a core component.



1.1.2.4 Graph Learning Tasks

The objective of graph modeling is to develop models capable of learning from data to
address particular machine learning tasks (Hamilton, 2020). In the context of multiplex
graphs, this objective remains the same. In this thesis, we focus on two tasks: node

classification and link prediction.

Node classification consists of predicting the class label y, for every node v € V, given
the ground-truth labels for a training set of nodes V'™ C V. The label matrix is
denoted by Y € {0, l}N *C where each row corresponds to a node, and each node
is assigned exactly one of the C' labels. Prior work mostly employs two approaches to
learning node classification: the semi-supervised setting, and the unsupervised setting. In
semi-supervised settings, a binary or categorical cross-entropy loss function is minimized
during training to align the ground-truth labels and the predicted labels:

c
= > ) (¥V)iclog (?d)ic, (1.5)

ieVtran c=1
where Y4 are the predicted labels for dimension d. In this case, the training is semi-
supervised because the model can access the full graph, except for the missing labels of
the test set V¥t C V (with V'3l n Vet — () On the other hand, in unsupervised
settings, an embedding method is applied to extract node embeddings Z from the mul-
tiplex graph G without access to the label matrix Y. After that, a supervised training
algorithm, such as logistic regression, is applied to the node embeddings Z to obtain
class labels. The advantage of unsupervised training is that the same representations
can be used for multiple downstream tasks. The term “downstream task” refers to a
machine learning task performed on the output of a preceding process — in this case,

the node embeddings Z.

Another task we consider in this thesis is link prediction, which consists of predicting
missing edges between nodes. Let v; and v; be two nodes in V; link prediction aims
to infer whether an edge exists between v; and v; in any dimension d. In the semi-

supervised setting, the approach is similar to node classification, such that a binary



cross-entropy loss is minimized between the ground-truth edges and the predicted edges.
In the unsupervised setting, the typical approach involves computing the inner product
of the embeddings for each pair of nodes, followed by applying a Sigmoid activation

function:
1

1+exp(—ZZT) (1.6)

This score is then used to estimate the probability of the existence of an edge between

Sigmoid(Z) =

the nodes.

1.2 Research Challenges and Background Information

In this thesis, we investigate fundamental research problems related to multiplex graph
modeling. We identify three critical challenges: high-dimensional multiplex graphs, the
existence of highly curved manifolds in multiplex embedding spaces, and the dynamics
of heterophily and homophily within multiplex graphs. In the following subsections, we

provide background information on these three research challenges.

1.2.1 Challenge 1: Handling High-Dimensional Multiplex Graphs

Multiplex graphs are increasingly characterized by the presence of a high number of di-
mensions (that is, a large number of links of different types connecting multiple nodes).
In this setting, informative and complex latent structures can be hidden across various
dimensions. Modeling such high-dimensional multiplex graphs continues to pose a chal-
lenge to existing methods. In particular, the number of possible combinations grows
exponentially with the number of dimensions. Thus, aggregating all dimensions in a
single linear step, as shown in Equation (1.1), can cause significant information loss. In
Chapter 2, we investigate the problems posed by the high dimensionality in multiplex
graphs, focusing on the limitations of aggregation strategies employed by prior work.
In this section, we provide two examples to illustrate the concepts of aggregation and

latent structures in multiplex graphs.



1.2.1.1 Single vs Multiple Aggregations

We consider the case of a co-authorship multiplex graph, where nodes are the authors of
research papers, and edges indicate that two authors have co-written a paper. Edges can
be scattered in multiple dimensions such that each dimension represents a publication
venue (that is, two authors have co-written a paper in a specific journal or a conference).
In this case, different combinations (i.e., aggregations) of the dimensions can expose

different information about the research domain of the authors.

We suppose that two authors have published a paper at a data mining conference and
another paper at a computer vision conference. Combining the two dimensions may sug-
gest that the research domain of these authors revolves around “image indexing or image
clustering”. If the two authors have also co-written an article in a fuzzy logic journal,
then we can infer the research domain “fuzzy logic for image processing” by combining
the data mining and fuzzy logic dimensions. We can see that different combinations can
lead to seemingly divergent predictions. Therefore, a single combination at the initial
level can cause a significant loss of information by destroying the divergent information.
This information can be useful at a higher level of refinement. For example, we can infer
from the initial dimension “fuzzy logic” and the hidden dimension “image indexing or im-
age clustering” that the authors work on “robot navigation”. We illustrate this example
in Figure 1.3a, where nodes 1 and 4 have a high chance of sharing the aforementioned
research domains. From this perspective, we can see that some initial dimensions (e.g.,
“fuzzy logic”) are more informative when they are used to refine higher-level dimensions
(e.g., “image clustering”). To address the information loss caused by relying on single
aggregations, we develop in Chapter 2 mechanisms that consider multiple aggregations

across different dimensions.
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Figure 1.3: Illustration of the concepts of aggregation and latent structures in multiplex

graphs.
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1.2.1.2 Linear vs Non-Linear Aggregations

The high dimensionality in multiplex graphs gives rise to another phenomenon, which is
the complex structure associated with information hidden in a large number of dimen-
sions. We consider a multiplex graph that models a transportation network for a given
city. Nodes represent locations in the city, and dimensions represent different means of
transportation. An edge in a dimension indicates that two locations are directly linked

through a transportation mean. We suppose the existence of three dimensions: Bus

Lines (G1), Metro (G3), and Tramway (G3).

Note that the multiplex representation is the natural and most informative representa-
tion of this system because it preserves information about the type of transportation
that connects two locations. In fact, some types of transportation are more favorable to
the users of the transportation network (for example, users generally avoid taking several
buses if it is possible to reach the same destination using the metro and fewer buses).
Therefore, the dimensions associated with certain types of transportation should have
more pronounced weights. Additionally, the travel duration can be included in the edges
of each dimension. Since this duration varies across different types of transportation, it

is necessary to distinguish between edge types.

Figure 1.3b shows an illustration of some relevant hidden dimensions that can be ex-
tracted non-linearly from the initial dimensions. First, we can extract a relevant latent
structure G;: which represents the locations that can be reached with two consecutive
bus trips. This latent structure can be obtained using a non-linear operation by squaring
the adjacency matrix of the Bus Lines dimension G;. Since there is a path 2 -+ 1 — 4
in G1, the latent structure G; contains a new link 2 — 4. This link is not present in the
initial graph structure G;. Another relevant latent structure G; represents the locations
that can be accessed by a metro trip followed by a tramway trip. This dimension can
be formed by combining the Metro dimension G and the Tramway dimension G3 using
a non-linear operation. More precisely, the links 1 — 4 in G2 and 4 — 2 in G5 form

the link 1 — 2. The link 4 — 3 is formed by 4 — 5 in G2 and 5 — 3 in G3. A third



12

relevant latent structure can be revealed by combining G; and G;. It contains locations
that are linked by two bus trips, followed by a metro trip and a tramway trip. This
combination forms a new path 1 — 2 — 3. This path was not present in any of the
original dimensions. Most importantly, the link 2 — 3 cannot be obtained by any linear
combination between G1, G2, and G3. To uncover non-linear interactions in multiplex
graph dimensions, we introduce in Chapter 2 the mechanism of hierarchical aggregations,

which reveals more complex interactions compared to single and linear combinations.

1.2.2 Challenge 2: Solving the Problem of Highly Curved Manifolds

Existing multiplex graph embedding approaches typically map multiplex graphs’ poten-
tially divergent and complementary dimensions into consensus node embeddings, which
are then applied to solve various downstream tasks, such as node classification and link
prediction. The space where these node embeddings reside is called an embedding space,
a representational space, or a latent manifold!. In Chapter 3, we examine the geometric
properties of these embedding spaces within the context of high-dimensional multiplex
graphs and find that geometric distortions hinder existing approaches. Specifically, we
answer two research questions: (1) What are the geometric implications of embedding
diverse structural patterns spread across multiple graph dimensions? (2) How to en-
code the hierarchical relations between the dimensions of a multiplex graph without
causing significant geometric distortions? In this section, we present the foundational

background required to investigate these research questions.

1.2.2.1 Intrinsic Dimensionality

Multiplex graph embedding methods transform the input graph into low-dimensional

RNXM

node representations Z € , where the vectors z; reside in embedding spaces with M

dimensions. These embedding spaces may exhibit various geometric forms, ranging from

In this thesis, we use the terms “embedding space”, “Tepresentational space”, and “latent mani-

fold” interchangeably.
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Figure 1.4: Illustration of embedding spaces with different geometries.

flat linear spaces to highly curved manifolds, as illustrated in Figure 1.4. In Chapter 3,
we aim to investigate the geometry of the embedding spaces of state-of-the-art multiplex
graph models, specifically to determine if they take the form of flat or curved manifolds.
In this context, embedding spaces can be visualized in a two-dimensional plane using
dimensionality reduction techniques such as PCA and t-SNE (Van der Maaten & Hinton,
2008). However, while useful, these qualitative visualizations are limited in their capacity
to provide in-depth geometric analyses. In contrast, quantitative metrics constitute a
more fine-grained and systematic analytical tool. Among these metrics are the Intrinsic

Dimension and the Linear Intrinsic Dimension.

The Intrinsic Dimension (ID) measures the dimension of an embedded manifold. In other
words, it is the minimal number of parameters to accurately represent the latent space
(Ansuini et al., 2019). Besides, the Linear Intrinsic Dimension (LID) is the dimension of
the best linear subspace that contains the manifold. The ID and LID metrics are one of
the primary ways to assess the geometric configuration of latent representations (Mrabah

et al., 2022). In particular, the nature and shape of embedded manifolds can be inferred
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from the difference between the LID and ID (i.e., LID - ID). This difference quantifies
how many coordinates must be added to a space to transform it into a linear space. The
higher the difference, the more curved the space. For example, let us compare a space
with a value of LID - ID equal to 1 against another with a value of 10. The first space
is significantly closer to a linear space, while the second is more curved. As illustrated
in Figure 1.4, low-dimensional linear spaces offer the advantage of facilitating graph
learning tasks like node classification and link prediction, which are more challenging to

perform when the node representations reside on highly curved manifolds.

1.2.2.2 Hyperbolic Neural Networks

Hyperbolic neural networks are a class of neural networks that leverage hyperbolic ge-
ometry to improve the modeling of certain data patterns, particularly those involving
hierarchical or taxonomic structures (Ganea et al., 2018). Unlike traditional neural
networks which are based on Euclidean geometry, hyperbolic neural networks embed
data into hyperbolic spaces derived from Riemannian geometry. Hyperbolic spaces are
characterized by the constant negative curvature property (Chami et al., 2019), which
enables a more efficient representation of hierarchical structures. This is due to the
ability to accommodate exponential growth in the number of nodes at deeper levels of
the hierarchy. Furthermore, prior work has shown that under certain conditions, hyper-

bolic spaces incur less geometric distortions compared to their Euclidean counterparts

(Sarkar, 2011).

Let g be a function representing an Fuclidean operation, such as a feed-forward layer in
a neural network. The function g can be adapted for use in hyperbolic spaces through

the application of exponential and logarithmic maps as follows:

expy [g (logy [V])], (1.7)

where v is the input vector that resides in a Riemannian manifold, exp, and log, are
the mapping functions, and x is a chosen point in the Riemannian manifold (a common

approach is to set x = 0). The logarithmic map log, projects the points from the Rie-
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mannian manifold to the Euclidean space, enabling the computation of linear operations
in Euclidean terms. Subsequently, the exponential map exp, projects the points back to
the Riemannian manifold. The hyperbolic version of g can be used to learn embeddings
that reside in a hyperbolic space. The properties of the hyperbolic space can be mod-
ulated by defining specific mapping functions. In Chapter 3, we give formal definitions
for the functions exp, and log, and build a solution that exploits hyperbolic neural net-
works to mitigate the impact of geometric distortions when embedding high-dimensional

multiplex graphs.

1.2.3 Challenge 3: Tackling the Heterophily Phenomenon

Traditionally, graph modeling techniques have focused on homophily, the principle that
nodes belonging to the same class or sharing related attributes are more likely to connect.
In contrast, heterophily emerges when nodes from different classes and with dissimilar
attributes form connections. Existing multiplex graph models predominantly focus on
homophilic interactions, overlooking the dynamics of heterophilic multidimensional con-
nections. In Chapter 4, we explore the challenges that arise from the varying degrees of
heterophily and homophily across the dimensions of multiplex graphs. In this section,
we introduce the essential background on the concepts of heterophily and homophily, as
well as an overview of spectral graph filters, which are useful for distinguishing between

heterophilic and homophilic interactions in graphs.

1.2.3.1 Homophily and Heterophily

Homophily and heterophily describe graph connectivity patterns based on similarities
or differences between nodes (Zheng et al., 2022). On the one hand, homophily refers
to the tendency of nodes with the same class labels or similar attributes to connect.
For example, in social networks, people with similar backgrounds, interests, or social
traits are more likely to form relationships (McPherson et al., 2001). Figure 1.5a shows

an example of a graph dimension where most edges are between nodes of the same
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Figure 1.5: Illustration of homophilic and heterophilic dimensions in multiplex graphs.

class. On the other hand, heterophily describes the situation where nodes from different
classes and with dissimilar attributes form connections. For example, this pattern might
emerge in a recommendation graph, if users from different demographics tend to buy
the same products. Figure 1.5b illustrates a graph dimension where the majority of
edges are between nodes of different classes. In homophilic settings, traditional graph
models such as graph neural networks perform generally well, because of the reliance
on contextual node features to derive node representations (Zhu et al., 2021). In con-
trast, in heterophilic graphs, the connections are mostly between nodes from different
classes. This can make learning tasks such as node classification more challenging, as
the assumption that neighbors share similar characteristics does not hold. In this case,

specialized techniques are needed to handle heterophilic interactions (Zhu et al., 2020a).

The homophily ratio of dimension d, denoted pg, is a measure that quantifies the extent
to which nodes in dimension d are connected to other nodes that share the same class
or similar attributes. Ranging between 0 and 1, pq is defined as:

pa = E:il (yd)u'

B E%:l (yd)?‘,j 1 (1.8)



